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Chapter 1

Introduction

This doctoral thesis is concerned with two separate but intertwined topics in the field of financial econo-

metrics: (i) the measurement and relevance of new sources of information on financial markets in the

form of online investor sentiment and attention and (ii) nonlinearities in financial time series in the form

of structural breaks. In the following, some of the existing research on these topics, which is of relevance

for this thesis, is reviewed. Moreover, since the chapters related to structural breaks draw upon the same

frameworks in theory and applications, some methodological remarks are already made in this intro-

duction, beyond mere references of previous studies. While it is not claimed that this literature review

and first glance at some methodologies are overly detailed and exhaustive, they serve as a starting point

for and an embedding of the subsequent research conducted in this thesis. The review of the relevant

literature is subdivided into two sections: Section 1.1 considers the research on online investor sentiment

and attention, whereas Section 1.2 is related to structural breaks in (financial) time series. The original

research conducted in this thesis is outlined and introduced in Section 1.3.

1.1 New sources of information: Online investor sentiment and attention

According to classical finance theory, competition among rational investors, often called arbitrageurs,

leads to an equilibrium in which prices on capital markets equal the present value of expected future

cash flows. Under this theoretical lens, the trading decisions of irrational investors have no significant

impact on prices since their demands are offset by rational investors (e.g., Friedman, 1953; Fama, 1965).

However, the classical finance theory fails to fit the extreme levels of and changes in stock prices cor-

responding to events such as the Great Crash of 1929 or the Dot.com bubble of the 1990s, which are

difficult to align with any rational explanation (e.g., Baker and Wurgler, 2006, 2007). Akin to the notion

of “animal spirit” first coined by Keynes (1936) and following early advances of De Long et al. (1990)

and Shleifer and Vishny (1997), behavioral finance theory sets out to augment the classical model by

explicitly taking into account two assumptions: Firstly, trading activities of investors are thought of to be

partially influenced by subjective beliefs about investment risks and future cash flows, generally referred

to as investor sentiment (De Long et al., 1990). Secondly, there are limits to arbitrage in the sense that

betting against sentiment-driven investors is associated with higher risks and costs (Shleifer and Vishny,

1997). Thus, inconsistent with predictions of the classical finance theory, arbitrageurs do not aggressively

force prices to fundamentals. On this basis, irrational (collective) investor behavior has moved into the

focus of modern finance theory and corresponding empirical applications.

1



1.1. NEW SOURCES OF INFORMATION: ONLINE INVESTOR SENTIMENT AND ATTENTION

The widespread internet access and usage of social media platforms in recent years have led to new

sources of information – and with them new sources and types of data that can be used by researchers

and practitioners alike – pertaining to this collective investor behavior and corresponding financial market

outcomes: Short messages published on social media platforms such as Twitter or StockTwits on the one

hand and online search queries on the other. While Twitter is a general social media platform where

users can share their thoughts, ideas, and opinions in short messages (Tweets) consisting of formerly 140

characters and, since November 7, 2017, 280 characters, StockTwits is uniquely tailored towards traders

and investors. The latter is a platform where users can post finance- or stock-specific short messages

consisting of 120 characters and an optional tag, indicating whether the short message is intended to be

“bullish” or “bearish”.

In the following, the term social media platform generally refers to internet sources where users

can share (short) messages or articles on general and specific topics and can potentially interact with

one another, including, for example, message boards and microblogs. Moreover, online search queries

may relate to queries on search engines such as Google or more specific sources such as the online

encyclopedia Wikipedia. Note also that there exists an extensive literature concerned with the influence of

general and specific public news, conveyed through more traditional news channels, on financial market

outcomes (e.g., Tetlock, 2007; Garcia, 2013; Hillert et al., 2014). While these sources block out the

chatter on social media platforms and thus are interesting in their own right, the following discussion in

this thesis is exclusively related to the information contained in and obtained from social media platforms

and online search queries.

Investors not only use social media platforms to comment on companies’ past stock market perfor-

mances and perceived prospects but can also quickly obtain openly accessible news and information

related to individual companies or the stock market in general via the internet. Institutional or other

professional investors usually have the means necessary to actively monitor stock market developments

and public news releases over the trading day. Thus, online sources are deemed an especially valuable

channel for retail investors to gather information (e.g., Chen et al., 2014). Retail investors are likely to be

at an informational disadvantage in many instances, compared to institutional or other professional in-

vestors, and are often portrayed as having psychological biases and depicted as noise traders in the spirit

of Kyle (1985) and Black (1986). Equivalently, within the behavioral models along the lines of De Long

et al. (1990), there usually exist two types of investors, namely sentiment-free rational arbitrageurs and

sentiment-prone irrational or noise traders. As a result, investor sentiment and its effects on financial

markets are often closely related to the discussion about retail investors (e.g., Joseph et al., 2011).

Moving forward, the terms institutional investor and professional investor are used interchangeably

in this thesis, both referring to non-retail investors and comprising such investors as daytraders, derivative

traders, hedge funds, and pension funds. Since stock prices reflect the trading activities of both institu-

tional and retail investors, sentiment-induced trading activities of retail investors may lead to temporal

deviations from fundamental values as argued above (e.g., De Long et al., 1990; Shleifer and Vishny,

1997; Barberis et al., 1998). Supporting this claim, the empirical literature has found that retail investors

trade excessively in attention-grabbing stocks (Barber and Odean, 2008), in concert with other retail in-

vestors (Kumar and Lee, 2006; Barber et al., 2009), and that stocks of which institutional investors are

holding the majority of shares are priced more efficiently compared to stocks with a large concentration

of retail investors holding a stock’s shares (Boehmer and Kelley, 2009).

2



CHAPTER 1. INTRODUCTION

While its existence is generally not debated anymore in the recent finance literature, investor sen-

timent is an unobserved variable in empirical applications, and there exists no generally agreed-upon

proxy. Some studies, such as the one of Baker and Wurgler (2007), use market-wide variables (e.g.,

share turnover, mutual fund flows) or a composite index built from these market variables as a proxy

for investor sentiment. On a different note and being of importance in the context of this thesis, recent

developments in textual analysis allow the estimation of latent investor sentiment from messages posted

on social media platforms, such as Twitter or StockTwits. Besides, search volumes from online sources,

Google and Wikipedia being of particular interest in the related literature, make it possible to measure

the potential level of attention investors attribute to specific markets, stocks, news, or events. While the

extraction of search volumes is relatively straightforward, depending on the source and time period con-

sidered, the estimation of latent investor sentiment from online sources is comparatively more involved.

Two main approaches are commonly employed when the goal is to estimate investor sentiment from

textual data, namely dictionaries and machine learning techniques (for surveys on these approaches, see

Das, 2014; Kearney and Liu, 2014).

Dictionaries, referring to general or field-specific word lists used to classify a given text, have mainly

been applied to the estimation of investor sentiment from traditional news articles or other field-specific

documents (Loughran and McDonald, 2016). By contrast, machine learning techniques that classify

textual content are often used when investor sentiment is estimated from short messages published on

social media platforms (Renault, 2017). Lastly, certain commercial data vendors offer access to ready-

to-use online investor sentiment measures obtained from social media platforms. However, the exact

computations leading to the offered measures are usually not publicly disclosed. In some form or another,

all of these measures of online investor sentiment and attention are drawn upon within the research

conducted in this thesis.

Given that a variety of different online investor sentiment measures are used in the literature, Chap-

ter 2 sets the ground by offering an extensive comparison of different sentiment measures, all based on

publicly available dictionary and machine learning approaches, in terms of their effects on the cross-

section of stocks. A thorough empirical comparison of different sentiment measures for a large sample

of stocks and across social media platforms seems highly relevant, considering the great interest in ap-

plications involving online investor sentiment that is demonstrated by researchers and practitioners alike.

It is shown in Chapter 2 that the performance of the considered sentiment measures varies significantly.

This result not only indicates the importance of scrutinizing previous findings in the literature to avoid

misleading conclusions but also voices the necessity to ensure the reproducibility of results through the

usage of publicly available dictionaries and pre-trained machine learning models.

A notable part of the research concerned with the effects of online investor sentiment and attention

on financial market outcomes is empirical. Following the initial findings of Antweiler and Frank (2004)

and Das and Chen (2007), a considerable amount of empirical research has evolved around the questions

of (i) how to estimate investor sentiment from online sources and, subsequently, (ii) how to augment

forecasts of financial variables using these sentiment measures (see Nardo et al., 2016, for a survey). For

example, online investor sentiment has been estimated from short messages published on Twitter (e.g.,

Bollen et al., 2011; Sprenger et al., 2014a,b; Yang et al., 2015) and StockTwits (e.g., Renault, 2017),

from social media platforms discussing stock picks (e.g., Avery et al., 2015) and message boards (e.g.,

Leung and Ton, 2015). Moreover, market-wide investor sentiment proxies have been constructed from

3



1.1. NEW SOURCES OF INFORMATION: ONLINE INVESTOR SENTIMENT AND ATTENTION

online search queries of sentiment-specific search terms (e.g., Da et al., 2015). The obtained measures are

then generally used to estimate the effects on and to forecast future values of financial variables either

on the index-level or on the level of individual stocks. Similarly, the effects of online search volumes

extracted from Google (e.g., Da et al., 2011; Joseph et al., 2011; Preis et al., 2013; Dimpfl and Jank,

2016) and Wikipedia (e.g., Moat et al., 2013) on financial variables have been investigated. Chapter 4

builds on this research by utilizing an extensive data set of all company-specific Wikipedia searches for a

large sample of stocks and relating sentiment-driven, collective investor behavior to the trading patterns

of retail investors.

Most of the above empirical research considers data at a daily or even a lower frequency. However,

some recent research, such as the one by Renault (2017), is concerned with intraday applications based

on high-frequency online investor sentiment and financial market data. Depending on the application

at hand, one has to take into account that the properties of financial time series at intraday frequencies

may differ from the respective time series at lower frequencies. A prominent example in the context

of Chapter 3 is the volatility of stock returns, which denotes the variation of a stock’s price path over

time. While previous research has shown that proxies of investor sentiment and attention can improve

forecasts of volatility at lower frequencies (e.g., Dimpfl and Jank, 2016), Chapter 3 considers forecast

augmentations of intraday volatility. The latter is of particular interest to highly active investors, such as

derivative traders and hedge funds. These market participants may rely on intraday volatility forecasts

for, among other things, risk management applications and the optimal scheduling of trades.

A feasible measure for intraday volatility is given by absolute 5-minute returns (e.g., Forsberg and

Ghysels, 2007). However, several studies have reported on the pronounced deterministic intraday peri-

odicity inherent in intraday volatility measures for several asset classes (e.g., Andersen and Bollerslev,

1997, 1998; Andersen et al., 2000; Bollerslev et al., 2000). Empirically, this deterministic periodic com-

ponent becomes visible in the average absolute 5-minute stock returns that are considered in Chapter 3,

which are higher around market opening and closing. Moreover, it induces a distorted U-shape pattern

in the autocorrelation function (ACF) of absolute 5-minute returns. These empirical characteristics of

intraday volatility are illustrated for the stock of Apple Inc. in the upper panels of Figure 1.1. The lower

panels depict the estimated deterministic periodic component, based on the two-step estimation proce-

dure proposed by Andersen and Bollerslev (1997) further outlined in Chapter 3, and the ACF of filtered

absolute 5-minute returns. These are purged of the deterministic intraday component. Note that in the

given case, the regular trading hours last from 09:30 to 16:00 Eastern Time (ET). The slowly decreasing

ACF depicted in the lower right panel is in line with the long-memory property usually observed for

daily volatility measures (e.g., Ding et al., 1993; Ding and Granger, 1996). Thus, a reasonable econo-

metric analysis involving linear time series models is only possible after accounting for the deterministic

periodicity in intraday volatility.
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Figure 1.1: Characteristics of raw and filtered absolute 5-minute returns of Apple Inc.
For the stock of Apple Inc., the plots show (a) (raw) absolute 5-minute returns averaged over all 5-minute
intervals from 09:30 to 16:00 ET and trading days from June 18, 2015, until December 29, 2017; (b) the ACF
of raw absolute 5-minute returns over 800 5-minute lags, which corresponds to approximately ten trading days;
(c) (raw) average 5-minute returns with superimposed periodic component (dashed line); (d) the ACF of filtered
absolute 5-minute returns (solid line).
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1.2 Nonlinearities in financial time series: The case of structural breaks

In general, it is reasonable to assume that many relationships in economics and finance are nonlinear.

Thus, several kinds of nonlinearities can arise when considering financial markets and time series of

financial variables that are not necessarily approximated well by simple linear models. Relating to the

previous section, the model of De Long et al. (1990) proposes that in the presence of sentiment-prone

noise traders the price of a risky asset evolves as a nonlinear function of these noise traders’ average

bullishness (i.e., their mean misperception of the expected price) and its variance. Though being of a

different philosophical nature than sentiment-induced noise trader theories, some other models of trade

based on noninformational reasons, such as changes in risk aversion or liquidity needs, also involve non-

linear relations. For example, the model of Campbell et al. (1993) expresses excess future stock returns

as a nonlinear function of current and past stock returns on the one hand and trading volume on the other.

Taking models in the spirit of Campbell et al. (1993) as a starting point for the investigation of statisti-

cal information transfer in the bivariate system of stock returns and trading volume, Hiemstra and Jones

(1994) and, more recently, Behrendt and Schmidt (2019) find empirical evidence for a significant amount

of nonlinear information transfer from stock returns to trading volume and vice versa. Importantly, such

nonlinear relationships do not necessarily distort an empirical analysis but may represent usable informa-

tion. In the following, however, we are particularly interested in one often overlooked kind of nonlinearity

that entails potentially more severe implications, namely structural breaks in financial time series.

Structural breaks, also referred to as change-points, in the data generating process underlying a given

univariate time series do not only constitute a source of nonlinearity that can be modeled but also a more

subtle source of nonstationarity. Given that endeavors of time series model building and prediction usu-

ally demand some stationarity assumption to be made, the latter poses a common problem in the analysis

of univariate economic and financial time series. Matters are complicated by the fact that the exact num-

ber and timing of structural breaks are usually unknown ex-ante. Therefore, the consistent estimation

of structural breaks, or change-points, has been studied extensively in the related literature (for surveys,

see Perron, 2006; Aue and Horváth, 2013; Niu et al., 2015). To this end, locally stationary models have

proven to be an easy to interpret means in the study of nonstationary behavior. In particular, Granger

(1980) has shown that long-memory properties, which are observed in some financial time series, can

also be achieved through the aggregation of several parsimonious models. Following this general idea,

change-in-mean models in the spirit of Chen and Tiao (1990) and Engle and Smith (1999) can provide

useful alternatives to long-memory models in the analysis of such time series (e.g., Granger and Hyung,

2004). While structural breaks in the mean of a process may be of relevance in some empirical appli-

cations, we primarily focus on structural breaks in the dynamics of a given univariate time series. Since

autoregressive (AR) models are often appropriate for modeling simple stationary time series, structural

break autoregressive (SBAR) models constitute especially useful locally stationary models in a variety

of empirical applications (for different examples of econometric applications, see Andreou and Ghysels,

2009). However, while easy to interpret, the estimation of SBAR models remains a difficult task because

one has to consider all possible combinations of structural break locations within a given time series.

For this reason, Chapter 5 develops an easy-to-implement estimation procedure that performs compara-

bly to the leading-edge procedures of Davis et al. (2006) and Chan et al. (2014) in simulations and an

application to the dynamics of financial time series exhibiting long-memory behavior.
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Considering m structural breaks, the general (m+1)-regime SBAR model is given by:

Yt =
m+1

∑
j=1

[
β′jYt−1 +σ(Yt−1, . . . ,Yt−q)εt

]
1{t j−1 ≤ t < t j}, t = 1,2, . . . ,n, (1.1)

whereYt−1 =(1,Yt−1, . . . ,Yt−p)
′ denotes the vector of lagged random variables,β j =(β j0,β j1, . . . ,β jp)

′ ∈
Rp+1 is the parameter vector, σ(·) is a measurable function on Rq, and {εt} are white noise with zero

mean and unit variance. Moreover, breaks are collected in the index set {t1, . . . , tm}, i.e., the parameter

β j changes to β j+1 at time index t j, where it holds that 1 = t0 < t1 < · · · < tm+1 = n+1. Such a model

setup may be used to describe different financial time series. For instance, Chan et al. (2014) estimate

structural breaks in daily stock market volatility. While their argument is based on the modeling of return

volatility in the framework of the autoregressive conditional heteroscedasticity (ARCH) model of Engle

(1982), realized measures for return variance and volatility are of particular interest in Chapters 5 and 6.

Based on high-frequency asset price data, realized measures have become important ex-post mea-

sures of latent daily volatility (e.g., Andersen et al., 2001; Barndorff-Nielsen and Shephard, 2002). As-

suming that the log-price of an asset St evolves as a stochastic differential equation in continuous time

and ignoring microstructure noise and volatility jumps, we obtain the formalization dSt = µtdt +σtdWt ,

where µt and σt denote the instantaneous drift term and the instantaneous volatility, respectively, and Wt

is assumed to be Brownian motion. It can be shown that plimδ→0 ∑ti(Sti+1 − Sti)
2 =

∫ T
0 σ2

t dt, where we

define δ = sup{ti+1− ti} and where
∫ T

0 σ2
t dt denotes the integrated variance over a given trading day. It

follows that an estimator for
∫ T

0 σ2
t dt, called realized variance, is given by RVt = ∑ti(Sti+1 −Sti)

2, i.e., as

the sum of appropriately sampled squared intraday log-returns. The square root of RVt is called realized

volatility. The long-memory behavior of RVt and its square root is captured well by the heterogeneous

autoregressive (HAR) model of Corsi (2009), which includes weekly (w) and monthly (m) averages of

daily (d) logRVt (equivalently also for the logarithm of realized volatility):

logRV (d)
t = c+β

(d) logRV (d)
t−1 +β

(w) logRV (w)
t−1 +β

(m) logRV (m)
t−1 + εt , (1.2)

where log denotes the natural logarithm, logRV (w)
t−1 =

1
5 ∑

5
i=1 logRV (d)

t−i , and logRV (m)
t−1 = 1

22 ∑
22
i=1 logRV (d)

t−i .

We note that the HAR model may also be written as a constrained AR model in the form:

logRV (d)
t = β

∗
0 +

22

∑
i=1

β
∗
i RV (d)

t−i + εt , (1.3)

with the following restrictions being imposed:

β
∗
i =


β (d)+ 1

5 β (w)+ 1
22 β (m) for i = 1,

1
5 β (w)+ 1

22 β (m) for i = 2, . . . ,5,
1

22 β (m) for i = 6, . . . ,22.

(1.4)

Thus, approaches for structural break detection based on SBAR models are applicable in the context

of realized measures. However, as shown in Chapter 6, the detection of structural breaks in realized

volatility proves not to be as straightforward as one may expect since the previous literature has ignored

the effects of nonlinear transformations of realized volatility on the estimation of structural breaks.

7



1.3. OUTLINE OF THE ORIGINAL RESEARCH CONDUCTED IN THIS THESIS

1.3 Outline of the original research conducted in this thesis

After this brief review of the existing literature, we turn to the original research conducted in this thesis.

The central part of this thesis is comprised of five chapters – each representing a standalone research

paper that can be read independently. Chapters 2 to 4 are concerned with the measurement and relevance

of online investor sentiment and activity in financial applications. While Chapter 2 focuses on the com-

parison of different online investor sentiment measures with respect to their effects on the cross-section

of stocks within the context of two financial applications, Chapter 3 particularly considers the augmen-

tation of intraday volatility forecasts. Chapter 4 turns to the relation between online investor attention

in the form of online search volumes and stock returns by drawing upon the concept of Shannon trans-

fer entropy to test for and quantify the information transfer from online searches to stock returns and

vice versa. Chapters 5 and 6 are related to a certain kind of nonlinearity, namely structural breaks in

the autoregressive dynamics of a given time series. Chapter 5 is of theoretical nature and shows that the

adaptive least absolute shrinkage and selection operator (Lasso) provides a valuable alternative in the

endeavor of estimating an unknown number of structural breaks. Next, Chapter 6 applies the state-of-

the-art procedure of Chan et al. (2014) to illustrate that Box-Cox transformations of realized volatility

change the autoregressive dynamics of the volatility time series and thus affect the detection of structural

breaks. To be more precise:

Chapter 2, How to gauge investor behavior? A comparison of online investor sentiment mea-
sures, is based on a joint research paper with Daniele Ballinari. The paper compares the performance of

daily investor sentiment measures, estimated from Twitter and StockTwits by publicly available dictio-

nary and neural network based methods, in the framework of two financial applications. While there is

an increasing interest in and a growing number of publicly available methods to estimate latent investor

sentiment from social media platforms, researchers and practitioners alike are still facing one crucial

question – which is best to gauge investor sentiment? We estimate online investor sentiment measures

for a sample of 360 stocks over a seven years time period. To determine their relevance for financial

applications, these online investor sentiment measures are compared by their effects on the cross-section

of stocks (i) within a Fama-McBeth (1973) regression framework and (ii) by their ability to forecast

abnormal returns and trading volume in a model-free portfolio sorting exercise. We provide a clear rank-

ing of the considered online investor sentiment measures based on their effects on the cross-section of

stocks, elaborate on the reasons for the differences in performance across measures, and add a note on

the reversal effect of investor sentiment.

Chapter 3, The Twitter myth revisited: Intraday investor sentiment, Twitter activity and individual-
level stock return volatility, is based on a joint research paper with Alexander Schmidt.1 The paper takes

an intraday perspective and studies the dynamics of individual-level stock return volatility, measured by

absolute 5-minute returns, and Twitter sentiment and activity. After accounting for the intraday periodic-

ity in absolute returns, we discover some statistically significant co-movements of intraday volatility and

information from stock-related Tweets for all constituents of the Dow Jones Industrial Average (DJIA).

However, economically, the effects are of negligible magnitude, and out-of-sample forecast performance
1The paper has been published originally as Behrendt, S. and Schmidt, A. (2018) The Twitter myth revisited: Intraday

investor sentiment, Twitter activity and individual-level stock return volatility, Journal of Banking & Finance, 96, 355-367.
https://doi.org/10.1016/j.jbankfin.2018.09.016
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is not improved when including Twitter sentiment and activity as exogenous variables. From a practical

point of view, we find that high-frequency Twitter information is not particularly useful for highly active

investors with access to such data for intraday volatility assessment and forecasting when considering

individual-level stocks.

Chapter 4, Wikipedia search momentum and stock returns, is based on a joint research paper

with David Zimmermann. The paper employs Shannon transfer entropy, a model-free measure that con-

siders any kind of statistical dependence between two time series, to test for and quantify the statistical

information transfer between daily company-specific Wikipedia searches and stock returns for a sample

of 447 stocks and all trading days from 2008 to 2017. The analysis is based on an extensive data set

obtained from hourly access logs to each company’s Wikipedia page. We present empirical evidence that

collective investor behavior can be inferred from large-scale Wikipedia search data for individual-level

stocks. A hypothetical trading strategy based on Wikipedia search momentum that maps our findings to

average cumulative portfolio returns reveals the economic significance of the transfer entropy estimates.

Results are in line with the notion of sentiment-driven investor behavior and the trading patterns of retail

investors.2

Chapter 5, A note on adaptive group Lasso for structural break time series, is based on a joint

research paper with Karsten Schweikert.3 The paper considers SBAR processes and casts the problem

of estimating the unknown number of change-points as a model selection problem. The adaptive group

Lasso is used to select the number of change-points for which parameter estimation consistency, model

selection consistency, and asymptotic normality are proven. It is shown in simulation experiments that

adaptive group Lasso performs comparably to a state-of-the-art two-step group Lasso procedure with

backward elimination and other leading-edge approaches. Moreover, comparing the forecasting perfor-

mance of both group Lasso procedures in an empirical application to realized variance dynamics, adap-

tive group Lasso is found to date change-points with equal accuracy. Thus, in practice, adaptive group

Lasso can provide an alternative way to consistently select change-points in related applications.

Chapter 6, Structural breaks in realized volatility: A cautionary tale, makes use of the fact that

autoregressive models such as the HAR model capture the linear footprint inherent in realized volatility.

We cast the problem of estimating structural breaks in the autoregressive volatility dynamics as a model

selection problem. Interestingly, we find the number of breaks to be heavily influenced by Box-Cox

transformations applied to realized volatility series of eight stock market indices: For example, while we

find breaks in the original series, no breaks are found in log-realized volatility, a measure often used in

applied research. These transformations change the autoregressive dynamics of the series and thus affect

the detection of structural breaks.

Lastly, Chapter 7 summarizes the key findings, critically assesses each chapter’s content, and pro-

vides concluding remarks.

2Computations in this chapter are based on RTransferEntropy, an official package developed for the statistical software
R (for a detailed discussion, see Behrendt et al., 2019). The package is available at https://cran.r-project.org/
package=RTransferEntropy.

3The paper is currently in press at the journal Econometrics and Statistics (Part B: Statistics).
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Chapter 2

How to gauge investor behavior?
A comparison of online investor sentiment
measures

2.1 Introduction

In recent years, it has become increasingly popular among investors to comment on or to share their

opinion about companies’ stock market performances and prospects on social media platforms, such as

Twitter and StockTwits. While institutional investors have the means to actively monitor stock markets

and public news over the trading day, social media platforms constitute an especially valuable channel for

retail investors to obtain stock market relevant information (e.g., Chen et al., 2014). The trading activities

of the latter, often portrayed as noise traders in the spirit of Kyle (1985) and Black (1986), may in part

be influenced by subjective beliefs about future cash flows and investment risks. These subjective beliefs

are referred to as investor sentiment in behavioral models along the lines of De Long et al. (1990), which

assume two types of investors, namely rational, sentiment-free arbitrageurs and irrational, sentiment-

prone noise traders. Given that there exist limits to arbitrage under such circumstances (see, for example,

Shleifer and Vishny, 1997), it has been argued that stock prices deviate temporarily from fundamentals

in response to sentiment-induced trading decisions of these noise traders (e.g., De Long et al., 1990;

Shleifer and Vishny, 1997; Barberis et al., 1998). More precisely, De Long et al. (1990) predict that a

positive sentiment shock leads to an increase in prices and, conversely, a negative sentiment shock to

a decrease in prices. Thus, the classical finance theory in which the cross-section of expected returns is

affected only by the cross-section of systemic risk in equilibrium has been augmented by these behavioral

aspects. To this end, retail investors have been shown to trade excessively in attention-grabbing stocks

(Barber and Odean, 2008) and in concert with other retail investors (e.g., Kumar and Lee, 2006; Barber

et al., 2009), having a significant impact on stock prices.

Following this line of thought and the initial findings of Antweiler and Frank (2004) and Das and

Chen (2007), a vast literature has evolved around the question of how to augment and improve forecasts

of financial variables, such as stock returns, volatility, and trading volume, with measures of investor
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sentiment derived from online sources (for a recent survey, see Nardo et al., 2016).1 For example, Bollen

et al. (2011) derive social mood dimensions from Twitter messages and find that some of these social

mood dimensions are useful in forecasting the DJIA. On a similar note, Sprenger et al. (2014a) obtain

good and bad news from Twitter messages related to the Standard & Poor’s 500 index (S&P 500) and link

these news to market movements. Yang et al. (2015) provide further empirical evidence for the existence

of a financial community on Twitter and demonstrate that the weighted sentiment of its most influential

contributors does have significant predictive power for such market movements. Da et al. (2015) use on-

line search queries of sentiment-specific terms to construct a measure of market-wide investor sentiment.

Their results are broadly in line with the theories on investor sentiment mentioned above. Concerning

individual-level stocks, Sprenger et al. (2014b) find an association between Twitter sentiment and returns

as well as the volume of Twitter messages and trading volume. Moreover, making use of stock picks from

the CAPS website, Avery et al. (2015) demonstrate that negative stock picks strongly predict future stock

price declines. Other findings point towards a relation between message board posts and contemporane-

ous returns of underperforming small-cap stocks (Leung and Ton, 2015). Recently, some studies have

investigated the predictive performance of online investor sentiment measures at intraday frequencies.

While Behrendt and Schmidt (2018) show that the economic significance of Twitter sentiment in intra-

day volatility forecasting applications is negligible, Renault (2017) provides some empirical evidence

for sentiment-driven noise trading throughout the trading day using investor sentiment estimated from

StockTwits messages.

In light of these empirical findings, which involve different online sources and methods to estimate

investor sentiment, both researchers and practitioners alike are still facing one crucial question – how to

measure and quantify investor sentiment adequately? As far as textual analysis in finance is concerned,

conventional approaches usually involve dictionaries and machine learning techniques (for recent sur-

veys, see Das, 2014; Kearney and Liu, 2014). The latter are predominantly used when online investor

sentiment is estimated from individual messages published on social media platforms, such as Twit-

ter and StockTwits, since dictionaries developed for short messages that also cover financial topics are

scarce. By contrast, methods based on dictionaries, such as the Harvard-IV dictionary or the dictionary

of Loughran and McDonald (2011), are more often used in the context of textual analysis of traditional

news channels. An exception are the dictionaries of Renault (2017), which are tailored to finance-specific

short messages on StockTwits. Although dictionaries are usually publicly available and ready to use, this

is not the case for most approaches based on machine learning techniques. Lastly, some commercial data

vendors offer investor sentiment measures for researchers and practitioners to use. While these commer-

cial measures may increase the reproducibility of findings, they are inherently opaque since the exact

way of calculating the respective measure is usually not publicly disclosed.

This paper contributes to the literature in several ways: (i) we estimate daily online investor sentiment

from short messages published on Twitter and StockTwits for 360 stocks over a seven years time period

from the beginning of 2011 to the end of 2017, using only publicly available approaches comprised of

five dictionaries and one neural network, (ii) the performance of the different approaches is compared

by means of applications based on forecasts of financial variables, and (iii) we rank and explain the

1There also exists an extensive literature concerned with the influence of investor sentiment extracted from traditional news
channels on financial market outcomes (e.g., Tetlock, 2007; Garcia, 2013; Hillert et al., 2014). Moreover, closely related to the
literature on online investor sentiment is another strand of literature focusing on investor attention, measured by online search
queries, and its usefulness in forecasting returns, volatility, and trading volume (e.g., Da et al., 2011; Joseph et al., 2011; Dimpfl
and Jank, 2016). Note, however, that this paper exclusively deals with investor sentiment derived from social media platforms.
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performance of the dictionaries as well as the neural network in order to provide a guideline for both

researchers and practitioners on the basis of field-specific applications. To be more precise, we estimate

investor sentiment using the Harvard-IV dictionary, the dictionary of Loughran and McDonald (2011),

both short message- and finance-specific dictionaries of Renault (2017) (L1 and L2), the VADER dic-

tionary (Hutto and Gilbert, 2014), which is a general dictionary optimized for short messages, and the

convolutional neural network Deep-MLSA of Deriu et al. (2017). While some of the prior research has

focused on analyses at lower frequencies and over longer time horizons, we follow more recent literature

by considering a daily frequency. Moreover, our comparison of the above-mentioned sentiment measures

is based on two financial applications that are helpful to study the effect of online investor sentiment on

the cross-section of stocks, which is of central importance in both classical and behavioral finance theory

(see Baker and Wurgler, 2006, 2007, for a discussion): Firstly, we investigate the effect of each sentiment

measure on the cross-section of returns within a model framework in the spirit of Fama and MacBeth

(1973). Secondly, we use the sentiment measures in a model-free portfolio sorting exercise and forecast

abnormal portfolio returns and trading volume. The latter is also used to calculate (cumulative) holding

period portfolio returns and trading volume. We show that the reversal effect of investor sentiment, i.e.,

a sign reversal of short-term and long-term correlation with returns, is highly sensitive to the respective

sentiment measure. A return reversal is consistent both with behavioral models inspired by De Long

et al. (1990) and trade models for any noninformational reason (e.g., changes in risk aversion or liquidity

needs), such as the one of Campbell et al. (1993). In addition, empirical evidence for the reversal effect

of investor sentiment is ample in the finance literature (e.g., Brown and Cliff, 2005; Schmeling, 2007;

Barber et al., 2009). Overall, the performance of the considered sentiment measures varies considerably,

but we find that the dictionary of Loughran and McDonald (2011) and the L2 dictionary of Renault

(2017) perform best.

The remainder of the paper is structured as follows: Section 2.2 describes the online investor senti-

ment measures, their calculation, and some instructive descriptive statistics of the data set. The effect of

the different online investor sentiment measures on the cross-section of returns is investigated within a

Fama-McBeth (1973) regression framework in Section 2.3 and, subsequently, in a model-free portfolio

sorting application to forecast abnormal portfolio returns and trading volume in Section 2.4. Next, Sec-

tion 2.5 presents a short note on the reversal effect of online investor sentiment. Lastly, Section 2.6 offers

some concluding remarks.

2.2 Online investor sentiment data

2.2.1 The raw text data

We consider two sources of online text data that are widely used in the finance literature, namely Twitter

and StockTwits. Twitter is a social media network with roughly 126 million active daily users where peo-

ple can share thoughts, ideas, and opinions in the form of short messages consisting of 140 characters.2

Similarly, StockTwits also allows users to share 120-character messages with the online community, the

difference being that it is specifically tailored towards investors and traders. Focusing on the time pe-

riod between 2011 and 2017, we analyze 360 companies that are constantly part of the S&P 500 during

2Since November 7, 2017, the limit has been increased to 280 characters.
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that time.3 We collect all shared messages from Twitter and StockTwits either mentioning a company’s

name or its cashtag (the company’s ticker symbol preceded by the dollar sign, e.g., “$AAPL” for Apple

Inc.). For both data sources, we account for changes in a company’s name or ticker.4 In total, we collect

30,520,617 and 9,890,132 relevant short messages from Twitter and StockTwits, respectively.

After collecting text data from social media platforms, one faces two additional challenges: Firstly,

the unstructured text data need to be transformed into a quantitative measure for the latent investor senti-

ment. The two main approaches used for sentiment analysis in finance are dictionary based and machine

learning techniques (Das, 2014) as further discussed in Subsection 2.2.2 and Subsection 2.2.3, respec-

tively. Secondly, the sentiment measures obtained from the unevenly spaced online messages usually

need to be transformed into an evenly spaced time series and aggregated to a lower frequency. Possible

approaches for the aggregation of intraday data to a daily sentiment measure are discussed in Subsec-

tion 2.2.4.

2.2.2 Dictionary based approaches

In the finance literature, dictionary based approaches are the most widely adopted methodologies to

gauge the mood and sentiment enclosed in textual data. These approaches are based on a list of words

associated with a particular sentiment (e.g., positive or negative). One then counts the number of times

that words with a particular connotation occur in the analyzed text. In the case of a social media post, for

instance, we count the number of positive and negative words used in the message as defined by a specific

dictionary. We then categorize the message as being optimistic (or, in the context of finance, bullish) if

more words with a positive than a negative connotation are identified. The use of dictionaries for senti-

ment analysis has several advantages: Firstly, the computational cost of counting positive and negative

words is usually low. Secondly, the implementation of a dictionary based approach is relatively simple

and transparent. Thirdly, being a computationally feasible and transparent approach, results based on

dictionaries are relatively straightforward to reproduce. Lastly, most dictionaries are publicly available.

Dictionaries commonly used for sentiment analysis range from very broad and general to field-specific

lists of words (often called lexicons).

Initially, the most frequently used dictionary for sentiment analysis in finance has been Harvard-IV, a

general-purpose dictionary developed by Harvard University and used in the General Inquirer software.5

Tetlock (2007), for instance, analyzes the effect of tone in the Wall Street Journal’s “Abreast of the

Market” column on stock returns using the Harvard-IV dictionary. In another study, Hanley and Hoberg

(2010) employ the Harvard-IV dictionary to gauge the sentiment in the initial prospectus of IPOs (Form

S-1). We refer to Loughran and McDonald (2016) for a more extensive review of studies using this

general-purpose dictionary. The Harvard-IV dictionary consists of 2,005 negative and 1,637 positive

words. After applying standard pre-processing methods to the textual data (e.g., tokenizing, transforming

words into lower case, and removing stop words), we use the dictionary to capture the tone of social

media messages by counting the number of positive and negative words. The sentiment score of a given

Twitter or StockTwits short message is then defined as the difference between the share of positive and

negative words. As a result, we obtain a sentiment score ranging from −1 (negative) to +1 (positive).

3Note that in total 368 companies are included continuously in the S&P 500 between January 2011 and December 2017.
Due to data issues, we exclude 8 companies from our data set.

4Between 2011 and 2017, 41 out of the 360 considered companies have either changed their name or their ticker.
5For more information, see http://www.wjh.harvard.edu/~inquirer/homecat.htm.
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However, the use of general-purpose dictionaries, such as the Harvard-IV dictionary, for sentiment

analysis in finance might produce misleading results (Loughran and McDonald, 2016; Renault, 2017). In

fact, almost three-fourths of the words classified as having a negative tone by the Harvard-IV dictionary

do not necessarily have a negative connotation in finance-related sentences (for example, “tax”, “cost”,

“capital”, and “liability”). Motivated by this issue, Loughran and McDonald (2011) have developed a

dictionary consisting of six different word lists (negative, positive, uncertain, litigious, strong modal,

and weak modal). The dictionary, often abbreviated as LM, is constructed using a large sample of Form

10-K filings of US companies during the period from 1994 to 2008. After creating a dictionary of words

occurring in at least 5% of the filings, Loughran and McDonald (2011) classify each word based on its

most likely connotation in a finance context. In our analysis, we consider only the positive and negative

word lists consisting of 354 and 2,355 words, respectively. The dictionary and Python implementations

for textual sentiment analysis are available at the software repository for accounting and finance of the

University of Notre Dame.6 Again, the sentiment of a given social media message is calculated as the

difference between the share of positive and negative words occurring in the pre-processed text data.

Since the dictionary proposed by Loughran and McDonald (2011) is constructed using words occur-

ring in 10-K filings, the semantic connotations of typical expressions used on social media platforms are

not necessarily captured. Emoticons (e.g., a smiling face), abbreviations (e.g., “LOL” stands for “laugh-

ing out loud”), or slang (e.g., “nah” or “meh”), which most likely have some sentiment connotation, are

not covered by the Harvard-IV and the Loughran and McDonald (2011) dictionaries. VADER (Valence

Aware Dictionary and sEntiment Reasoner), the dictionary and rule-based approach introduced by Hutto

and Gilbert (2014), is specially constructed to capture the sentiment of short and informal text messages,

such as those published on social media platforms. In a first step, a dictionary is created by combining

word lists from existing general-purpose dictionaries and common expressions occurring in social media

messages (e.g., emoticons and abbreviations). The semantic connotation of each of the roughly 7,500

words and expressions is obtained by averaging the opinion of ten independent human raters. Contrary

to the previous two dictionaries, the VADER word list does not only classify a word as being positive or

negative but also defines the intensity of a word’s sentiment. In a second step, Hutto and Gilbert (2014)

define a rule-based model that increases or decreases the sentiment intensity of a text based on five

grammatical and syntactical heuristics (e.g., punctuation, upper case letters). For our analysis, sentiment

scores based on this dictionary and rule-based approach are obtained by processing the social media data

with the publicly available Python implementation of VADER.7

While the methodology introduced by Hutto and Gilbert (2014) accounts for the short and informal

structure of textual data obtained from social media platforms, it is still based on a general-purpose dic-

tionary and thus might not classify words with a finance-specific meaning correctly (e.g., “liability” has

a negative connotation in the VADER dictionary). In a recent study, Renault (2017) proposes two dic-

tionaries specifically designed to capture the sentiment in finance-related social media short messages.

The dictionaries are constructed based on messages shared on StockTwits and by exploiting a feature

of this social media platform introduced in 2012 that allows users to “tag” their short messages as be-

ing either bullish or bearish. The first dictionary, hereafter referred to as Renault L1, is constructed by

selecting all uni-grams (one word) and bi-grams (two subsequent words) appearing at least 75 times in

6See https://sraf.nd.edu/.
7The Python implementation is available at https://github.com/cjhutto/vaderSentiment.
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a sample of 750,000 StockTwits messages.8 The semantic connotation of each word is then defined as

the difference between the share of appearances in bullish and bearish messages. The dictionary is re-

fined by only considering the 20% most positive and the 20% most negative words (in total 8,000 items).

Due to anomalies identified in the data-driven dictionary (e.g., the word “commodity” has a negative

connotation as a result of the decline in commodity prices during the sample period), Renault (2017)

proposes a second dictionary, hereafter referred to as Renault L2, constructed by manually classifying

the uni-grams and bi-grams as positive, neutral, or negative. The Renault L2 dictionary consists of 543

positive and 768 negative terms. In our analysis, we compute the sentiment of messages from Twitter

and StockTwits using both the Renault L1 and L2 dictionaries.9 The textual data are pre-processed by

following the approach outlined in Renault (2017), and the sentiment connotation of a given message is

defined as the difference between the share of positive and negative terms.

To sum up, our paper compares five publicly available dictionaries being either of general purpose

or specific to a particular field (social media platforms, finance-related text). Table 2.1 illustrates the

commonalities and differences among the five considered dictionaries. More precisely, the table reports

the number of shared terms between pairs of dictionaries (the diagonal elements show the total number

of words in each dictionary). In parentheses below the number of common terms, we report the share

of words to which two dictionaries assign the same sentiment connotation. Except for the comparison

of the Renault L1 dictionary with the Harvard-IV and the VADER dictionaries, the share of words with

the same sentiment direction between two dictionaries is relatively high, ranging from 93.2% to 99.9%.

Table 2.1 highlights two main differences regarding the five considered dictionaries: Firstly, the number

of common terms between the field-specific and general-purpose dictionaries is low. For example, less

than one-fifth of the words in the Loughran and McDonald (2011) dictionary are also part of the Harvard-

IV dictionary. Secondly, among the field-specific dictionaries, the number of shared terms between the

Loughran and McDonald (2011) dictionary and the word lists specially constructed for finance-related

short messages is also low.

2.2.3 Machine learning techniques

With increasing computational power, the popularity of machine learning algorithms in the context of

sentiment classification has increased as well. The underlying idea of these techniques is to train a model

to predict the sentiment of a text given a set of features (predictors). The main steps for implementing

such a methodology are (i) the definition of the predictors (often referred to as feature engineering), (ii)

estimating the relevant parameters (training), and (iii) evaluating the model’s accuracy (testing). Com-

pared to dictionary based approaches, the use of machine learning techniques has some advantages:

Firstly, these models can better capture the complex structure of textual data, whereas the dictionaries

discussed above rely on the assumption that words (or, at most, bi-grams) in a sentence are independent

(i.e., their ordering does not matter). Secondly, instead of selecting words and determining their conno-

tation, machine learning techniques are more flexible in choosing relevant features. However, there are

also some drawbacks: Firstly, the classification accuracy of the model highly depends on the quantity and

8Note that the dictionaries introduced by Renault (2017) are constructed using a sample of short messages published on
StockTwits between June 2013 and August 2014. Since this time period partially overlaps with our data set, we have conducted
robustness checks of our results by removing observations between June 2013 and 2014. Our overall results remain unaffected.
Detailed robustness checks are available upon request.

9The dictionaries are available at http://www.thomas-renault.com/data.php.
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Table 2.1: Comparison of shared terms among dictionaries
This table summarizes commonalities and differences among five publicly available sentiment dictionaries, i.e.,
Harvard-IV, Loughran and McDonald (2011), the two dictionaries introduced by Renault (2017), and VADER
(Hutto and Gilbert, 2014). More precisely, the table shows the number of common terms occurring in two
dictionaries. The diagonal elements report the total number of words in each dictionary and the off-diagonal
elements report the number of shared terms between two dictionaries. The share of words having the same
sentiment connotation (positive or negative) in both dictionaries is reported in parentheses below the respective
number of common terms.

Harvard-IV LM Renault L1 Renault L2 VADER

Harvard-IV 3,642 597 312 235 1,291
(100%) (97.3%) (75.6%) (93.2%) (97.7%)

Loughran McDonald 2,709 191 217 870
(100%) (96.9%) (99.5%) (97.6%)

Renault L1 8,000 805 418
(100%) (99.9%) (81.6%)

Renault L2 1,311 373
(100%) (97.3%)

VADER 7,517
(100%)

quality of the training data. This implies that a large amount of pre-classified textual data is necessary

in order to train and test a model properly (Renault, 2017). Furthermore, the predictions made by these

models are generally nontransparent and challenging to comprehend (so-called “black-boxes”).

Two of the most popular machine learning approaches used for sentiment classification are the naive

Bayes classifier and support vector machines (see Das, 2014, for an overview of the two approaches).

Antweiler and Frank (2004), for instance, classify textual data from Yahoo! Finance message boards

using the naive Bayes algorithm. Recently, researchers have also started to rely more frequently on neural

networks. Mahmoudi et al. (2018), among others, train convolutional and recurrent neural networks to

classify StockTwits messages. As mentioned above, the usage of such machine learning techniques for

the classification of textual data demands either large amounts of labeled data or a pre-trained model.

Unfortunately, the number of pre-trained sentiment classification models that are publicly available is

quite small, especially considering field-specific models. In fact, to the best of our knowledge, there exist

no publicly available sentiment classification algorithms trained specially for finance-related textual data.

Nevertheless, for the sake of completeness, we include the sentiment classification of social media

short messages obtained from the (deep) convolutional neural network proposed by Deriu et al. (2017),

hereafter referred to as Deep-MLSA, in our analysis. Several facts motivate our choice of this model:

Firstly, the authors have made a pre-trained Python implementation of their model publicly available.10

Secondly, the model has been specially trained for classifying social media short messages. Furthermore,

having won the message polarity classification task “Sentiment Analysis in Twitter” at the 2016 SemEval

competition, this technique can be considered as one of the best performing sentiment classification

approaches for social media short messages currently available. For a detailed description of the model

and training procedure, we refer to Deriu et al. (2017).

10The pre-trained Deep-MLSA model can be obtained from https://github.com/spinningbytes/deep-mlsa.
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2.2.4 Aggregation to a daily investor sentiment measure

After classifying social media short messages as having either a positive or negative sentiment conno-

tation, one usually needs to aggregate the unevenly spaced sentiment scores to obtain an evenly spaced

time series at a lower frequency. In this paper, we focus on the construction of daily sentiment mea-

sures.11 In the finance literature, different aggregation schemes have been suggested. Renault (2017),

for instance, aggregates the sentiment scores of StockTwits short messages to a lower frequency with a

simple empirical average. In our case, for company i on day t, denoting the empirical average by Ai,t , this

amounts to:

Ai,t =
1

Ni,t
∑
tn

Si,tn , (2.1)

where Ni,t refers to the total number of short messages published on a social media platform about

company i on day t and Si,tn is the sentiment score at intraday time tn, with n = 1,2, . . . ,N, assigned to a

short message ranging from −1 (negative sentiment) to +1 (positive sentiment). By contrast, Antweiler

and Frank (2004) propose a so-called bullishness measure, denoted here by Bi,t and defined as:

Bi,t = log

(
1+N pos

i,t

1+Nneg
i,t

)
, (2.2)

where log(·) stands for the natural logarithm, N pos
i,t is the number of messages classified as being positive,

and Nneg
i,t the number of messages classified as being negative.

We conduct our analysis for both aggregation schemes but only report those results obtained with the

bullishness measure since the results show some discrepancies between aggregation schemes and seem

more plausible for the bullishness measure. The results obtained with the average aggregation scheme

are relegated to Appendix 2.7. The reason behind the discrepancies in the results most likely stems from

the fact that the measure proposed by Antweiler and Frank (2004) also takes into account the volume

of messages posted over a given day. To be more precise, the bullish sentiment can be approximated

by Bi,t ≈ log(1+N pos
i,t +Nneg

i,t )
(

N pos
i,t −Nneg

i,t

)
/
(

N pos
i,t +Nneg

i,t

)
. Consider, for example, that over a given

day only one message about Apple Inc. is posted and classified as being positive, while on another

day 1,000 messages mentioning Apple Inc. are published and all are classified as being positive. The

average sentiment is the same for both days, i.e., Ai,t = 1. However, the bullish sentiment for the first

day is Bi,t = log(2) ≈ 0.69, and for the second day Bi,t = log(1001) ≈ 6.91. As such, the aggregation

approach proposed by Antweiler and Frank (2004) considers not only the sentiment but also the intensity

of investors’ attention, which has been shown to have a material impact on future stock returns (see,

among others, Barber and Odean, 2008; Da et al., 2011). Note that even after aggregating the estimated

sentiment of social media short messages to the daily frequency, it is still possible that no messages about

a company are shared on Twitter or StockTwits on a given day. For those days, we make the simplifying

assumption that investors’ sentiment remains unchanged until the next message is published, i.e., we

11For simplicity, we consider each day to start at 00:00 ET and end at 24:00 ET. Different time allocations have been used
in the literature, but we argue that an investor might still place an order for the following trading day after trading has stopped
on the current trading day. This trading decision may be based on information obtained from social media platforms later on
the current day. Note also that the exact time allocation is less important in the applications we consider here since we are
comparing different sentiment measures. Thus, a consistent approach for all measures is of primary importance.
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replace the missing daily bullish sentiment with the most recent observation.12

Table 2.2 reports correlations between the estimated bullish sentiment for all considered sentiment

measures and data sources, pooled over companies and days. More precisely, Panel A and B report the

correlations between daily bullish sentiment scores obtained by the five dictionaries and the neural net-

work as estimated from short messages posted on Twitter and StockTwits, respectively. Panel C reports

for each sentiment measure the correlation between the bullish sentiment obtained from Twitter short

messages and the bullish sentiment obtained from StockTwits short messages. Corresponding results for

average daily sentiment can be found in Table 2.8 in Appendix 2.7. Noteworthy is the fact that bullish

sentiment obtained by the Loughran and McDonald (2011) dictionary is most highly correlated with that

obtained by the VADER rule-based approach. Moreover, we find that when using Twitter data, the bullish

sentiment obtained by the Deep-MLSA model has a very low correlation with the daily sentiment mea-

sures obtained by dictionary based approaches. The results presented in Panel C of Table 2.2 show that

the correlation between sentiment measures obtained from Twitter and StockTwits messages is between

0.2 and 0.3. The dictionaries introduced by Loughran and McDonald (2011), Renault (2017), and Hutto

and Gilbert (2014) appear to produce the most “consistent” bullish sentiment signal across the two social

media platforms.

Table 2.2: Correlations of daily bullish sentiment across sentiment measures
This table reports correlations between daily bullish sentiment scores estimated from short messages published
on Twitter and StockTwits based on different approaches (dictionary based and machine learning techniques).
Panel A and B report correlations between daily bullish sentiment scores estimated from Twitter and StockTwits
short messages, respectively. Panel C reports correlations between daily bullish sentiment scores estimated from
Twitter short messages with those estimated from StockTwits short messages.

Panel A: Twitter

Harvard-IV LM Renault L1 Renault L2 VADER Deep-MLSA

Harvard-IV 1 0.246 0.203 0.263 0.382 0.067
Loughran McDonald 1 0.183 0.300 0.382 0.204
Renault L1 1 0.497 0.250 0.050
Renault L2 1 0.336 0.112
VADER 1 0.193
Deep-MLSA 1

Panel B: StockTwits

Harvard-IV LM Renault L1 Renault L2 VADER Deep-MLSA

Harvard-IV 1 0.286 0.193 0.322 0.414 0.147
Loughran McDonald 1 0.211 0.306 0.372 0.224
Renault L1 1 0.539 0.238 0.119
Renault L2 1 0.352 0.175
VADER 1 0.206
Deep-MLSA 1

Panel C: correlation between Twitter and StockTwits

Harvard-IV LM Renault L1 Renault L2 VADER Deep-MLSA

0.238 0.294 0.243 0.306 0.289 0.229

12As an alternative, we have conducted our analysis by replacing missing values with neutral sentiment, i.e., Bi,t = 0. Our
results remain unchanged qualitatively.
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Table 2.3 reports summary statistics for daily bullish online investor sentiment derived from Twitter

(Panel A) and StockTwits (Panel B), again pooled over companies and days. To be more precise, for each

of the six sentiment estimation approaches, the table reports the mean daily bullish sentiment and its 1%-,

10%-, 25%-, 50%-, 75%-, 90%-, and 99%-quantiles. Corresponding results for average daily sentiment

can be found in Table 2.9 in Appendix 2.7. The table uncovers two essential features of the five dictio-

nary based approaches and the machine learning technique considered in this paper: Firstly, we note that

the average daily bullish sentiment is positive and the median nonnegative, regardless of the data source

or sentiment estimation technique being considered. The proportion of days with negative daily bullish

sentiment is rather low. Especially the dictionary and rule-based approach of Hutto and Gilbert (2014)

and the Deep-MLSA model classify very few short messages as having a negative investor sentiment.

Secondly, a considerable number of days have a neutral investor sentiment, i.e., the bullish sentiment is

zero. In particular, when sentiment is estimated with the Loughran and McDonald (2011) dictionary and

the neural network. This effect is more pronounced when investors’ sentiment is estimated from short

messages published on StockTwits. For instance, when applying the Loughran and McDonald (2011)

dictionary and the neural network approach to StockTwits messages, 59.9% and 73.2% of the days in our

sample have a neutral sentiment, respectively.

Table 2.3: Summary statistics for daily bullish sentiment
This table reports summary statistics for daily bullish sentiment constructed from Twitter (Panel A) and Stock-
Twits (Panel B) data. More precisely, for each of the six sentiment estimation approaches, the table reports the
1%-, 10%-, 25%-, 50%-, 75%-, 90%-, and 99%-quantiles as well as the mean daily bullish sentiment.

Panel A: Twitter

Q1% Q10% Q25% Median Mean Q75% Q90% Q99%

Harvard-IV −1.609 −0.693 0.000 0.470 0.446 1.050 1.504 2.485
Loughran McDonald −2.079 −0.916 −0.288 0.000 0.049 0.693 1.099 2.079
Renault L1 −1.609 −0.693 0.000 0.470 0.436 1.012 1.504 2.463
Renault L2 −1.792 −0.693 0.000 0.318 0.350 0.916 1.386 2.485
Vader −1.288 −0.069 0.000 0.693 0.778 1.386 1.897 2.833
Deep-MLSA −1.792 −0.693 0.000 0.000 0.132 0.693 1.099 2.079

Panel B: StockTwits

Q1% Q10% Q25% Median Mean Q75% Q90% Q99%

Harvard-IV −1.099 −0.693 0.000 0.000 0.208 0.693 1.099 1.792
Loughran McDonald −1.386 −0.693 0.000 0.000 0.016 0.000 0.693 1.386
Renault L1 −1.386 −0.693 0.000 0.405 0.333 0.693 1.099 2.079
Renault L2 −1.386 −0.693 0.000 0.000 0.277 0.693 1.099 2.079
Vader −1.099 −0.405 0.000 0.262 0.376 0.693 1.099 1.946
Deep-MLSA −1.099 −0.288 0.000 0.000 0.050 0.000 0.693 1.386

19



2.3. THE EFFECT OF INVESTOR SENTIMENT ON THE CROSS-SECTION OF RETURNS

2.3 The effect of investor sentiment on the cross-section of returns

Theoretical models of investor sentiment in the context of financial markets assume that there exist two

types of investors, namely irrational, sentiment-prone noise traders and rational, sentiment-free arbi-

trageurs (see, among others, De Long et al., 1990). The former have random beliefs, i.e., not necessarily

related to fundamental values, about future cash-flows and dividends. Based on their erroneous convic-

tion of having unique information about future stock prices, noise traders buy (sell) stocks when feeling

bullish (bearish) about a company. Initially, prior research has disregarded the role of irrational investors,

assuming that arbitrageurs would trade against them and keep prices at their fundamental values (Fried-

man, 1953; Fama, 1965). More recent theoretical models and empirical findings suggest instead that

arbitrageurs are likely to be risk-averse, and their willingness to trade against noise traders is limited

(De Long et al., 1990; Shleifer and Vishny, 1997). The model introduced by De Long et al. (1990), for

instance, postulates that arbitrageurs face not only fundamental risks when taking positions against noise

traders but also the risk that the beliefs of irrational investors may not reverse to their mean for a pro-

longed period of time. This implies that noise traders can drive stock prices away from their fundamental

values, at least over short time periods, given that the willingness of risk-averse arbitrageurs to bet against

them is limited. Following these theoretical postulations and corresponding empirical findings (e.g., Tet-

lock, 2007; Baker and Wurgler, 2006, 2007; Barber et al., 2009), we expect to observe a positive relation

between a given measure of investor sentiment and future stock returns. This is precisely why we choose

to compare the different online investor sentiment measures predominantly by analyzing their relation

with future stock returns in a broad cross-section of stocks.

Following, among others, Loughran and McDonald (2011) and Da et al. (2011), we first consider a

Fama-McBeth (1973) cross-sectional regression framework. Therefore, for each trading day, we regress

daily excess returns (i.e., the difference between the raw return and the risk-free rate) on the previous

day’s bullish sentiment.13 The excess returns are expressed in basis points, and all covariates are stan-

dardized such that their coefficients can be interpreted as the effect of a one standard deviation change in

investors’ sentiment. In the spirit of Fama and French (1993) and Carhart (1997), we control for lagged

(log) market capitalization, market-to-book ratio, and excess returns. Relevant data are obtained from

the Center for Research in Security Prices (CRSP) and Compustat. For each trading day, we run the

following cross-sectional regression:

Ri,t+1−R f ,t+1 = αt +βtBi,t +θ
′
t Xi,t + εi,t+1, (2.3)

where Ri,t is the raw return of company i on trading day t, R f ,t is the risk-free rate, Bi,t is the daily

bullish sentiment, and Xi,t is the vector of the above-mentioned control variables. The daily regression

coefficients are then averaged over time, and Newey-West (1987) standard errors are used to construct

t-statistics. Following Da et al. (2011), we include only the first lag of bullish sentiment in the cross-

sectional regression, but in the empirical analysis below, we also vary the forecasting horizon. By doing

so, we implicitly account for sentiment effects at longer lags.

13Note that the first trading day of each new trading week constitutes a particular case since the short messages published on
weekends have to be taken into account. Thus, in this case, we regress the first trading day’s excess return on the average of
the daily sentiment from the last trading day of the previous trading week until the day prior to the first trading day of the new
trading week. Moreover, if there is a holiday or other non-trading day during a given trading week, the sentiment of that day is
used in the regression of the following trading day’s excess return.
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Table 2.4: Fama-McBeth (1973) regression coefficients for daily bullish sentiment
This table reports average cross-sectional regression coefficients (see Fama and MacBeth, 1973) for daily bullish
investor sentiment estimated from short messages published on Twitter (Panel A) and StockTwits (Panel B).
The columns refer to the respective investor sentiment measure. Newey-West (1987) standard errors are used
to construct t-statistics, which are reported in parentheses below the respective coefficient estimate. Excess
returns are reported in basis points, and all covariates are standardized such that the reported parameters can be
interpreted as the effect of a one standard deviation change in that variable.

Panel A: Twitter

Harvard-IV LM Renault L1 Renault L2 VADER Deep-MLSA

Intercept 3.44 3.71 3.00 2.53 2.49 3.74
(1.70) (1.84) (1.47) (1.25) (1.24) (1.86)

(Log) market cap. −1.16 −1.01 −1.13 −1.38 −1.25 −1.12
(−3.50) (−3.10) (−3.45) (−4.21) (−3.76) (−3.42)

Market-to-book 0.07 0.06 0.09 0.04 0.06 0.07
(0.41) (0.35) (0.54) (0.25) (0.36) (0.41)

Return −0.75 −0.96 −0.82 −1.20 −0.85 −0.79
(−1.32) (−1.68) (−1.44) (−2.12) (−1.49) (−1.40)

Sentiment 0.74 2.12 1.51 2.84 1.83 0.84
(3.32) (8.70) (5.88) (11.10) (6.19) (3.42)

Panel B: StockTwits

Harvard-IV LM Renault L1 Renault L2 VADER Deep-MLSA

Intercept 3.59 3.75 3.09 2.76 2.78 3.56
(1.77) (1.86) (1.52) (1.37) (1.38) (1.76)

(Log) market cap. −1.14 −1.09 −1.20 −1.41 −1.37 −1.18
(−3.47) (−3.32) (−3.67) (−4.26) (−4.12) (−3.59)

Market-to-book 0.07 0.06 0.09 0.08 0.08 0.06
(0.40) (0.38) (0.54) (0.49) (0.50) (0.35)

Return −0.74 −0.95 −0.90 −1.20 −0.87 −0.89
(−1.30) (−1.66) (−1.59) (−2.10) (−1.52) (−1.58)

Sentiment 0.57 2.00 1.57 2.54 1.81 1.78
(2.49) (8.75) (7.14) (10.79) (7.47) (7.55)

The regression results are reported in Table 2.4. Similar results obtained for average daily sentiment

can be found in Table 2.10 in Appendix 2.7. Panel A and B report the average daily cross-sectional re-

gression coefficients obtained for the six different sentiment measures using Twitter and StockTwits data,

respectively. While the table reports the estimates for all independent variables, the last row of Panel A

and B is of particular interest, i.e., the effect (in basis points) of a one standard deviation increase in

investors’ sentiment. As mentioned previously, the results presented in theoretical and empirical studies

suggest that an increase in investors’ sentiment, i.e., noise traders feeling more optimistic about a com-

pany, has a positive effect on stock returns, at least in the short-term (see, among others, De Long et al.,

1990; Tetlock, 2007; Chen et al., 2014). In order to compare the different sentiment measures, we there-

fore first investigate whether the bullish sentiment has a (significant) positive effect on the one-day ahead

excess return and, subsequently, compare the magnitude of this relation. From Table 2.4, we observe

that all regression coefficients corresponding to the bullish sentiment variables are indeed positive. More
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interesting are the differing magnitudes of the coefficients. For both Twitter and StockTwits data, we

obtain the smallest regression coefficient for the sentiment measure based on the Harvard-IV dictionary.

The largest impact is observed for sentiment estimates obtained from the Renault L2 dictionary: A one

standard deviation change in bullish sentiment increases the next day’s excess return by 2.84 and 2.54

basis points when considering Twitter and StockTwits messages, respectively. Sentiment estimates ob-

tained by the Loughran and McDonald (2011) dictionary have the second-largest regression coefficients.

Noteworthy is the fact that sentiment estimates obtained by VADER appear to have a larger effect on

the next day’s excess return than those obtained from the Renault L1 dictionary, even though the former

is not a finance-specific dictionary. Interestingly, when online investor sentiment is estimated with the

Deep-MLSA model, we observe that the regression coefficient obtained for StockTwits data is twice as

large as the coefficient obtained when using Twitter messages. A potential explanation for this finding

might be that messages from Twitter are more likely to be finance-unrelated than those obtained from

StockTwits. As such, the neural network, which is trained to gauge general sentiment (and not specif-

ically the mood of investors), seems more likely to extrapolate irrelevant sentiment connotations from

Twitter short messages than from StockTwits posts.

Besides the relation between investors’ sentiment and the next day’s excess return, the literature also

considers the impact of noise traders’ beliefs over longer horizons. Figure 2.1 shows plots depicting the

Fama-McBeth (1973) regression coefficients of bullish sentiment for different dependent variables, i.e.,

the excess return observed in time periods t + s, s = 1, . . . ,10, for both Twitter and StockTwits short

messages. Each panel corresponds to a plot of the average regression coefficients for one of the con-

sidered online investor sentiment measures. The grey-shaded areas represent 95% confidence intervals

constructed using Newey-West (1987) standard errors. The plots clearly show the positive and significant

average regression coefficients reported previously in Table 2.4. Moreover, when the dependent variable

is the return observed at time periods further into the future, the Fama-McBeth (1973) regression co-

efficients of bullish sentiment are mostly not statistically significant anymore. Except for a few online

investor sentiment measures and time periods, zero is always within the 95% confidence intervals. A

similar picture emerges when considering average investor sentiment, which is illustrated in Figure 2.5

in Appendix 2.7. Overall, our cross-sectional regression results indicate that the bullish sentiment has

a positive and significant effect on the next day’s excess return. In particular, when sentiment is esti-

mated with the Loughran and McDonald (2011) and Renault L2 dictionaries. However, neither for any

of the five dictionary based approaches nor for the neural network do we find any (significant) effect

of the respective investor sentiment measure when considering a horizon of several trading days ahead.

Thus, within the model framework of Fama and MacBeth (1973), the effect of investor sentiment on the

cross-section of future stock returns is rendered most interesting over the short-term.
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Figure 2.1: Fama-McBeth (1973) bullish sentiment coefficients for current and future time periods
This figure shows plots depicting Fama-McBeth (1973) bullish sentiment coefficients for the time periods t + s, s = 1, . . . ,10, in days for both Twitter and StockTwits. Each panel
corresponds to a plot of the average regression coefficients for one of the considered methods used to estimate investor sentiment from Twitter and StockTwits short messages. The
grey-shaded areas represent 95% confidence intervals constructed using Newey-West (1987) standard errors.
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2.4 Forecasting abnormal portfolio returns and trading volume

Building on the above results obtained in a model framework along the lines of Fama-McBeth (1973), we

now investigate the ability of the different investor sentiment measures estimated from short messages

published on Twitter and StockTwits to forecast daily abnormal portfolio returns and trading volume in a

model-free setup (for a similar exercise focusing on online search intensity and a weekly trading pattern,

see Joseph et al., 2011). To this end, denote by q the 10%-quantile and by (1−q) the 90%-quantile of the

empirical distribution of the respective investor sentiment measure across stocks on a given trading day.

On each trading day, we form two portfolios of stocks based on the sentiment of the previous trading day

for each of the considered sentiment measures. The first portfolio (Short) contains the stocks for which

the estimated online investor sentiment on the previous (trading) day is ≤ q.14 Conversely, the second

portfolio (Long) contains the stocks for which the estimated online investor sentiment on the previous

trading day is ≥ (1− q). A long-short raw portfolio return (Long – Short) is obtained as the difference

between these two raw portfolio returns. The stocks are held in the portfolio for one trading day and are

then re-sorted on the following trading day.

Based on the assumption that a positive sentiment shock leads to an increase in returns and, con-

versely, a negative sentiment shock to a decrease in returns, the long-short portfolio return should yield a

positive return across the considered sentiment measures. Our choice of q is guided by the aim to include

only stocks exhibiting a rather extreme positive or negative sentiment on the previous trading day. Given

the classification issues of some sentiment measures, as elaborated upon in Section 2.2, the two portfo-

lios often contain more than 36 stocks per trading day. In terms of robustness, results remain unchanged

qualitatively if we consider, for example, the first and last quintile for q and (1−q), respectively. Since

we want to investigate the forecasting performance of different investor sentiment measures in such a

hypothetical and model-free portfolio trading application, transaction costs are ignored.

Abnormal, risk-adjusted portfolio returns are then obtained as follows: For each portfolio, we run a

regression of daily excess returns on the three factors of Fama and French (1993), which have been found

to explain cross-sectional differences in stock returns empirically. Thus, in each case, the regression is

given by:

Rp,t −R f ,t = α +βm(Rm,t −R f ,t)+βsSMBt +βhHMLt + εt , (2.4)

where Rp,t is the portfolio return on trading day t, R f ,t is the risk-free rate, (Rm,t−R f ,t) denotes the excess

return on the market, SMBt is the difference of returns between portfolios of “small” and “big” stocks,

and HMLt refers to the return difference between portfolios consisting of “high” and “low” stocks as

categorized by the book-to-market ratio. The three factors of Fama and French (1993) are obtained from

French’s website.15 Statistical inference is based on Newey-West (1987) standard errors. Accordingly,

the daily abnormal return is given by α . Moreover, for the long-short portfolio, we also report the implied

annualized return for both raw and abnormal returns, the latter calculated as (1+α)252−1, which denotes

the total return from holding the portfolio for one year. Results for bullish Twitter sentiment are shown

in Table 2.5 and for bullish StockTwits sentiment in Table 2.6 across all six measures of online investor
14Again, we take the investor sentiment on weekends and holidays into account in the same way as stated in the previous

section.
15See https://mba.tuck.dartmouth.edu/pages/faculty/ken.french/data_library.html.
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sentiment. Results for average daily sentiment can be found in Tables 2.11 and 2.12 in Appendix 2.7.16

In general, we find a positive relationship between investor sentiment and raw returns – highly posi-

tive investor sentiment on the previous trading day is associated with higher average raw returns for the

portfolio that is “long” on positive sentiment. This is in line with behavioral models, such as the one

of De Long et al. (1990), and our findings in the previous section. The same holds true for abnormal

returns, albeit with α being statistically insignificant in some cases. The abnormal return for the long-

short portfolio is statistically significant for all sentiment measures but Harvard-IV. While the implied

annualized abnormal return is slightly higher than the implied annualized raw return for all measures,

the differences are negligible on a daily frequency. Thus, the risk-adjustment does not significantly affect

the conclusions drawn from the raw portfolio returns.

Moreover, the differing performances across sentiment measures mirror the findings in the previous

section: Harvard-IV shows the worst performance, whereas the dictionary of Loughran and McDonald

(2011) and the dictionary L2 of Renault (2017) perform well for both Twitter and StockTwits sentiment.

The performance of VADER and L1 of Renault (2017) seems to be relatively similar and the Deep-

MLSA technique, while initially trained on Twitter short messages, performs better with StockTwits

short messages. As stated before, the last result makes sense intuitively since, per default, the StockTwits

short messages are related to financial topics. Thus, a classification of StockTwits short messages based

on the Deep-MLSA technique is likely to constitute a more accurate measure of investor sentiment than

a classification of Twitter short messages, which may also refer to non-financial topics. Overall, the

different sentiment measures lead to sometimes vastly different classifications of the content of Twitter

and StockTwits short messages, significantly affecting return forecasts.

Figure 2.2 exemplary shows time series plots of q (lower) and (1−q) (upper), which are used in the

portfolio sorting application, for bullish investor sentiment estimated from StockTwits short messages

based on (a) Harvard-IV and (b) the L2 dictionary of Renault (2017). From the plots, it is apparent

that the quantiles differ substantially across the sentiment measures, indicating that the two dictionaries

classify the content of short messages differently across the stocks in our sample. Given the results in

Table 2.6, the classification of short message content by Harvard-IV is inaccurate and does not reflect the

latent investor sentiment well.

16As can be seen, the forecasting performance differs between the two aggregation schemes used to obtain daily online in-
vestor sentiment across all measures. Thus, choosing either the bullish or the average aggregation scheme can have a potentially
significant impact on results in related applications.
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Table 2.5: Returns from portfolios based on daily bullish Twitter sentiment
This table reports raw and abnormal (risk-adjusted) returns from portfolios formed as follows: At the beginning
of each trading day, two portfolios are formed based on the sentiment of the previous trading day for each of
the considered sentiment measures. Denote by q the 10%-quantile of the empirical distribution of the respec-
tive sentiment measure on the previous trading day across the stocks in the sample. The first portfolio (Short)
contains the stocks for which the sentiment on the previous trading day is ≤ q. The second portfolio (Long)
contains the stocks for which the sentiment on the previous trading day is ≥ (1−q). Portfolios are re-sorted at
the beginning of each trading day. For each portfolio, daily and implied annualized raw returns (%) and abnor-
mal returns α (%) are reported. Abnormal returns are obtained from the regression in Equation (2.4) and are
reported together with the other coefficients and the adjusted R2 (%). Boldfaced numbers highlight coefficients
that are statistically significant at the 5% level. In order to determine statistical significance, heteroscedasticity
robust standard errors are computed.

Portfolio Raw returns α Rm−Rf SMB HML R2

Harvard-IV
Short 0.03 -0.02 1.02 0.02 0.16 93.6
Long 0.04 -0.01 1.00 -0.01 0.10 93.1
Long - Short 0.01 0.01 -0.03 -0.03 -0.06 1.8
Implied annualized return 2.60 2.95

Loughran McDonald
Short -0.01 -0.07 1.04 0.00 0.21 91.8
Long 0.06 0.00 1.01 -0.02 0.05 94.2
Long - Short 0.07 0.07 -0.03 -0.02 -0.15 4.9
Implied annualized return 17.96 20.07

Renault L1
Short 0.03 -0.03 1.04 0.04 0.21 93.7
Long 0.06 0.00 0.99 -0.03 0.06 92.8
Long - Short 0.03 0.03 -0.04 -0.06 -0.16 8.1
Implied annualized return 8.07 8.91

Renault L2
Short 0.01 -0.05 1.05 0.04 0.19 92.3
Long 0.08 0.02 0.99 -0.02 0.04 92.5
Long - Short 0.07 0.07 -0.06 -0.07 -0.15 8.1
Implied annualized return 16.76 19.01

VADER
Short 0.02 -0.03 1.03 0.00 0.17 93.1
Long 0.05 0.00 1.00 -0.05 0.12 93.0
Long - Short 0.03 0.03 -0.02 -0.05 -0.05 1.8
Implied annualized return 8.46 9.11

Deep-MLSA
Short 0.02 -0.04 1.02 0.00 0.19 92.6
Long 0.04 -0.01 1.02 -0.01 0.03 94.7
Long - Short 0.03 0.03 -0.01 -0.01 -0.15 4.6
Implied annualized return 6.55 6.83
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Table 2.6: Returns from portfolios based on daily bullish StockTwits sentiment
This table reports raw and abnormal (risk-adjusted) returns from portfolios formed as follows: At the beginning
of each trading day, two portfolios are formed based on the sentiment of the previous trading day for each of
the considered sentiment measures. Denote by q the 10%-quantile of the empirical distribution of the respec-
tive sentiment measure on the previous trading day across the stocks in the sample. The first portfolio (Short)
contains the stocks for which the sentiment on the previous trading day is ≤ q. The second portfolio (Long)
contains the stocks for which the sentiment on the previous trading day is ≥ (1−q). Portfolios are re-sorted at
the beginning of each trading day. For each portfolio, daily and implied annualized raw returns (%) and abnor-
mal returns α (%) are reported. Abnormal returns are obtained from the regression in Equation (2.4) and are
reported together with the other coefficients and the adjusted R2 (%). Boldfaced numbers highlight coefficients
that are statistically significant at the 5% level. In order to determine statistical significance, heteroscedasticity
robust standard errors are computed.

Portfolio Raw returns α Rm−Rf SMB HML R2

Harvard-IV
Short 0.04 -0.02 1.03 0.01 0.16 94.8
Long 0.05 -0.01 1.00 -0.01 0.07 93.7
Long - Short 0.01 0.01 -0.03 -0.02 -0.09 3.4
Implied annualized return 1.86 2.24

Loughran McDonald
Short 0.01 -0.05 1.04 0.01 0.16 93.3
Long 0.06 0.00 1.01 -0.02 0.07 94.7
Long - Short 0.05 0.05 -0.03 -0.03 -0.08 2.4
Implied annualized return 12.25 13.39

Renault L1
Short 0.03 -0.03 1.05 0.01 0.20 94.5
Long 0.06 0.01 0.99 -0.04 0.02 93.6
Long - Short 0.03 0.04 -0.06 -0.05 -0.18 12.4
Implied annualized return 8.66 9.80

Renault L2
Short 0.02 -0.03 1.03 0.03 0.17 94.0
Long 0.08 0.02 0.99 -0.02 0.06 93.0
Long - Short 0.06 0.06 -0.03 -0.05 -0.12 4.6
Implied annualized return 14.14 15.62

VADER
Short 0.03 -0.02 1.01 0.02 0.15 94.2
Long 0.06 0.01 1.01 -0.03 0.07 94.0
Long - Short 0.03 0.03 0.00 -0.04 -0.09 2.0
Implied annualized return 8.72 9.07

Deep-MLSA
Short 0.00 -0.06 1.06 0.03 0.13 91.2
Long 0.05 -0.01 1.01 0.00 0.06 94.4
Long - Short 0.05 0.05 -0.05 -0.04 -0.08 3.5
Implied annualized return 11.88 12.99
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Figure 2.2: Portfolio sorting quantiles of daily bullish StockTwits sentiment
Both plots depict daily time series of quantiles used for portfolio sorting based on daily bullish StockTwits
sentiment as reported in Table 2.6. The first plot (a) for the dictionary Harvard-IV and the second plot (b) for
the dictionary Renault L2. The lower quantile corresponds to the 10%-quantile of the empirical distribution of
bullish StockTwits sentiment for a particular trading day across all stocks in the sample, and the upper quantile
corresponds to the 90%-quantile.

(a) Harvard-IV

(b) Renault L2
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In addition to the daily portfolio sorting, we follow the outline in Joseph et al. (2011) more closely

and consider a weekly re-sorting of portfolios based on the average sentiment of the previous trading

week. Results for bullish Twitter and StockTwits sentiment can be found in Tables 2.13 and 2.14 in

Appendix 2.7, respectively. In such a framework, none of the online investor sentiment measures seems

to forecast portfolio returns well. This finding is in line with the results in the previous section that online

investor sentiment has a positive effect on the cross-section of excess returns only for the following

trading day. Thus, sorting portfolios based on the average sentiment over a whole trading week is unlikely

to capture lagged sentiment effects, and the analysis seems to be more relevant for a daily frequency.

Next, we turn to abnormal trading volumes. For each stock i in our sample, we calculate abnormal

trading volume on trading day t as AVit = (Vi,t −Vi,avg)/Vi,avg, where Vi,t is the daily trading volume of

stock i on trading day t and Vi,avg denotes the average trading volume of stock i over the whole time period

from 2011 to 2017. As before, we compose portfolios based on our six investor sentiment measures,

which are re-sorted on a daily basis. For both portfolios, we then compute the daily average abnormal

trading volume across stocks in each portfolio. Table 2.7 presents the mean and median of abnormal

portfolio trading volume based on daily bullish online investor sentiment across the six different measures

for Twitter sentiment in columns two and three as well as for StockTwits sentiment in columns four and

five. Models of investor sentiment, such as the one of De Long et al. (1990), predict that both high and

low investor sentiment generate high trading volume. Contrary to abnormal portfolio returns, no clear

pattern emerges in the case of abnormal trading volumes. However, in many cases, mean and median

values are larger for the “short” portfolio, indicating a higher trading intensity for the stocks for which

the sentiment on the previous trading day is smaller than or equal to q. In order to further investigate

the reasons behind these findings, it seems reasonable to look at cumulative holding period returns and

holding period abnormal trading volumes, which also leads us to a short note on the reversal effect of

online investor sentiment.
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Table 2.7: Abnormal trading volume of portfolios based on daily bullish sentiment
This table reports abnormal trading volume from portfolios formed as follows: At the beginning of each trading
day, two portfolios are formed based on the sentiment of the previous trading day for each of the considered
sentiment measures. Denote by q the 10%-quantile of the empirical distribution of the respective sentiment
measure on the previous trading day across the stocks in the sample. The first portfolio (Short) contains the
stocks for which the sentiment on the previous trading day is ≤ q. The second portfolio (Long) contains the
stocks for which the sentiment on the previous trading day is≥ (1−q). Portfolios are re-sorted at the beginning
of each trading day. For each portfolio, daily abnormal trading volume is computed. The mean and median
abnormal trading volume for the whole sample period are reported. Abnormal trading volume is calculated as
AVit = (Vi,t−Vi,avg)/Vi,avg. The second and third columns show the mean and median abnormal trading volume
for portfolios constructed with bullish Twitter sentiment, whereas the fourth and fifth columns depict mean and
median abnormal trading volume for portfolios constructed with bullish StockTwits sentiment.

Twitter StockTwits

Portfolio Mean Median Mean Median

Harvard-IV
Short -0.01 -0.05 -0.03 -0.07
Long 0.01 -0.03 0.04 0.00

Loughran McDonald
Short 0.09 0.05 0.06 0.02
Long -0.02 -0.07 0.00 -0.04

Renault L1
Short -0.01 -0.05 -0.01 -0.06
Long -0.01 -0.05 0.02 -0.02

Renault L2
Short 0.03 -0.02 0.00 -0.05
Long 0.02 -0.02 0.03 0.00

VADER
Short 0.02 -0.02 0.00 -0.05
Long 0.00 -0.04 0.03 -0.02

Deep-MLSA
Short 0.08 0.04 0.08 0.03
Long 0.00 -0.03 0.02 -0.01
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2.5 A note on the reversal effect of online investor sentiment

The empirical findings in the two previous sections have already touched upon a common theme in the

finance literature – the reversal effect of investor sentiment (e.g., Brown and Cliff, 2005; Schmeling,

2007; Barber et al., 2009). According to this theme, there exists a positive correlation between investor

sentiment and stock returns in the short-term and a negative correlation in the long-term, i.e., the ef-

fect reverses over time. A return reversal is also consistent both with behavioral models in the spirit

of De Long et al. (1990) and with trade models for any noninformational reason, for instance, the one

of Campbell et al. (1993). Given our previous findings, the effect of daily online investor sentiment on

stock returns seems to be visible only over a relatively short period of time. We add to the literature

by investigating cumulative holding period raw portfolio returns and holding period abnormal trading

volumes for a holding period of ten consecutive trading days. Again, portfolios are formed as described

in Section 2.4. We then compute the cumulative holding period raw portfolio returns and holding period

abnormal trading volumes for the respective long-short portfolio over the following ten trading days. Re-

sults for raw portfolio returns are depicted in Figure 2.3 and for abnormal trading volume in Figure 2.4,

both based on bullish Twitter and StockTwits sentiment. The corresponding results for average Twitter

and StockTwits sentiment are given in Figures 2.6 and 2.7, which are relegated to Appendix 2.7.

Several interesting findings can be drawn from these figures: Firstly, regarding portfolio returns, we

see a reversal for most sentiment measures over a few trading days in Figure 2.3. However, in the case

of the dictionary of Loughran and McDonald (2011) and the Deep-MLSA technique, the reversal seems

to be slower compared to the other sentiment measures. The Twitter sentiment measure based on the

L1 dictionary of Renault (2017) does not show a reversal but an increase of the cumulative holding

period return over ten trading days. For StockTwits sentiment, the reversal is visible, underlining the

reasonable performance of the L1 dictionary for short messages published on this platform. Secondly,

the cumulative holding period returns for portfolios sorted based on StockTwits sentiment are lower

than the corresponding returns for portfolios sorted based on Twitter sentiment for four out of the six

sentiment measures. This is different for both VADER and Deep-MLSA, which are both optimized for

Twitter short messages. Again, the clear focus on financial topics on the StockTwits platform is likely to

drive the higher cumulative holding period returns in these cases. Lastly, with respect to abnormal trading

volumes, mixed patterns are visible in Figure 2.4. There seems to be an inverted J-shaped relation for

portfolios sorted based on some of the sentiment measures, indicating a “reversal effect” towards zero

in terms of abnormal trading volume. However, for the remaining sentiment measures, the abnormal

trading volume is relatively constant over time with only minor fluctuations. Thus, the mixed results in

the previous section seem reasonable in light of the different patterns of the holding period abnormal

trading volumes across the considered sentiment measures depicted in Figure 2.4. Overall, we find some

indication for a reversal effect of investor sentiment in term of both raw portfolio returns and abnormal

trading volumes. However, these are highly sensitive to the sentiment measure that is being considered.

Again, the dictionary of Loughran and McDonald (2011) and the L2 dictionary of Renault (2017) seem

to provide plausible estimates of the latent investor sentiment in terms of the reversal effect.
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Figure 2.3: Cumulative holding period returns for long-short bullish sentiment sorted portfolios
This figure shows plots depicting cumulative holding period returns for long-short bullish sentiment sorted portfolios formed as follows: At the beginning of each trading day, short
and long portfolios are formed based on the sentiment of the previous trading day for each of the considered sentiment measures estimated from both Twitter and StockTwits short
messages. The short portfolio contains the stocks with the lowest (10%), and the long portfolio contains the stocks with the highest (10%) sentiment on the previous trading day. A
long-short portfolio is then formed by taking a short position in former and a long position in the latter portfolio and is being held for ten consecutive trading days.
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Figure 2.4: Holding period abnormal trading volume for long-short bullish sentiment sorted portfolios
This figure shows plots depicting holding period abnormal trading volume for long-short bullish sentiment sorted portfolios formed as follows: At the beginning of each trading day,
short and long portfolios are formed based on the sentiment of the previous trading day for each of the considered sentiment measures estimated from both Twitter and StockTwits
short messages. The short portfolio contains the stocks with the lowest (10%), and the long portfolio contains the stocks with the highest (10%) sentiment on the previous trading
day. A long-short portfolio is then formed by taking a short position in former and a long position in the latter portfolio and is being held for ten consecutive trading days. Abnormal
trading volume is calculated as AVit = (Vi,t −Vi,avg)/Vi,avg.
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2.6 Conclusion

We have taken a pragmatic approach to answering the question of how to best gauge investor behavior by

means of different online investor sentiment measures. Given the increasing number of publicly available

dictionaries and implemented machine learning techniques that researchers and practitioners can use,

our comparison of sentiment measures is restricted to such publicly available approaches, consisting of

five dictionaries and one state-of-the-art neural network approach. Overall, we estimate daily investor

sentiment for 360 stocks over a seven years time period from short messages published on Twitter and

StockTwits. Our comparison of these online investor sentiment measures is based mainly on two financial

applications that reveal the effects of the online investor measures on the cross-section of stocks.

The performance of the considered sentiment measures varies considerably. We find the dictionary

of Loughran and McDonald (2011) and the L2 dictionary of Renault (2017) to perform best throughout

both financial applications and also when considering the results in terms of the reversal effect. This

finding is especially striking since the dictionary of Loughran and McDonald (2011) is not optimized

for short messages published on social media platforms. The Deep-MLSA technique, the L1 dictionary

of Renault (2017), and the VADER dictionary perform reasonably well but significantly worse than the

former. As can be expected, the performance of the Harvard-IV dictionary is the poorest among all

considered measures. These results demonstrate that publicly available dictionaries do not just constitute

a methodology that ensures reproducibility of results but also that dictionaries are still superior to publicly

available neural network techniques, such as the Deep-MLSA, in financial applications. Thus, for future

research, we strongly advocate the development of new and the refinement of existing dictionaries that

not only cover specifics of financial terms but are also optimized for short messages published on social

media platforms. The dictionaries of Renault (2017) may be taken as good examples. On a different

note, publicly available machine learning techniques are still scarce. Our understanding of sentiment-

driven investor behavior would benefit from researchers making their approaches available to others.

Lastly, as our analyses demonstrate, empirical results involving online investor sentiment should always

be scrutinized and compared with other approaches to the estimation of investor sentiment from online

sources to avoid misleading conclusions.
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2.7 Appendix

Figure 2.5: Fama-McBeth (1973) average sentiment coefficients for current and future
time periods
This figure shows plots depicting Fama-McBeth (1973) average sentiment coefficients for the time periods
t + s, s = 1, . . . ,10, in days for both Twitter and StockTwits. Each panel corresponds to a plot of the average
regression coefficients for one of the considered methods used to estimate investor sentiment from Twitter
and StockTwits short messages. The grey-shaded areas represent 95% confidence intervals constructed using
Newey-West (1987) standard errors.
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Figure 2.6: Cumulative holding period returns for long-short average sentiment sorted
portfolios
This figure shows plots depicting cumulative holding period returns for long-short average sentiment sorted
portfolios formed as follows: At the beginning of each trading day, short and long portfolios are formed based
on the sentiment of the previous trading day for each of the considered sentiment measures estimated from both
Twitter and StockTwits short messages. The short portfolio contains the stocks with the lowest (10%), and the
long portfolio contains the stocks with the highest (10%) sentiment on the previous trading day. A long-short
portfolio is then formed by taking a short position in former and a long position in the latter portfolio and is
being held for ten consecutive trading days.
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Figure 2.7: Holding period abnormal trading volume for long-short average sentiment
sorted portfolios
This figure shows plots depicting holding period abnormal trading volume for long-short average sentiment
sorted portfolios formed as follows: At the beginning of each trading day, short and long portfolios are formed
based on the sentiment of the previous trading day for each of the considered sentiment measures estimated from
both Twitter and StockTwits short messages. The short portfolio contains the stocks with the lowest (10%), and
the long portfolio contains the stocks with the highest (10%) sentiment on the previous trading day. A long-short
portfolio is then formed by taking a short position in former and a long position in the latter portfolio and is being
held for ten consecutive trading days. Abnormal trading volume is calculated as AVit = (Vi,t −Vi,avg)/Vi,avg.
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Table 2.8: Correlation of daily average sentiment across sentiment measures
This table reports correlations between daily average sentiment scores estimated from short messages pub-
lished on Twitter and StockTwits, based on different approaches (dictionary based and machine learning tech-
niques). Panel A and B report correlations between daily average sentiment scores estimated from Twitter and
StockTwits short messages, respectively. Panel C reports correlations between daily average sentiment scores
estimated from Twitter short messages with those estimated from StockTwits short messages.

Panel A: Twitter

Harvard-IV LM Renault L1 Renault L2 VADER Deep-MLSA

Harvard-IV 1 0.266 0.155 0.214 0.365 0.062
Loughran McDonald 1 0.184 0.281 0.404 0.172
Renault L1 1 0.521 0.178 0.046
Renault L2 1 0.270 0.101
VADER 1 0.162
Deep-MLSA 1

Panel B: StockTwits

Harvard-IV LM Renault L1 Renault L2 VADER Deep-MLSA

Harvard-IV 1 0.295 0.191 0.295 0.394 0.104
Loughran McDonald 1 0.227 0.304 0.444 0.181
Renault L1 1 0.570 0.197 0.060
Renault L2 1 0.293 0.111
VADER 1 0.198
Deep-MLSA 1

Panel C: correlation between StockTwits and Twitter

Harvard-IV LM Renault L1 Renault L2 VADER Deep-MLSA

0.164 0.192 0.200 0.206 0.187 0.147
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Table 2.9: Summary statistics for daily average sentiment
This table reports summary statistics for daily average sentiment constructed from Twitter (Panel A) and Stock-
Twits (Panel B) data. More precisely, for each of the six sentiment estimation approaches, the table reports the
1%-, 10%-, 25%-, 50%-, 75%-, 90%-, and 99%-quantiles as well as the mean daily average sentiment.

Panel A: Twitter

Q1% Q10% Q25% Median Mean Q75% Q90% Q99%

Harvard-IV −1.000 −0.200 0.000 0.111 0.141 0.312 0.500 1.000
Loughran McDonald −0.778 −0.200 −0.034 0.000 0.016 0.071 0.250 1.000
Renault L1 −0.391 −0.101 −0.009 0.057 0.058 0.140 0.231 0.415
Renault L2 −1.000 −0.272 0.000 0.071 0.110 0.296 0.500 1.000
Vader −0.142 −0.006 0.002 0.045 0.055 0.090 0.148 0.297
Deep-MLSA −0.500 −0.071 0.000 0.000 0.018 0.033 0.143 0.500

Panel B: StockTwits

Q1% Q10% Q25% Median Mean Q75% Q90% Q99%

Harvard-IV −1.000 −0.375 0.000 0.000 0.104 0.333 0.783 1.000
Loughran McDonald −1.000 −0.250 0.000 0.000 0.014 0.000 0.333 1.000
Renault L1 −0.536 −0.140 −0.007 0.043 0.064 0.171 0.308 0.549
Renault L2 −1.000 −0.500 0.000 0.000 0.152 0.500 1.000 1.000
Vader −0.196 −0.018 0.000 0.017 0.046 0.087 0.163 0.344
Deep-MLSA −0.545 −0.023 0.000 0.000 0.024 0.000 0.143 1.000
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Table 2.10: Fama-McBeth (1973) regression coefficients for daily average sentiment
This table reports average cross-sectional regression coefficients (see Fama and MacBeth, 1973) for daily aver-
age investor sentiment estimated from short messages published on Twitter (Panel A) and StockTwits (Panel B).
The columns refer to the respective investor sentiment measure. Newey-West (1987) standard errors are used
to construct t-statistics, which are reported in parentheses below the respective coefficient estimate. Excess re-
turns are reported in basis points, and all covariates are standardized such that the reported parameters can be
interpreted as the effect of a one standard deviation change in that variable.

Panel A: Twitter

Harvard-IV LM Renault L1 Renault L2 VADER Deep-MLSA

Intercept 3.58 3.71 3.19 3.15 3.29 3.77
(1.77) (1.84) (1.56) (1.55) (1.61) (1.87)

(Log) market cap. −1.10 −1.07 −1.07 −1.15 −1.08 −1.09
(−3.34) (−3.26) (−3.25) (−3.5) (−3.29) (−3.33)

Market-to-book 0.07 0.08 0.08 0.06 0.09 0.08
(0.40) (0.49) (0.46) (0.35) (0.51) (0.47)

Return −0.72 −0.80 −0.80 −0.93 −0.75 −0.71
(−1.27) (−1.40) (−1.42) (−1.65) (−1.33) (−1.26)

Sentiment 0.45 1.18 1.25 1.68 0.80 0.25
(2.44) (6.20) (5.25) (8.09) (3.14) (1.43)

Panel B: StockTwits

Harvard-IV LM Renault L1 Renault L2 VADER Deep-MLSA

Intercept 3.75 3.76 3.47 3.42 3.50 3.72
(1.85) (1.86) (1.71) (1.69) (1.72) (1.84)

(Log) market cap. −1.09 −1.09 −1.09 −1.12 −1.11 −1.10
(−3.30) (−3.32) (−3.32) (−3.42) (−3.40) (−3.35)

Market-to-book 0.07 0.07 0.08 0.07 0.07 0.07
(0.39) (0.39) (0.45) (0.42) (0.42) (0.43)

Return −0.72 −0.75 −0.79 −0.84 −0.74 −0.73
(−1.28) (−1.32) (−1.40) (−1.48) (−1.32) (−1.28)

Sentiment 0.12 0.58 0.86 1.11 0.62 0.36
(0.64) (3.40) (4.35) (6.15) (3.15) (2.24)
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Table 2.11: Returns from portfolios based on daily average Twitter sentiment
This table reports raw and abnormal (risk-adjusted) returns from portfolios formed as follows: At the beginning
of each trading day, two portfolios are formed based on the sentiment of the previous trading day for each of
the considered sentiment measures. Denote by q the 10%-quantile of the empirical distribution of the respec-
tive sentiment measure on the previous trading day across the stocks in the sample. The first portfolio (Short)
contains the stocks for which the sentiment on the previous trading day is ≤ q. The second portfolio (Long)
contains the stocks for which the sentiment on the previous trading day is ≥ (1−q). Portfolios are re-sorted at
the beginning of each trading day. For each portfolio, daily and implied annualized raw returns (%) and abnor-
mal returns α (%) are reported. Abnormal returns are obtained from the regression in Equation (2.4) and are
reported together with the other coefficients and the adjusted R2 (%). Boldfaced numbers highlight coefficients
that are statistically significant at the 5% level. In order to determine statistical significance, heteroscedasticity
robust standard errors are computed.

Portfolio Raw returns α Rm−Rf SMB HML R2

Harvard-IV
Short 0.04 -0.02 1.03 0.01 0.15 93.21
Long 0.04 -0.02 1.01 0.00 0.11 93.27
Long - Short 0.00 0.00 -0.02 -0.01 -0.04 0.96
Implied annualized return -1.13 -0.83

Loughran McDonald
Short 0.00 -0.05 1.02 0.01 0.18 91.70
Long 0.06 0.00 1.01 -0.02 0.10 93.80
Long - Short 0.05 0.05 -0.02 -0.03 -0.09 1.76
Implied annualized return 13.42 14.53

Renault L1
Short 0.02 -0.03 1.04 0.05 0.23 93.11
Long 0.06 0.00 1.00 -0.03 0.08 93.62
Long - Short 0.04 0.04 -0.04 -0.08 -0.14 8.58
Implied annualized return 9.19 10.08

Renault L2
Short 0.01 -0.04 1.04 0.03 0.17 92.60
Long 0.06 0.00 1.00 -0.02 0.11 93.26
Long - Short 0.04 0.05 -0.04 -0.04 -0.06 3.50
Implied annualized return 11.19 12.43

VADER
Short 0.02 -0.04 1.02 0.00 0.17 92.56
Long 0.05 -0.01 1.01 -0.03 0.17 92.57
Long - Short 0.03 0.03 -0.02 -0.03 0.00 0.48
Implied annualized return 7.46 7.96

Deep-MLSA
Short 0.01 -0.04 0.99 0.01 0.16 91.21
Long 0.04 -0.02 1.00 0.01 0.06 93.67
Long - Short 0.02 0.02 0.00 0.00 -0.09 1.42
Implied annualized return 6.23 6.31
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Table 2.12: Returns from portfolios based on daily average StockTwits sentiment
This table reports raw and abnormal (risk-adjusted) returns from portfolios formed as follows: At the beginning
of each trading day, two portfolios are formed based on the sentiment of the previous trading day, for each of
the considered sentiment measures. Denote by q the 10%-quantile of the empirical distribution of the respec-
tive sentiment measure on the previous trading day across the stocks in the sample. The first portfolio (Short)
contains the stocks for which the sentiment on the previous trading day is ≤ q. The second portfolio (Long)
contains the stocks for which the sentiment on the previous trading day is ≥ (1−q). Portfolios are re-sorted at
the beginning of each trading day. For each portfolio, daily and implied annualized raw returns (%) and abnor-
mal returns α (%) are reported. Abnormal returns are obtained from the regression in Equation (2.4) and are
reported together with the other coefficients and the adjusted R2 (%). Boldfaced numbers highlight coefficients
that are statistically significant at the 5% level. In order to determine statistical significance, heteroscedasticity
robust standard errors are computed.

Portfolio Raw returns α Rm−Rf SMB HML R2

Harvard-IV
Short 0.05 -0.01 1.03 0.01 0.18 93.9
Long 0.04 -0.01 0.99 -0.01 0.14 93.9
Long - Short 0.00 0.00 -0.04 -0.02 -0.04 3.0
Implied annualized return -0.60 -0.07

Loughran McDonald
Short 0.02 -0.03 1.02 0.02 0.18 92.5
Long 0.05 -0.01 1.00 0.00 0.12 93.4
Long - Short 0.02 0.02 -0.02 -0.02 -0.06 1.3
Implied annualized return 5.45 5.84

Renault L1
Short 0.03 -0.02 1.03 0.03 0.21 93.1
Long 0.05 -0.01 0.97 -0.03 0.12 93.4
Long - Short 0.01 0.02 -0.06 -0.05 -0.09 7.0
Implied annualized return 3.48 4.26

Renault L2
Short 0.04 -0.02 1.01 0.02 0.17 93.2
Long 0.04 -0.01 0.99 -0.02 0.15 94.3
Long - Short 0.01 0.01 -0.02 -0.03 -0.02 1.1
Implied annualized return 2.33 2.59

VADER
Short 0.02 -0.03 1.03 0.01 0.16 92.8
Long 0.04 -0.01 0.97 -0.02 0.15 93.3
Long - Short 0.02 0.02 -0.05 -0.04 -0.01 3.3
Implied annualized return 3.94 4.73

Deep-MLSA
Short 0.00 -0.05 1.04 0.04 0.14 90.6
Long 0.04 -0.01 1.00 0.00 0.06 93.2
Long - Short 0.04 0.04 -0.05 -0.04 -0.08 3.2
Implied annualized return 9.06 9.64
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Table 2.13: Weekly returns from portfolios based on bullish Twitter sentiment
This table reports raw and abnormal (risk-adjusted) returns from portfolios formed as follows: At the beginning
of each trading week, two portfolios are formed based on the average sentiment of the previous trading week
for each of the considered sentiment measures. Denote by q the 10%-quantile of the empirical distribution of
the respective average sentiment in the previous trading week across the stocks in the sample. The first portfolio
(Short) contains the stocks for which the average sentiment in the previous trading week is ≤ q. The second
portfolio (Long) contains the stocks for which the average sentiment in the previous trading week is ≥ (1−q).
Portfolios are re-sorted at the beginning of each trading week. For each portfolio, implied weekly raw returns
(%) and daily as well as implied weekly abnormal returns α (%) are reported. Abnormal returns are obtained
from the regression in Equation (2.4) and are reported together with the other coefficients and the adjusted
R2 (%). Boldfaced numbers highlight coefficients that are statistically significant at the 5% level. In order to
determine statistical significance, heteroscedasticity robust standard errors are computed.

Portfolio Raw returns α Rm−Rf SMB HML R2

Harvard-IV
Short 0.20 -0.01 1.02 0.02 0.19 92.4
Long 0.20 -0.01 1.00 -0.02 0.06 93.7
Long - Short -0.01 0.00 -0.02 -0.04 -0.13 3.6
Implied weekly return -0.01 0.00

Loughran McDonald
Short 0.17 -0.02 1.06 0.02 0.34 92.2
Long 0.18 -0.02 1.02 -0.04 -0.04 93.4
Long - Short 0.01 0.00 -0.04 -0.06 -0.38 19.1
Implied weekly return 0.01 0.02

Renault L1
Short 0.20 -0.02 1.08 0.05 0.27 92.8
Long 0.21 -0.01 0.98 -0.04 0.01 92.6
Long - Short 0.01 0.01 -0.10 -0.09 -0.25 18.0
Implied weekly return 0.01 0.04

Renault L2
Short 0.22 -0.01 1.08 0.05 0.23 91.4
Long 0.19 -0.01 0.98 -0.03 -0.01 93.5
Long - Short -0.03 0.00 -0.10 -0.08 -0.24 14.6
Implied weekly return -0.03 -0.02

VADER
Short 0.21 -0.01 1.03 0.04 0.21 92.5
Long 0.16 -0.02 0.99 -0.04 0.10 93.0
Long - Short -0.05 -0.01 -0.03 -0.08 -0.11 4.6
Implied weekly return -0.05 -0.05

Deep-MLSA
Short 0.16 -0.02 1.04 0.01 0.20 92.8
Long 0.19 -0.02 1.01 -0.05 -0.06 93.2
Long - Short 0.03 0.01 -0.02 -0.07 -0.26 10.9
Implied weekly return 0.03 0.04
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Table 2.14: Weekly returns from portfolios based on bullish StockTwits sentiment
This table reports raw and abnormal (risk-adjusted) returns from portfolios formed as follows: At the beginning
of each trading week, two portfolios are formed based on the average sentiment of the previous trading week
for each of the considered sentiment measures. Denote by q the 10%-quantile of the empirical distribution of
the respective average sentiment in the previous trading week across the stocks in the sample. The first portfolio
(Short) contains the stocks for which the average sentiment in the previous trading week is ≤ q. The second
portfolio (Long) contains the stocks for which the average sentiment in the previous trading week is ≥ (1−q).
Portfolios are re-sorted at the beginning of each trading week. For each portfolio, implied weekly raw returns
(%) and daily as well as implied weekly abnormal returns α (%) are reported. Abnormal returns are obtained
from the regression in Equation (2.4) and are reported together with the other coefficients and the adjusted
R2 (%). Boldfaced numbers highlight coefficients that are statistically significant at the 5% level. In order to
determine statistical significance, heteroscedasticity robust standard errors are computed.

Portfolio Raw returns α Rm−Rf SMB HML R2

Harvard-IV
Short 0.25 0.00 1.03 0.03 0.23 93.3
Long 0.16 -0.02 1.01 -0.04 0.01 93.7
Long - Short -0.09 -0.02 -0.02 -0.07 -0.23 10.1
Implied weekly return -0.09 -0.09

Loughran McDonald
Short 0.18 -0.02 1.08 0.03 0.28 92.0
Long 0.16 -0.02 1.00 -0.03 -0.01 93.8
Long - Short -0.02 0.00 -0.08 -0.06 -0.29 15.0
Implied weekly return -0.02 0.00

Renault L1
Short 0.22 -0.01 1.08 0.06 0.30 92.0
Long 0.15 -0.02 0.98 -0.04 -0.03 93.1
Long - Short -0.07 -0.01 -0.10 -0.09 -0.32 20.6
Implied weekly return -0.07 -0.04

Renault L2
Short 0.25 -0.01 1.05 0.02 0.22 92.6
Long 0.13 -0.03 0.99 -0.05 -0.03 92.8
Long - Short -0.12 -0.02 -0.07 -0.07 -0.25 12.7
Implied weekly return -0.12 -0.11

VADER
Short 0.19 -0.02 1.04 0.01 0.19 93.3
Long 0.13 -0.03 1.00 -0.03 -0.04 93.6
Long - Short -0.06 -0.01 -0.04 -0.04 -0.23 9.9
Implied weekly return -0.06 -0.04

Deep-MLSA
Short 0.16 -0.03 1.09 0.05 0.20 91.7
Long 0.16 -0.02 0.99 -0.04 -0.02 94.0
Long - Short 0.00 0.00 -0.11 -0.10 -0.22 15.7
Implied weekly return 0.00 0.02
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Chapter 3

The Twitter myth revisited: Intraday
investor sentiment, Twitter activity and
individual-level stock return volatility

3.1 Introduction

With the ever-increasing speed of trading in recent years, intraday volatility assessment and forecasting

have gained importance for highly active investors, such as derivative traders and hedge funds. Intraday

volatility measures are essential input factors in high-frequency risk management applications, for the

calculation of time-varying liquidity measures, and to concert limit order placement strategies or the

optimal scheduling of trades (e.g., Engle and Sokalska, 2012; Giot, 2005). However, not only has the

speed of trading increased rapidly but also the way investors can comment on or share their opinion

about company and stock market performances on social media platforms.

A growing body of behavioral finance literature links investor sentiment derived from social media

to financial markets (for a recent survey, see Bukovina, 2016). While institutional investors have the

means to monitor actively traded stocks constantly, social media represents one channel through which

retail investors can easily access stock market relevant information (e.g., Chen et al., 2014). Stock prices,

reflecting the trading activities of both institutional and retail investors, might reflect retail investor trad-

ing activities that are, at least partially, influenced by sentiment. Let us view the average highly active

investor as a professional or institutional investor, close to the definition of an informed investor. By

contrast, individual or retail investors are often thought of as having psychological biases and are seen

as noise traders in the way portrayed by Kyle (1985) or Black (1986). While professional investors are

seen as rational investors, they can still base decisions on less rational factors such as investor sentiment.

Early research on investor sentiment has proposed that rational investors could bet against sentiment-

driven noise traders to make a profit, albeit with caution to the costs and risks that such strategies would

entail (e.g., De Long et al., 1990; Shleifer and Vishny, 1997). Thus, given that retail investors have been

shown to trade excessively in attention-grabbing stocks (Barber and Odean, 2008) and in concert with

other retail investors (e.g., Kumar and Lee, 2006; Barber et al., 2009), one might think that professional

investors could exploit the behavior of retail investors who use social media platforms as investment

forums to obtain information about securities’ potential performance.
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3.1. INTRODUCTION

Recently, the social media platform Twitter has increasingly been used to extract a proxy for investor

sentiment. For instance, Bollen et al. (2011) derive six social mood dimensions from Tweets. Their results

indicate that predictions of the DJIA are improved through the inclusion of some of these social mood

dimensions. Sprenger et al. (2014a) derive good and bad news from more than 400,000 Tweets related to

the S&P 500 and find that these news have an impact on the market. In addition, Sprenger et al. (2014b)

discover a relationship between stock related Twitter sentiment and returns, volume of Tweets and trading

volume of the respective stock, as well as disagreement and return volatility. Looking at the transmission

and aggregation of information, they also demonstrate that providing above-average investment advice is

associated with more quotes and an increase in followers. Along this line, Yang et al. (2015) unravel the

existence of a financial community on Twitter and find that the weighted sentiment of its most influential

contributors has significant predictive power for market movement. While Sprenger et al. (2014b) focus

on some well-known companies from the S&P 100, other studies from the behavioral finance literature

look at stock market indices only. Moreover, all studies mentioned above focus on daily stock market

and social media data.

Taking an intraday perspective and considering individual-level stocks, this paper has two main ob-

jectives: (i) assessing the impact of Twitter investor sentiment and Twitter activity on return volatility and

(ii) testing the performance of intraday volatility forecasts augmented with this additional information.

Following, among others, Andersen and Bollerslev (1997) and Bollerslev et al. (2000), we use high-

frequency absolute 5-minute returns as a measure for volatility since these display greater dynamics, i.e.,

more persistent autocorrelation patterns, and thus conform better to the long-memory property of stock

return volatility than squared returns (for a discussion of this finding see, for example, Ding et al., 1993;

Forsberg and Ghysels, 2007). Twitter sentiment and activity, the latter measured as the number of Tweets

in a certain time interval, are available to investors through commercial data providers. By assuming the

role of a professional investor with access to such data, we obtain intraday prices, Twitter sentiment, and

the number of Tweets (henceforth Twitter count) at a 1-minute frequency for all constituents of the DJIA

and a time period from June 18, 2015, to December 29, 2017, from Bloomberg. We focus on blue-chip

stocks such as the DJIA constituents since other securities are not equally well covered in terms of Twit-

ter sentiment and activity, rendering an intraday analysis infeasible. Before conducting any meaningful

time series analysis and intraday volatility forecasting, we address the well-documented intraday peri-

odicity in absolute 5-minute returns within the framework of a two-step estimation procedure involving

a Fourier flexible form (FFF) estimation (e.g., Andersen and Bollerslev, 1997; Bollerslev et al., 2000).

This approach is readily applied to the intraday absolute returns of the DJIA constituents. In order to

examine the dynamics between Twitter sentiment and activity on the one hand and return volatility on

the other, the filtered absolute 5-minute returns obtained from this estimation procedure are then used

in a bivariate vector-autoregressive (VAR) model together with average 5-minute Twitter sentiment and

5-minute Twitter count, respectively. Finally, we adapt the HAR model of Corsi (2009) to the intraday

context and use a panel HAR to forecast filtered absolute 5-minute returns for individual-level stocks.

While we observe some statistically significant feedback effects between intraday volatility and Twitter

sentiment as well as Twitter count for many stocks, the performance of the panel HAR model, aug-

mented with exogenous information from Twitter, is mixed across the sample of stocks considered in

this paper. In general, estimated coefficients are small in magnitude and gains in out-of-sample forecast-

ing performance, if present at all, are negligible in every single case. Thus, professional investors do not
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benefit from augmenting forecasts with such Twitter data when considering individual-level stocks and

an intraday setting. Our results, obtained from the sample of 30 DJIA constituents, clearly differ from

research that considers aggregated data in the form of stock market indices and daily observations of

index returns and social media sentiment or activity. Gains of using high-frequency financial and social

media data are limited, rendering the discussion more interesting for the case of observations at lower

frequencies. Moreover, one could say that our results are in line with the notion of professional investors

as stated above: The performance of liquid blue-chip stocks should be determined by information that is

related to securities’ fundamentals and not by investor sentiment obtained from social media platforms.

The majority of such stocks are held by institutional investors and thus should be priced more efficiently

(e.g., Boehmer and Kelley, 2009).

Our paper is structured as follows: Section 3.2 describes the absolute return time series data and

shortly outlines the two-step estimation procedure used to account for the deterministic intraday period-

icity that is present in intraday absolute returns. Section 3.3 describes the Twitter data in more detail and

assesses the interactions between intraday Twitter sentiment, Twitter count, and intraday filtered absolute

returns in a bivariate VAR framework. Forecasting of intraday volatility, using exogenous information in

the form of Twitter sentiment and Twitter count in a panel HAR setting, is the objective of Section 3.4.

Lastly, Section 3.5 concludes.

3.2 Intraday periodicity and long-memory volatility

3.2.1 Data

Intraday prices for all DJIA constituents at 1-minute frequency are obtained from Bloomberg and cover

the period from June 18, 2015, to December 29, 2017. For each trading day and stock, up to 390 prices are

obtained, corresponding to the regular trading hours from 09:30 to 16:00 ET. Continuously compounded

returns are calculated as the log-price changes from one minute to the next. Accordingly, 5-minute returns

are calculated as the sum of five 1-minute returns. Excluding overnight returns, this leaves 77 intraday 5-

minute returns for each trading day and stock. Occasionally, it is the case that there is no trading recorded

by Bloomberg over a given 5-minute time interval, leading to missing values. However, these cases are

not frequent and should not distort our empirical results. With a total of 639 trading days, each consisting

of 77 intraday 5-minute returns, this leaves us with a total of 49,203 observations. Thus, for all DJIA

constituents denote the series of 5-minute returns as Rt,n, where t = 1,2, . . . ,639 and n = 1,2, . . . ,77.

Another time series that is used in the two-step estimation procedure to get rid of the pronounced intraday

periodicity in absolute returns, explained in more detail below, consists of daily closing prices ranging

from January 4, 2010, to December 29, 2017. Analogously, daily returns are calculated as the log-price

changes between two consecutive trading days.

3.2.2 Intraday periodicity in absolute returns

When analyzing 5-minute absolute returns, a clear pattern emerges that has been documented in the liter-

ature by, among others, Andersen and Bollerslev (1997), Andersen and Bollerslev (1998), Andersen et al.

(2000), and Bollerslev et al. (2000): While the volatility process shows clear conditional heteroscedas-

ticity and a pronounced long-memory property on a daily basis, one can observe a strong deterministic

intraday periodicity.
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The intraday periodicity is illustrated in Figure 3.1, where the average intraday absolute 5-minute

return is calculated over the cross-section of each of the n intraday bins. Thus, absolute 5-minute returns

are plotted for the “average” trading day. In the following, results are shown for the stocks of two com-

panies, International Business Machines Corporation (IBM) and Walmart Inc. (WMT), but our overall

results are similar for all remaining constituents of the DJIA and are available upon request.1 Figure 3.1

reveals a pronounced difference in the volatility over the trading day. For both stocks, one can see that

volatility is high at the beginning of the trading day, decreases throughout the day with its minimum

around lunch hours, and increases again slightly at the end of the trading day. Several early papers have

attributed the distinct U-shape pattern in intraday stock market volatility to the strategic interactions of

traders around market openings and closures (for example, see Admati and Pfleiderer, 1988, 1989). Inter-

estingly, in the case of individual-level stock absolute 5-minute returns, this “U”-shape rather resembles

an inverted “J”-shape since, on average, volatility right after the market opening dwarfs volatility at the

market closing.

Figure 3.1: Average of absolute 5-minute returns
The plots show the average of intraday absolute 5-minute returns calculated for two stocks, (a) IBM and (b)
WMT.
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Moreover, this deterministic intraday periodicity induces a particular pattern in the ACFs of absolute

5-minute returns, which is visible in Figure 3.2. Here, ACFs are plotted over ten trading days. However,

the given pattern is consistent over the whole sample period. On the one hand, one can observe the

above-mentioned long-memory property of absolute 5-minute returns since the ACFs decay slowly and

are statistically significant over a long time horizon. On the other hand, a clear repetitive pattern can be

seen. The deterministic intraday periodicity induces a distorted U-shape in the sample autocorrelations,

each of these lasting exactly for one trading day.

Previous research has shown that in order to conduct a meaningful time series analysis and to derive

1These two stocks are chosen since they display both significant Twitter sentiment and Twitter count terms in all models that
we entertain in our empirical analysis. Table 3.5 in the appendix provides an overview of the results for all DJIA constituents.
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intraday forecasts of 5-minute absolute returns, one has to take both of these patterns into account. One

way to purge the intraday absolute 5-minute returns of the periodic component is by applying a two-step

procedure based on an FFF estimation (Gallant, 1981). The approach outlined in the following has first

been introduced by Andersen and Bollerslev (1997) and is easily applied to individual-level stock abso-

lute return time series. The next section provides a short description of this estimation procedure, while

a longer and more technical description can be found in Appendix 3.6.1.

Figure 3.2: ACFs of absolute 5-minute returns
The plots show ACFs of intraday absolute 5-minute returns over 800 5-minute lags, which corresponds to
approximately ten trading days, for two stocks, (a) IBM and (b) WMT.
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3.2.3 Two-step estimation procedure

To model the periodic intraday volatility component in high-frequency absolute returns, we follow An-

dersen and Bollerslev (1997) and decompose 5-minute returns as:

Rt,n−E(Rt,n) = εt,n = st,nσt,nZt,n, (3.1)

where σt,n denotes a 5-minute volatility factor for trading day t and Zt,n is an i.i.d. zero mean and unit

variance innovation. The periodic component st,n is estimated in a two-step estimation procedure that

involves an FFF regression, which is illustrated in more detail in Appendix 3.6.1. In order to obtain σt,n,

σt is estimated using the longer sample of daily returns from January 4, 2010, until December 29, 2017.

The sample is chosen such that there is a larger number of observations available for estimation, but

it excludes the financial crisis. We use an asymmetric power ARCH (A-PARCH) to capture the daily

volatility clustering. The A-PARCH of Ding et al. (1993) does not only allow for a leverage effect in the

volatility equation but also accounts for the empirical finding that the sample autocorrelation of absolute

returns is usually higher than that of squared returns. Ding et al. (1993) show empirically that the A-

PARCH is able to capture the long-memory behavior of daily absolute returns. The 5-minute volatility
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factor for trading day t, σt,n, is then simply estimated as σ̂t,n = σ̂t/N1/2, where N is the number of

observations per trading day.

The second step involves estimating the parameters of the FFF specification by ordinary least squares

(OLS). Estimation is based on the whole sample of intraday 5-minute returns instead of simply estimat-

ing the average periodic pattern across the trading day. This two-step procedure is not fully efficient.

However, Andersen and Bollerslev (1998) show that, in general, the parameter estimates are consistent

given the FFF regression is correctly specified in the second step.

While the actual parameter estimates are difficult to interpret, one can plot the average estimated

intraday periodic volatility factor together with the average absolute 5-minute returns in order to see

whether or not the estimate provides a sufficient approximation of the intraday shape of average returns.

This is illustrated in Figure 3.3. The average periodic component seems to approximate the distinct shape

of absolute returns quite well. Thus, the two-step estimation procedure does seem to be a reasonable ap-

proach in our case.

Figure 3.3: Average of absolute 5-minute returns and intraday periodic volatility com-
ponent
The plots show the average of intraday absolute 5-minute returns calculated for two stocks, (a) IBM and (b)
WMT. In addition, the dashed line depicts the, appropriately scaled, superimposed estimated average intraday
periodic volatility component.
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However, while the A-PARCH estimate σ̂t may successfully capture the volatility clustering in the

daily returns, it might not be a good model for σ̂t,n. Following, for example, Bollerslev et al. (2000),

the estimated seasonal component in the 5-minute absolute returns is filtered away to see whether or not

the chosen approach is valid empirically. Denote the raw absolute 5-minute returns by |Rt,n|, the filtered

5-minute absolute returns are then given by:

R∗t,n =
|Rt,n|
ŝt,n

, (3.2)

where ŝt,n denotes the normalized estimate for the periodic component as obtained from the two-step
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estimation procedure. In accordance with Andersen and Bollerslev (1997), the autocorrelogram of the

filtered absolute returns should exhibit a strictly positive and slowly declining autocorrelation. This would

indicate that the long-memory property is the characteristic attribute of the return volatility process after

the deterministic intraday component is removed. As can be seen from Figure 3.4, this is precisely the

case for the two chosen stocks.

Figure 3.4: ACFs of raw and filtered absolute 5-minute returns
The plots show ACFs of raw (dashed lines) and filtered (solid lines) intraday absolute 5-minute returns over 800
5-minute lags, which corresponds to approximately ten trading days, for two stocks, (a) IBM and (b) WMT.
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The ACFs of the filtered absolute 5-minute returns seem way smoother than the ACFs of the raw absolute

5-minute returns with their distinct U-shaped pattern, exhibiting a strictly positive and slowly declining

correlogram. Again, results are similar across all constituents of the DJIA.

3.3 Twitter sentiment and Twitter count effects

3.3.1 Data

In addition to the return time series, intraday Twitter sentiment and count data for all DJIA constituents

at a 1-minute frequency are obtained from Bloomberg for June 18, 2015, through December 29, 2017.

While Twitter count measures the overall activity, i.e., the number of Tweets for a given stock and minute,

Twitter sentiment ranges continuously from −1 (negative investor sentiment) to +1 (positive investor

sentiment). Both measures are based on an undisclosed algorithm employed by Bloomberg. Dealing with

Twitter count data from Bloomberg is straightforward: In our data set, we code Twitter count as zero

for a given stock in minutes without any Twitter activity and record the number of Tweets in minutes

where Bloomberg registers some Twitter activity. Twitter sentiment is calculated by Bloomberg every

minute for all stocks using the last 30 minutes of available data on positively and negatively associated

Tweets. However, only if the absolute difference between the newly calculated sentiment value and the
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previous value is larger than 0.005 does Bloomberg update the Twitter sentiment for the respective stock.

Accordingly, in our data set, we only update the value for Twitter sentiment if for a given stock and minute

a change in sentiment is observed in the data obtained from Bloomberg. If there is no observed change

in sentiment for a given stock and minute, we instead fill in such missing values with the previously

observed change in Twitter sentiment on a given trading day.

Let us be more precise and use an example to illustrate how we deal with this issue in our data: If

the first observed sentiment value for a given stock is at 10:21 ET and the second one at 10:43 ET on

a given trading day, then all values until 10:21 ET are missing values in our data set for this stock and

trading day. The first non-missing value is at 10:21 ET and all values between 10:21 ET and 10:43 ET are

equal to the sentiment observed at 10:21 ET, only at 10:43 ET do we again record a change in investor

sentiment. Thus, we assume that investor sentiment, as obtained from Twitter, remains constant for time

periods where Bloomberg does not register a change in Twitter sentiment larger than 0.005 in absolute

value. Lastly, in order to match the 5-minute intraday frequency of the return data, time series of 5-minute

Twitter sentiment are obtained as the average sentiment over five minutes for each stock, whereas time

series of Twitter count constitute the total number of counts over each 5-minute time interval for each

stock.

The upper panels of Figure 3.5 illustrate the time series of Twitter sentiment for the stocks of IBM and

WMT, whereas the two lower panels show the respective ACFs over ten trading days. While WMT’s sen-

timent time series shows higher variability than IBM’s sentiment time series, both display long-memory

dependencies in their ACFs. The effect of past sentiment or count values on the present remains signif-

icant for more than three trading days for both stocks, with significant lags even after nine trading days

for WMT. Similarly, for Twitter count, the upper panels of Figure 3.6 illustrate the respective time series

for IBM and WMT, whereas the two lower panels depict their ACFs. One can see that, at most times,

the number of Tweets for WMT exceeds the number of Tweets for IBM. However, for both stocks, the

Twitter count time series appear to possess a rather long memory. Compared to Twitter sentiment, the

memory of the Twitter count time series for IBM seems to be longer since Plot (c) of Figure 3.5 shows

significant lags even after seven trading days. For WMT, the ACFs of the Twitter count time series be-

have similarly to its sentiment counterpart with positive and significant lags for up to ten trading days.

Overall, no apparent recurring (intraday) pattern can be found in the Twitter time series for our sample

of the 30 DJIA constituents.
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Figure 3.5: Twitter sentiment time series and ACFs
Plots (a) and (b) show the time series of Twitter sentiment (TS) for IBM and WMT, respectively. Plots (c) and
(d) illustrate ACFs of TS for these stocks over 800 5-minute lags, which corresponds to approximately ten
trading days. The dashed lines indicate 95% confidence bounds.
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Figure 3.6: Twitter count time series and ACFs
Plots (a) and (b) show the time series of Twitter count (TC) for IBM and WMT, respectively. Plots (c) and (d)
illustrate ACFs of TC for these stocks over 800 5-minute lags, which corresponds to approximately ten trading
days. The dashed lines indicate 95% confidence bounds.
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3.3.2 Interactions between intraday Twitter sentiment, Twitter count and volatility

In order to allow for a feedback effect of return volatility, given by the filtered absolute 5-minute returns

obtained as discussed in Section 3.2, to Twitter sentiment as well as Twitter count and vice versa, a

simple bivariate VAR model is entertained. Stated in structural form:[
1 0

b0
21 1

][
R∗t,n

twitt,n

]
=

[
c1

c2

]
+

p

∑
j=1

[
b j

11 b j
12

b j
21 b j

22

][
R∗t,n− j

twitt,n− j

]
+

[
u1t,n

u2t,n

]
, (3.3)

where twitt,n denotes either Twitter sentiment or count. For the specification with Twitter count, we need

to relax the assumption of Gaussian white noise innovations {uit,n}T N
t=1,n=1, where i = 1,2, T = 639, and

N = 77. This assumption is usually made in the VAR context, yet count data are nonnegative integers and

cannot be normally distributed (Cameron and Trivedi, 1986). The relaxation of the normality assumption

of the innovations, however, does not affect our VAR analysis. It has no effect on the estimation of the

parameters of the VAR model but is only important for correct inference, which is not the main issue

here. We choose the lag order p of the VAR model according to the average lag length suggested by the

Schwarz information criterion (SC) across all 30 DJIA constituents, which leads to p = 17 for the spec-

ification with filtered absolute 5-minute returns and Twitter sentiment and p = 18 for the specification

with Twitter count data.2 Even though the ACFs of the VAR residuals still show some significant spikes

for IBM and WMT, in light of the small magnitudes of the coefficient estimates, as reported below, these

statistically significant lags do not appear to be of economic relevance.

The results of both VAR specifications are illustrated in Table 3.1. Since we are mostly interested in

the question of whether or not lags of Twitter sentiment and Twitter count have a significant impact on

filtered absolute 5-minute returns, only the results for Twitter lags significant at a 10% significance level

are displayed. Significant effects might indicate that intraday forecast augmentation of return volatility

could be possible using exogenous information from Twitter. Panel A shows these significant autoregres-

sive terms for the Twitter variables throughout both models. The Granger causality tests, which can be

found in Panel B of Table 3.1, support the finding that Twitter sentiment and count indeed hold statisti-

cally significant information about future return volatility. The hypothesis that the Twitter variables do

not Granger cause volatility can be rejected for both stocks and specifications, except for IBM’s Twitter

sentiment.3 However, the actual estimates of lagged Twitter sentiment and count in the VAR specifica-

tions are rather small in magnitude, indicating a statistically significant but economically not relevant

influence of the Twitter variables on the filtered absolute 5-minute return series. This impression is re-

inforced by the contemporaneous correlation matrices of the reduced form VAR residuals, which are

presented in Table 3.2. The correlations between the filtered absolute return and Twitter variable resid-

uals are smaller than 0.02. Furthermore, decompositions of the filtered absolute returns’ forecast error

variances show no relevant contribution of either Twitter variable for any of the DJIA constituents (less

than 2% of the forecast error variance).

2Robustness checks show that adjusting the lag length for each stock individually does not affect our main estimation results.
3An overview of the Granger causality tests for all 30 DJIA constituents can be found in Table 3.5 in Appendix 3.6.2.
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Table 3.1: VAR model and Granger causality results
The first two columns of Panel A show the results of the VAR model with Twitter sentiment as the second system
variable, the last two columns the ones with Twitter count. Only estimates of the respective Twitter variable
significant at the 10% level are displayed. Coefficient estimates are multiplied by 103. Panel B shows the F-
statistics of the Granger causality test. The respective H0 tested is indicated in the first column. Corresponding p-
values are given in parentheses. Significance of the Granger causality F-statistics at the 10% level is highlighted
in boldface.

Panel A: VAR estimation results ×103

Twitter sentiment Twitter count
IBM WMT IBM WMT

twitt,n−1 0.0024 0.0012
(0.0001) (0.0192)

twitt,n−2 0.2504
(0.0938)

twitt,n−4 −0.0017
(0.0043)

twitt,n−5 0.0019
(0.0013)

twitt,n−9 0.0011
(0.0802)

twitt,n−10 0.2807
(0.0696)

twitt,n−12 −0.2104
(0.0041)

twitt,n−13 0.1922
(0.0088)

twitt,n−14 −0.0017
(0.0039)

twitt,n−18 0.0019 0.0018
(0.0021) (0.0006)

Panel B: Granger causality test
Twitter sentiment Twitter count

H0 IBM WMT IBM WMT
R∗ 6→ twit 1.2607 0.8019 5.9968 40.4163

(0.2076) (0.6929) (0.0000) (0.0000)
twit 6→ R∗ 1.0957 1.7018 3.2663 2.8456

(0.3503) (0.0352) (0.0000) (0.0000)
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Table 3.2: Contemporaneous residual correlation matrices
This table shows the contemporaneous correlations between the reduced form VAR residuals. For the VAR in
Panel A, Twitter sentiment is used as the second system variable, in Panel B Twitter count.

Panel A: Twitter sentiment
IBM WMT

R∗ twit R∗ twit
R∗

(
1 -0.0079

) (
1 -0.0032

)
twit -0.0079 1 -0.0032 1

Panel B: Twitter count
IBM WMT

R∗ twit R∗ twit
R∗

(
1 0.0068

) (
1 0.0191

)
twit 0.0068 1 0.0191 1

Based on the estimation results of the VAR model, we can now investigate the evolution of shocks to

either the volatility measure or the respective Twitter variable through the system by means of impulse re-

sponse analysis. In order to uniquely identify the effect of these shocks, we use a Cholesky decomposition

in which return volatility is ordered first, followed by the respective Twitter variable (see Equation (3.3)).

This ordering implies the exclusion restriction that only shocks to volatility can affect the Twitter vari-

ables contemporaneously, whereas shocks to the Twitter variables cannot affect absolute returns in the

same period. This restriction appears to be sensible since one would expect a fundamental shock in

volatility to appear first, which then, in turn, influences investor sentiment and activity as captured by the

Twitter variables (see Dimpfl and Jank, 2016; Lux and Marchesi, 1999). Investor sentiment and activity,

on the other hand, can be assumed to be contemporaneously affected by stock performance and changes

in return volatility. Figure 3.7 depicts the impulse responses of volatility and Twitter sentiment to shocks

in one of the system variables. A 10% shock in absolute returns leads to a negative reaction in Twitter

sentiment for both IBM and WMT. However, this effect is statistically not distinguishable from zero over

the first hour (12 lags) after the shock. Only then there appears to be a significant and slightly negative

impact of the volatility shock on Twitter sentiment, but solely for WMT. A one unit shock in Twitter

sentiment leads to minor short-term fluctuations of volatility that are barely distinguishable from zero for

both stocks.

For the VAR specification with Twitter count as the second system variable, Figure 3.8 shows that a

10% shock in absolute returns leads to an increase in the number of Tweets. While for IBM this effect

is only slightly significant, the WMT stock shows what appears to be a rather persistent and positive

reaction from the first period onwards. Turning to the reaction of the filtered returns to a shock in Twitter

count, as shown in the two lower graphs, the effect does not appear to be distinguishable from zero.

The results of the impulse response analysis are robust to a re-ordering of the system variables. All

in all, while there are some significant feedback effects between filtered absolute 5-minute returns and

the Twitter variables, the prospects for a meaningful forecast augmentation using exogenous information

from Twitter seem to be rather poor.
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Figure 3.7: Impulse response functions Twitter sentiment
The plots show orthogonal impulse response functions over 24 5-minute lags for the VAR specification with
filtered absolute returns (volatility) and Twitter sentiment as system variables. The dashed lines indicate 95%
confidence bounds.
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Figure 3.8: Impulse response functions Twitter count
The plots show orthogonal impulse response functions over 24 5-minute lags for the VAR specification with
filtered absolute returns (volatility) and Twitter count as system variables. The dashed lines indicate 95% con-
fidence bounds.
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3.4 Forecasting intraday volatility with Twitter information

In light of the previous analysis in Section 3.3, we choose a different approach to forecast intraday

volatility and adapt Corsi’s (2009) HAR model to the intraday context. The HAR model is chosen since

it is a parsimonious model that has been shown to sufficiently capture the long-memory behavior of daily

realized volatility (e.g., Andersen et al., 2007; Chiriac and Voev, 2011). The HAR model contains aggre-

gates of the absolute filtered returns and Twitter time series as right-hand side variables, which should

lead to an improvement in terms of predictive power of the HAR model over the previously estimated

VAR model. For example, Dimpfl and Jank (2016) use a HAR model that is augmented with lagged

Google search queries as an additional exogenous variable and find that their model leads to an improve-

ment in out-of-sample forecast precision in comparison to their VAR specification. For our application,

however, the model structure of a conventional HAR model applied to our intraday time series would

inevitably produce spillover effects and averages of Twitter and volatility variables that are calculated

across trading days. As this is not desirable in the intraday context, we facilitate a panel structure in the

HAR model using t = 1, . . . ,639 as the cross-sectional unit (trading days) and n = 1, . . . ,53 for intra-

day periods. Whilst the notation with respect to the indices has not changed in comparison to the VAR

model, the HAR model now entails a panel model interpretation. Patton and Sheppard (2015) follow a

similar approach in that they set up a panel HAR for volatility modeling based on daily observations to

account for firm-specific effects. However, the adaptation of the HAR model to the intraday context has

– to the best of our knowledge – not been pursued by other authors so far. The panel HAR model reads

as follows:4

R∗t,n = c+β1R∗t,n−1 +β12R∗12
t,n−1 +β24R∗24

t,n−1 +δ1twitt,n−1

+δ12twit12
t,n−1 +δ24twit24

t,n−1 + γ1 sgn(R̄t,n−1)+ut,n,
(3.4)

where sgn(R̄t,n−1) denotes the sign of the average return in the previous 5-minute interval and R∗12
t,n−1 =

1
12 ∑

12
j=1 R∗t,n− j as well as R∗24

t,n−1 =
1
24 ∑

24
j=1 R∗t,n− j are lagged averages for one and two hours of the filtered

returns, respectively. twit12
t,n−1 and twit24

t,n−1 are calculated analogously for both Twitter variables. As-

suming that (professional) investors with access to intraday Twitter data can react swiftly to changes in

individual-level stock return volatility and the Twitter variables, further lags are omitted. The sign vari-

able is added to the model in order to account for the asymmetric effect of returns, i.e., negative returns

have a larger effect on volatility than positive returns. The panel HAR in Equation (3.4) is subsequently

estimated using fixed effects estimation with fixed effects for trading days and adjusted standard errors

to account for heteroscedasticity as well as serial correlation.5

For forecasting purposes, the overall sample is split into a sample containing 90% (44,283 observa-

tions) of the data to which the panel HAR model is fitted. The remaining 10% (4,920 observations) of

the data are used to assess the forecasting performance of the model out-of-sample. This is achieved by

predicting the absolute 5-minute returns using the coefficient estimates of Equation (3.4) together with

the exogenously given Twitter sentiment and count data and by comparing the predicted values to the

actual filtered absolute 5-minute returns. As a measure for forecast performance, the root mean squared

4We have also estimated a HAR model with more lags of the dependent and exogenous variables as well as different hourly
aggregates as independent variables. Since the results stay robust across all models, we have chosen the most parsimonious one.

5The Hausman (1978) test rejects a random effects model in favor of a model with fixed effects. Arellano (1987) standard
errors are computed. However, our results remain unchanged when using other types of robust standard errors.
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error (RMSE) is used.

Table 3.3 summarizes the panel HAR model with Twitter sentiment (Panel A) and Twitter count

(Panel B) as additional exogenous variables. For both stocks, lagged values of the respective Twitter

variable occasionally show significant coefficient estimates. However, their magnitudes are very small,

which does not allow any further meaningful interpretation of the coefficients.6

Table 3.3: Panel HAR in-sample results
This table presents the in-sample parameter estimates of the panel HAR model. Panel A shows the results
for IBM and WMT with Twitter sentiment as exogenous variable, Panel B with Twitter count as exogenous
variable. Corresponding p-values are given in parentheses.

Panel A: Twitter sentiment Panel B: Twitter count
IBM WMT IBM WMT

R∗t,n−1 0.0441∗∗ 0.0540∗∗∗ 0.0440∗∗ 0.0536∗∗∗
(0.0227) (0.0000) (0.0226) (0.0000)

R∗12
t,n−1 0.1496∗∗∗ 0.0971∗∗ 0.1496∗∗∗ 0.1013∗∗

(0.0027) (0.0282) (0.0029) (0.0203)
R∗24

t,n−1 −0.0805∗∗ −0.1228∗∗∗ −0.0805∗∗ −0.1230∗∗∗
(0.0348) (0.0000) (0.0371) (0.0000)

sgn(R̄t,n−1) 0.0000 0.0000 0.0000 0.0000
(0.8952) (0.3343) (0.8674) (0.3169)

twitt,n−1 0.0000 0.0000 0.0000∗∗∗ 0.0000∗
(0.7516) (0.7270) (0.0065) (0.0714)

twit12
t,n−1 −0.0001 0.0001∗∗ 0.0000 0.0000

(0.5852) (0.0487) (0.4354) (0.3725)
twit24

t,n−1 0.0001∗∗ 0.0000 0.0000 0.0000
(0.0288) (0.9384) (0.9543) (0.1507)

∗ p < 0.1, ∗∗ p < 0.05, ∗∗∗ p < 0.01

Considering these results, the RMSEs – our forecast accuracy measure – shown in Table 3.4 should not

surprise: The Twitter variables only slightly lower the forecast errors across the different HAR spec-

ifications and thus do not appear to hold any additional information that is of practical relevance for

forecasting intraday volatility.

Table 3.4: Panel HAR forecast evaluation
Overview of the RMSEs (×104) for the out-of-sample forecasts of the panel HAR model with three specifica-
tions: First row HAR model without exogenous variable, second row with Twitter sentiment (T S) as exogenous
variable, last row with Twitter count (TC) as exogenous variable.

IBM WMT
HAR 6.8934 9.0461
HAR + T S 6.8798 9.0309
HAR + TC 6.8706 8.8692

To sum up, the results of the panel HAR models, as shown above, are in line with the results of

the VAR models in the previous section: In terms of statistical significance, Twitter sentiment and count

are indeed relevant for return volatility. Nevertheless, the influence of exogenous Twitter information on

the stocks’ volatility is, economically speaking, small. With respect to forecasting, Twitter’s predictive

6These results are robust to different lag structures as well as to a panel HAR model that includes both Twitter sentiment
and count as exogenous variables.
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power can be described as weak at best, just as suggested by the preceding empirical analysis.7 Including

Twitter sentiment and Twitter count does not appear to improve forecast performance significantly.

While we have presented detailed results for two stocks only, Table 3.5 in Appendix 3.6.2 sums up

the results of our analyses for all constituents of the DJIA. One noticeable difference in our results across

the DJIA constituents is a link that exists with the stocks’ average trading volume. DJIA constituents

that rank low in average trading volume more often show a statistically significant influence of Twitter

sentiment and count than those with a high average trading volume. While this influence does not appear

to be of economic significance for any of the 30 stocks, our results of both the HAR and VAR models

are thus not entirely robust across all 30 constituents of the DJIA. Only for the most liquid stocks of the

DJIA can we rule out a statistically significant effect of Twitter on the respective stock’s volatility.

3.5 Concluding remarks

In this paper, we use intraday Twitter sentiment and Twitter count data to measure investors’ interest in

individual-level stocks, in our case, the constituents of the DJIA. Measuring intraday volatility with ab-

solute 5-minute returns and after accounting for the pronounced intraday periodicity in absolute returns,

we find that there are indeed statistically significant feedback effects from return volatility to Twitter

sentiment as well as Twitter count and vice versa in a bivariate VAR framework. However, estimated

coefficients are of a small absolute magnitude, and the effects do not have a significant economic impact.

While Twitter sentiment and count Granger-cause return volatility, the contemporaneous correlations

between volatility and both Twitter variables as well as the results from forecast error variance decompo-

sitions indicate that incorporating exogenous information from Twitter into intraday prediction models

for return volatility is unlikely to have a significant impact on forecast performance. We adapt the HAR

model of Corsi (2009) to the intraday context and estimate a panel HAR model, augmented with lagged

Twitter sentiment and Twitter count information. As suspected from the preceding analysis, there are no

gains in out-of-sample forecast performance compared to models without exogenous Twitter informa-

tion. We present our results for stocks of two companies (IBM and WMT), but results are similar for all

constituents of the DJIA and different model specifications.

Thus, it seems that intraday information from Twitter about individual-level stocks, as provided by

commercial data vendors, does not constitute a valuable source of information for future volatility and

professional, highly active investors with access to such data do not benefit with regards to intraday

volatility assessment and forecasting. Our results are in line with the notion of professional investors:

The performance of liquid blue-chip stocks, such as the DJIA constituents, should be linked to infor-

mation related to fundamentals, indicating that investor sentiment obtained from Twitter should only

have a negligible effect on financial volatility. This is even more so, since the intraday frequencies con-

sidered here are too high for investors, other than professional investors, to react appropriately to such

information. Thus, the empirical analysis of the effects of investor sentiment obtained from social media

platforms such as Twitter on stock return properties is most likely rendered more interesting for lower

frequencies. This is consistent with previous literature that mainly uses daily observations (e.g., Bollen

7In addition to the panel HAR model, an ARMA model with exogenous variables and up to 19 lags has been estimated too.
Although this model is over-parameterized, a necessity to get rid of the autocorrelation in the residuals, the results support the
weak predictive power of both Twitter variables that the panel HAR model has found. Results of the ARMA model are available
upon request.
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et al., 2011; Sprenger et al., 2014b). While we rank our overall results by average trading volume, we

only consider constituents of the DJIA in this paper. Future research should further investigate the feed-

back effects between investor sentiment obtained from social media platforms and intraday volatility of

less liquid stocks in order to test the validity and robustness of the findings presented in this paper.
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3.6 Appendices

3.6.1 Fourier flexible form estimation procedure

The logarithm of the squared periodic component in Equation (3.1), ln(s2
t,n), can be estimated from the

following FFF regression:

2ln
(
|Rt,n−R|
σ̂t/N1/2

)
= c+δ0,1

n
N1

+δ0,2
n2

N2

+
P

∑
p=1

(
δc,pcos

2π p
N

n+δs,psin
2π p
N

n
)
+ vt,n,

(3.5)

where R denotes the sample mean of the 5-minute returns (might also be set equal to zero since it is

not statistically different from zero for any stock in the sample), σ̂t is a previously obtained estimate of

the daily volatility factor, N refers to the number of return intervals per trading day (here, N = 77), P

is a tuning parameter for the number of trigonometric terms, and N1 = (N +1)/2 as well as N2 = (N +

1)(N + 2)/6 are normalizing constants. In accordance with Bollerslev et al. (2000) and other research,

the number of polynomial terms is restricted to two.

We use an A-PARCH specification to estimate σt in the first step. In addition, a simple AR(1)-

GARCH(1,1) specification serves as a benchmark. Results are not much different compared to the A-

PARCH specification. In fact, for many stocks, the estimates of σt are very similar for these two models.

Our model specifies the mean equation in terms of an AR(1) process since for more than half of the

stocks in the sample such an autoregressive structure seems appropriate when considering the statistical

significance of the lagged return coefficient. Specifications have also been tested with an MA(1) structure

in the mean equation. However, the coefficient of the MA term is statistically significant for a smaller

number of stocks. We choose the same model for all stocks instead of estimating different models for

each of the DJIA constituents. More sophisticated ARMA structures are not applied to the mean equation

since the simple autoregressive structure already delivers good empirical results. For the A-PARCH(1,1),

the mean equation is given by:

Rt = µ0 +µ1Rt−1 + εt . (3.6)

The variance equation is modeled in the following way:

σ
2
t = ω +βσ

δ
t−1 +α(|εt−1|− γεt−1)

δ , (3.7)

where δ ∈ R+ is a Box-Cox transformation of σt and γ the coefficient of the leverage term. Estimates

are obtained by assuming conditionally skewed-t distributed standardized innovations εtσ
−1
t and the

5-minute volatility estimator is calculated as σ̂t,n = σ̂t/N1/2.

In the second step, the parameters of the FFF specification are estimated by OLS. The transforma-

tion with the natural logarithm is used to draw in outliers and to render the regression more robust. In

line with the literature, P = 6 is assumed to capture the basic shape of the intraday volatility pattern.

Experimenting with different values for P, we find that for P < 6, the trigonometric terms of different

orders are statistically significant for most stocks. However, for P > 6, higher-order trigonometric terms

are only statistically significant for a handful of stocks. Thus, P = 6 is chosen as an appropriate order of
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expansion. Denoting the raw absolute 5-minute returns by |Rt,n|, the filtered 5-minute absolute returns

are then given by:

R∗t,n =
|Rt,n|
ŝt,n

, (3.8)

where ŝt,n denotes the normalized estimate for the periodic component as obtained from the FFF regres-

sion. Let x̂t,n denote the estimated value of the right-hand side of the FFF specification. The normalized

periodic component is then given by:

ŝt,n = T N
exp(x̂t,n/2)

T
∑

t=1

N
∑

n=1
exp(x̂t,n/2)

, (3.9)

where now 1
T N ∑

T
t=1 ∑

N
n=1 ŝt,n = 1.

Apart from daily A-PARCH or GARCH models, Engle and Gallo (2006) propose to model the daily

volatility component based on the square root of daily realized variance, which is given by RVt,N =

∑
1/N
j=1 R2

t−1+ jN,N . Similar to the calculation above, the 5-minute volatility estimator is given by σ̂t,n =

(RVt,N/N)1/2. In order to reduce the impact of microstructure effects, 10-minute and 15-minute returns

are used in the realized variance calculation. Results are robust to calculating the daily volatility compo-

nent using the square root of daily realized variance over both 10-minute and 15-minute intraday returns.

3.6.2 Overview: Results for all DJIA constituents

Table 3.5 presents an overview of the statistical significance of Twitter sentiment and count in both VAR

and HAR models as well as the Granger causality results for both VAR specifications, considering the

whole sample of all 30 DJIA constituents. Additional data on trading volume is taken from Thomson-

Reuters Datastream for the period from June 18, 2015, to December 29, 2017.
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Table 3.5: Model results for all DJIA constituents
This table summarizes our results for all DJIA constituents in descending order of average trading volume
(column two). Each stock with at least two significant Twitter variables is marked with 5 in columns three to
five. Column three summarizes results for both VAR models. Column four refers to the panel HAR model in
Equation (3.4) and column five to an alternative model with additional autoregressive terms for 30 minutes and
three hours for both R∗ and twit. F-statistics of the conducted Granger causality tests can be found in columns
six to seven and columns eight to nine for Twitter sentiment and count, respectively. The H0 tested is indicated
above each column. Significance at the 10% level is highlighted in boldface.

Sentiment Count
Ticker Volume VAR HAR1 HAR2 R*6→T T 6→R* R*6→T T 6→R*
GE 453.81 5 2.1684 0.6976 5.9543 2.8337
AAPL 367.75 5 1.4721 0.6154 5.6040 6.0759
MSFT 285.29 0.9605 1.4860 1.2739 0.8573
PFE 264.22 5 1.0670 0.1066 3.8680 1.1818
INTC 247.81 1.3820 0.3625 2.9899 1.7498
CSCO 233.83 5 1.0993 1.5003 0.7855 2.8876
JPM 154.75 1.9473 0.9993 1.8870 1.0505
VZ 148.85 0.7375 0.6828 0.4858 1.1721
KO 128.42 1.2546 1.3345 0.9386 1.7326
XOM 123.74 5 5 1.2731 0.7470 1.1769 1.7594
MRK 102.41 0.6854 1.1696 1.2390 0.4046
PG 96.07 0.6206 0.9298 33.2960 1.5941
NKE 94.80 5 0.5325 1.2436 3.4281 2.7298
WMT 94.38 5 5 0.8019 1.7018 40.4163 2.8456
V 85.88 5 5 0.8170 0.5741 1.3083 1.0021
DIS 82.61 5 1.7140 0.6003 25.7273 9.8504
DD 76.55 5 1.2967 1.0419 9.6421 4.7287
CVX 76.36 5 1.1816 1.1762 3.0121 2.4587
JNJ 69.96 5 2.6715 2.1258 3.4540 2.6726
CAT 52.74 2.9053 1.0739 10.3373 4.5908
HD 48.94 5 0.9799 2.1205 9.3463 3.3585
AXP 48.54 5 0.7538 2.5288 15.9147 6.1008
MCD 48.41 5 5 1.0901 1.0417 1.9112 1.5883
IBM 42.22 5 5 1.2607 1.0957 5.9968 3.2663
UTX 40.30 5 0.6168 1.8660 20.1767 18.2685
BA 37.95 5 0.8354 0.6984 8.1744 2.1790
UNH 35.05 5 0.8481 1.3064 4.9244 2.4981
GS 33.80 5 1.0125 1.6159 3.5307 2.1091
MMM 20.98 1.5369 0.9916 0.9079 1.6085
TRV 16.64 0.5003 1.1115 0.8267 0.5104
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Chapter 4

Wikipedia search momentum and stock
returns

4.1 Introduction

A large body of finance literature is concerned with the formation of stock prices, which reflect the

trading activities of both institutional and retail investors. The latter are often thought of as being at an

informational disadvantage, compared to institutional investors, and are seen as noise traders in the way

portrayed by Kyle (1985) or Black (1986). With widespread internet access and the rapid development

of social media, online resources can increasingly be used by retail investors when searching for openly

accessible company and stock market related news and information (for a recent review of the literature

about social media and financial markets see, for example, Bukovina, 2016). Thus, nowadays, retail

investors have far more options to gather such news and information and to build subsequent investment

decisions around online sources (e.g., Chen et al., 2014). Moreover, consistent with noise trader models

and the notion of investor sentiment (for early references, see De Long et al., 1990; Shleifer and Vishny,

1997), not only has it been shown that retail investors trade in concert with other retail investors but

also that return co-movements for stocks with high retail investor concentration cannot be explained

by earnings forecasts and macroeconomic news (e.g., Kumar and Lee, 2006; Barber et al., 2009). As

a result, data from online sources are likely to be valuable for large-scale measurements of collective

investor behavior (e.g., Preis et al., 2013; Moat et al., 2013).

Previous studies have shown that the large-scale analysis of online search and sentiment data can

provide insights into current and future stock market movements. Among these studies are Bollen et al.

(2011), who derive social mood dimensions from Twitter messages. Their results indicate that these

social mood dimensions are linked to changes in stock market prices and that they can be used to improve

predictions of the DJIA. Joseph et al. (2011) find that stock ticker searches on Google forecast abnormal

stock returns and trading volume in a weekly portfolio sorting exercise and relate their results to trading

activities of less sophisticated retail investors. Moreover, Preis et al. (2013) find that changes in the search

volume for financial terms on Google can be linked to broad stock market movements. Closely related

to our paper is a study by Moat et al. (2013), who use changes in Wikipedia page views and page edits

to investigate the relationship between large-scale online information gathering and subsequent stock

market movements. These authors find evidence that Wikipedia searches for broad financial terms can

indeed provide insights into the future development of stock market returns. However, previous studies
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have often relied on low frequencies (e.g., sometimes weekly observations) and are often concerned

with stock market movements, i.e., they analyze stock market indices or financial variables obtained

from these indices (for example, Dimpfl and Jank, 2016, analyze the performance of daily realized stock

market volatility forecasts augmented with Google search data).

We add to previous research in two ways: (i) by testing for and quantifying the statistical information

transfer between Wikipedia searches for individual companies and corresponding daily stock returns and

(ii) by illustrating the economic magnitude of our estimates in a hypothetical trading strategy that is

based on Wikipedia search momentum. We link our findings to the typical notion of sentiment-driven

investor behavior and retail investor trading patterns.

In order to quantify the information flow between the time series of Wikipedia searches and stock

returns, we make use of Shannon transfer entropy. Initially formalized by Schreiber (2000), Shannon

transfer entropy is a nonparametric measure of asymmetric information transfer that is rooted in infor-

mation theory. In contrast to Granger causality (Granger, 1969, and many empirical studies thereafter),

which detects the existence of a statistical information transfer between time series in a linear framework,

Shannon transfer entropy is a model-free measure. Building on relative entropy, or mutual information,

which measures the difference between two probability distributions, it is not restricted to linear time

series dynamics but considers any kind of statistical dependence. On this note, Dimpfl and Peter (2018)

and Behrendt and Schmidt (2019) have recently shown that transfer entropy can potentially reveal ad-

ditional nonlinear dynamics in financial time series after all linear dynamics have been captured by the

standard vector-autoregressive methodology. Assuming stationary Markov processes, Shannon transfer

entropy can be used to quantify the magnitude of the information transfer from one time series to another

and vice versa, allowing to infer on the dominant direction of the statistical information flow and making

it a versatile alternative to approaches such as Granger causality. Moreover, we calculate an effective

transfer entropy measure by applying a simple bias correction to the estimation procedure and provide

basic statistical inference in the transfer entropy setting by bootstrapping the underlying Markov chains

(see also, Dimpfl and Peter, 2013, 2014; Behrendt et al., 2019).

We apply this measure to a large data set of daily Wikipedia searches for individual companies, ob-

tained from hourly access logs to each company’s Wikipedia page, and corresponding stock returns from

the first trading day of 2008 until the last trading day of 2017. Overall, we can measure and test for the

information transfer between these time series for a sample of 447 companies. Subsequently, we identify

Wiki-stocks, i.e., stocks for which the dominant direction of the information transfer points from the

Wikipedia search time series to the return time series. Thus, we present empirical evidence that investor

behavior can be inferred from large-scale company-specific Wikipedia search data for some stocks on a

daily frequency. We find that these Wiki-stocks are neither characterized by extreme returns nor by ab-

normal trading volume, while it seems that these stocks have, on average, a smaller market capitalization.

Thus, other channels, (social) media- or news-related, have to contribute to these stocks being “attention

grabbing” (Barber and Odean, 2008). Although the data do not allow us to distinguish between the types

of potential investors who might use Wikipedia to obtain company-specific information, we hypothesize

that predominantly less sophisticated retail investors use online sources such as Wikipedia. Contrary to

retail investors, institutional investors are likely to have access to other professional and more sophis-

ticated sources of continuously updated news and information that most retail investors are unable or

unwilling to pay for (e.g., data vendors and news providers such as Bloomberg or Thomson Reuters and
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in-house databases). Lastly, there are fewer institutional investors than retail investors. Thus, the majority

of company-specific Wikipedia searches has to reflect the behavior of the latter. Besides, specific online

searches are likely to be more relevant in light of a probable “buy” decision since we can reasonably as-

sume that someone already owning a given stock is already informed about the recent stock performance

and major news releases related to the respective company (see also the general reasoning and extensive

literature review in Joseph et al., 2011).

We provide additional quantification results and design a hypothetical trading strategy based on

Wikipedia search momentum. The performance of portfolios composed of Wiki-stocks under this trading

strategy is compared to the performance of the same portfolios when trading follows a random strategy.

We then show that trading under the simplified assumptions of our hypothetical setting is, on average,

more profitable than a random trading strategy. Thus, we map our transfer entropy estimates to portfolio

returns and further illustrate that Wikipedia search momentum can be linked to future returns. Moreover,

if we switch from a daily to a weekly trading pattern, average portfolio returns increase by several basis

points. Thus, it takes some time for the momentum effect of Wikipedia searches to manifest itself in the

form of higher returns. This finding is in line with the general notion of retail investor trading patterns.

The remainder of the paper is structured as follows: Section 4.2 introduces the Shannon transfer en-

tropy measure. Section 4.3 describes the data used in our empirical analysis, and results are subsequently

discussed in Section 4.4. Next, Section 4.5 outlines and applies the hypothetical trading strategy that

maps our estimation results to portfolio returns. Finally, Section 4.3 offers some concluding remarks.

4.2 Statistical information flows and transfer entropy

We draw upon the concept of Shannon transfer entropy to quantify the information transfer between two

time series. This measure is heavily used in other fields such as information theory and can be adapted to

the analysis of financial time series. As a model-free measure, Shannon transfer entropy is not restricted

to linear dynamics but, instead, it is a general measure that characterizes the randomness of draws from a

specific probability distribution (for a detailed introduction to the topic, see also Bossomaier et al., 2016;

Dehmer et al., 2017).

Let I be a discrete random variable that can take on n distinct values with probability pi, where i

indicates one possible outcome of I. According to Hartley (1928), the gain in information when observing

one specific outcome i is given by log2 (1/pi) for 1 ≤ i ≤ n. Denoting by p(i) the specific probability

mass function (pmf) of I, Shannon (1948) defines a measure of information content as:1

η(i) =− log2 (p(i)) , (4.1)

which is large for small p(i), i.e., accounting for the fact that rare outcomes convey more information.

Since 0 ≤ p(i) ≤ 1, it holds that η(i) ≥ 0. Taking the expectation of the information content over all

1The base of the logarithm does not affect the gain in information but only the unit of measurement. By taking base 2
logarithm, the informational gain is measured in bits. In his original work, Shannon (1948) uses the natural logarithm, which
amounts to information measured in nats. However, interpretation is facilitated by measurement in bits since values of η(i)
equal the optimal average number of yes/no questions one needs to ask in order to infer the outcome of I (see also, Bossomaier
et al., 2016, p. 36).
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possible outcomes i gives the Shannon entropy measure:

HI = E(η(i)) =−∑
i

p(i) · log2 (p(i)) . (4.2)

As an univariate measure for randomness (or uncertainty), Shannon transfer entropy is maximized when

I follows a uniform distribution and becomes smaller, the more dispersed the probability distribution.

Extension of Shannon entropy to the bivariate case is done via the concept of mutual information, which

is based on the Kullback-Leibler divergence (Kullback and Leibler, 1951). The Kullback-Leibler di-

vergence, also called relative entropy, measures the difference between two probability distributions.

Considering two different pmf’s, p(i) and q(i), for the same random variable I (for example, one could

be the empirical pmf and the other a model-induced pmf), the relative entropy is defined as:

DI = ∑
i

p(i) · log2

(
p(i)
q(i)

)
= ∑

i
p(i) [log2(p(i))− log2(q(i))] . (4.3)

Building on relative entropy, mutual information is an informational measure of dependence between two

discrete random variables I and J that accounts for any form of statistical dependence. Let p(i) and p( j)

denote the marginal pmf’s of I and J, respectively, and p(i, j) the joint pmf of both random variables. By

rewriting the relative entropy in Equation (4.3) as the relative entropy between p(i, j) and p(i)p( j), we

obtain the mutual information:

MIJ = ∑
i

∑
j

p(i, j) · log2

(
p(i, j)

p(i)p( j)

)
= ∑

i
∑

j
p(i, j) [log2(p(i, j))− log2(p(i))− log2(p( j))] .

(4.4)

From the non-negativity of the relative entropy follows MIJ ≥ 0, and equality is achieved only for the

case of statistical independence, i.e., p(i, j) = p(i)p( j). Thus, mutual information measures the decrease

in uncertainty compared to the case of statistical independence of I and J. While mutual information

is a symmetric measure, an asymmetric measure is desirable for the quantification of dynamics in the

information transfer within the context of financial time series and our empirical application.

Schreiber (2000) considers transition probabilities in the framework of mutual information to in-

troduce time series dynamics. Now, I and J denote stationary Markov processes of order l and h,

respectively, meaning that, for example, the probability of observing I in state i at time t + 1, con-

ditional on l lags, is given by p(it+1|it , . . . , it−l+1) = p(it+1|it , . . . , it−l). By measuring the deviation

from the generalized Markov property p(it+1|i(l)t , j(h)t ) = p(it+1|i(l)t ), where i(l)t = (it , . . . , it−l+1)
′ and

j(h)t = ( jt , . . . , jt−h+1)
′, Schreiber (2000) proposes to quantify the information transfer from process J to

I as:

TJ→I = ∑
i

∑
j

p(it+1, i
(l)
t , j(h)t ) · log2

(
p(it+1|i(l)t , j(h)t )

p(it+1|i(l)t )

)
. (4.5)

Thus, Shannon transfer entropy, as calculated in Equation (4.5), allows to quantify the informational

gain in predicting the future value of process I when observing not only past values of I but also past

values of J. The information flow from I to J is quantified analogously by calculating TI→J , making it

possible to infer the dominant direction of the information transfer between the two processes by taking
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the difference of TJ→I and TI→J .

The above transfer entropy measure considers discrete random variables. However, most economic

and financial time series are collections of realizations of continuous random variables over time. This

means that the time series have to be discretized before estimating Shannon transfer entropy. Following

Dimpfl and Peter (2013) and the application to return time series in Behrendt et al. (2019), we subse-

quently partition our time series into three bins and use an encoded time series for estimation. A partition

into more bins is possible but requires longer time series. Since we are interested in general tail events,

three bins should suffice for the application we have in mind. By specifying two quantiles, q1 and q2, of

the empirical distribution of the observed time series {xt}T
t=1 beforehand, such an encoded time series

{St}T
t=1 is obtained as follows:

St =


1 for xt ≤ q1

2 for q1 < xt < q2 ∀t.

3 for xt ≥ q2

(4.6)

The encoding replaces each value in {xt}T
t=1 by one of the three integers {1,2,3}, in line with Equa-

tion (4.6). As a robustness test, these quantiles can be varied.

We also calculate an effective transfer entropy measure since Shannon transfer entropy estimates

are likely to be biased upwards due to finite sample effects. Marschinski and Kantz (2002) propose to

calculate a bias corrected transfer entropy through shuffling:

ETJ→I = TJ→I−TJshuffled→I. (4.7)

Here, TJshuffled→I is the Shannon transfer entropy where the time series of process J is shuffled. A shuffled

time series is obtained from the encoded time series of process J by randomly drawing realizations

from it and using these to generate a new time series Jshuffled. By doing so, any statistical dependence

between Jshuffled and I is destroyed, and TJshuffled→I converges to zero with increasing sample size T , while

a nonzero value is an indication of finite sample bias. We calculate the effective transfer entropy for

information flows in both directions by shuffling 100 times and subtracting the mean over all shuffles

from the Shannon transfer entropy that is calculated according to Equation (4.5). Lastly, in order to

provide statistical inference, we follow Horowitz (2003) and bootstrap the underlying Markov processes

I and J. Dimpfl and Peter (2013, 2014) and Behrendt et al. (2019) use this approach and bootstrap I

and J based on the calculated transition probabilities. While the statistical dependencies between I and

J are destroyed, the dynamics of each process are preserved. Thus, a bootstrap sample under the H0 of

independence, i.e., TJ→I = 0 and TI→J = 0, can be obtained and p-values can be calculated.

4.3 Data

To test for and quantify the information transfer between Wikipedia searches and individual-level stock

returns, we combine data from two different sources. On the one hand, stock prices for a broad range

of listed companies. On the other hand, daily count data on Wikipedia searches for each corresponding

company’s Wikipedia page – or, to be more precise, the number of views per Wikipedia page. Stock

information is sourced from the Thomson One database and contains daily closing prices for all con-
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stituents of the S&P 500 and the DJIA that are part of these indices at the end of 2017.2 We compute

daily stock returns for each company’s stock in the usual way as the log-price changes from one trading

day to the next and limit our analysis to those stocks that have full data availability during the entire time

period from January 2, 2008, until December 29, 2017. This leaves us with log-return time series for a

total of 447 stocks with at most 2,505 trading days.

Information about Wikipedia searches is sourced from the official Wikimedia data dump, which

contains hourly access logs to each Wikipedia page for every language the respective page is translated

into (Wikimedia Foundation, 2018c).3 We then aggregate the number of Wikipedia searches per hour

for each company up to the total number of daily Wikipedia searches for that company. Moreover, we

exclude information about Wikipedia searches on weekends from our analysis.4 Since we restrict our

analysis to US stocks, we make sure that trading day and daily Wikipedia searches coincide. Besides,

we also consider Wikipedia searches after trading hours have ended on a given trading day. The intuition

behind this is as follows: We assume that retail investors might still search online for company-specific

information when trading has already been concluded on a given trading day since their occupation

during core working hours may not involve stock trading. In general, investors can still place orders for

the next trading day after markets have closed on the current trading day. Thus, we want to make sure

to capture all company-specific Wikipedia search activities on a given day. This results in 447 matching

time series of daily Wikipedia searches. Note that there is a split in the data set due to a change in

logging-behavior in 2015. From 2015 onward, Wikimedia uses different criteria to count the number of

Wikipedia searches. As a result, two different types of count data are observed: Labeled as page counts

are data for the time period from January 2, 2008, until August 5, 2016, and labeled as page views are

data for the time period from May 1, 2015, until December 29, 2017. We combine the two series and

take page views data wherever possible, resulting in a time series consisting of page counts up until April

30, 2015, and page views thereafter for each company. In order to simplify terminology, we refer to the

number of views per Wikipedia page only as page views in our analysis.

Before elaborating further on the treatment of the page views variable below, the page views time

series should be described in greater detail: For each of the 447 companies, we identify the page-key

that is associated with the respective company’s English Wikipedia page, which might include multiple

pages per component (e.g., given different spelling, treatment of special characters, or the “redirected

from”-section). For example, the Wikipedia page for the company American Express includes page view

data for the keys “American_Express” and “American_Express_Co”, which are both redirected to the

former key. Some other companies have special characters in their keys, leading to two different key ver-

sions. For example, Deere & Company, for which the keys are “Deere_%26_Co.” and “Deere_&_Co.”.

Additionally, if a Wikipedia page is translated into languages other than English and these pages use the

identical page-key, we gather that data into a second page views time series containing all views for that

2In addition, daily trading volume and market capitalization are also obtained. These are used in a subsequent analysis as
discussed below.

3Wikimedia is both host and operator of the Wikipedia encyclopedia (Wikimedia Foundation, 2018d).
4As one might expect, search volume peaks on weekends and induces a clear pattern in the time series of Wikipedia searches.

Thus, in order not to introduce weekend effects into our analysis, we restrict ourselves to Wikipedia searches on regular trading
days. While taking the average value over weekends is possible when considering online investor sentiment scores, this is
not a feasible approach for Wikipedia search volumes. For most weekends, the average taken over search volumes on a given
weekend amounts to a large number that would distort our empirical analysis.
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key. For example, the company 3M has the key “3M” in all languages.5 Accordingly, for each company,

we label the page views series that is constructed from view counts of the English Wikipedia page EN

page views, and the page views series containing view counts across all languages ALL page views.6

As mentioned above, in our raw Wikipedia data, we observe two different types of count data, namely

page counts and page views. While we take page views data wherever possible, we also compare all

observations of the two time series for each company in our sample (EN page counts and page views as

well as ALL page counts and page views) in the overlapping window comprising 463 trading days and

206,961 observations per series across all 447 stocks. Figure 4.1 illustrates the results of this comparison

in the form of two scatter plots for (a) EN page counts and views and (b) ALL page counts and views

across all companies. Most observations lie below the dashed line, indicating that the shift from page

counts to page views slightly reduces the logged amount of Wikipedia traffic. This is more pronounced

for EN page counts and views than for ALL page counts and views and in accordance with the official

description, which states that the switch in the view count variables should remove traffic originating

from bots (for a detailed definition of a page count and a page view, see Wikimedia Foundation, 2018a,b).

Overall, these plots highlight the similarity of both count variables for all observations. The series are

highly correlated with a coefficient of 95% and 94.2%, respectively. Moreover, both plots contain an

additional empirical cumulative distribution function (ECDF) of the difference between page counts and

page views. The ECDFs further illustrate that only about 1% of all observations have more page views

than page counts in the EN page counts and views series and around 46% in the ALL page counts and

views series. Most observations have a difference between page counts and page views series of less than

20 per day with 72.6% in the EN page counts and views series and 65.3% when considering the ALL

page counts and views series. With these results at hand, the approach to take page views data wherever

possible seems to be justified and is unlikely to introduce a significant bias in the empirical analysis.

5On May 16, 2018, the languages in which 3M has a Wikipedia page include Danish, German, English, Spanish, French,
Italian, Dutch, Polish, Russian, and Turkish.

6The entire data set for the ten years consists of roughly 10 TB. In order to handle this amount of data, we filter for the
respective company pages using bash-scripts and the GNU parallel library (for more information, see Tange, 2011).
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Figure 4.1: Comparison of page views and page counts
Both plots depict a scatter plot of page counts and page views in the overlapping time window from 2015-05-01
until 2016-08-05, for (a) EN page counts and views and (b) ALL page counts and views. The axes are log-
scaled, and dashed lines in both plots indicate a correlation of 100%. The solid lines represent the best fit at a
correlation of 95% (EN) and 94.2% (ALL), respectively. Moreover, both plots contain an additional ECDF of
the difference between page counts and page views.

(a) EN page counts and views

(b) ALL page counts and views
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To estimate Shannon transfer entropy, page views are converted from count to continuous data that

is stationary for each time series. Stationarity tests for continuous variables are straightforward to imple-

ment, and there is no loss in information by transforming page views. Denote by grs
it the relative change

in Wikipedia page views for company i, 1 ≤ i ≤ 447, from trading day t− 1 to trading day t, where s

either refers to the EN series or the ALL series. Page views for company i on day t are given by pvs
it . The

change in page views is scaled by the sample mean of the page views series of company i, denoted by

pvs
i . The measure by which the data is scaled does not matter since estimation involves discretizing the

time series into three bins. However, the sample mean is positive for every company, which means that

no observations are lost by scaling with the sample mean. Relative changes in Wikipedia page views for

each company and both EN and ALL page view series are obtained as:

grs
it =

pvs
it − pvs

it−1

pvs
i

. (4.8)

Calculating usual growth rates or log-changes is not feasible in the given case since some companies have

zero page views for some t. All grs
it series are stationary for every company i, according to augmented

Dickey-Fuller tests. For most companies, the series of relative changes in page views are characterized

by excess kurtosis and fat tails. Such a tail behavior indicates that Shannon transfer entropy is likely to

be an appropriate measure for the quantification of the information transfer between page views and log-

returns since it allows to relate the tail observations of these time series. Table 4.1 provides descriptive

statistics for all time series in the data set. Each statistic is pooled over i and t due to the large number of

stocks in the sample.7

Table 4.1: Descriptive statistics
This table summarizes the data used in the empirical analysis. Log-returns and relative changes in Wikipedia
page views are observed for 447 individual-level stocks over a time period of at most 2,505 trading days (from
2008-01-02 until 2017-12-31) for a total of 1,119,722 observations. Shown are the number of observations, the
sample mean, sample standard deviation, minimum and maximum for log-returns, the absolute Wikipedia page
views (pvs), and the relative changes in Wikipedia page views (grs). In every column, the respective descriptive
statistic is calculated by pooling over all i and t. Panel A depicts the descriptive statistics for log-returns, Panel
B for absolute Wikipedia page views, and panel C for relative changes in Wikipedia page views. We distinguish
between EN and All page view series.

Obs. Mean St. Dev. Min Max

Panel A: returns
log-returns 1,119,722 0.000 0.023 -1.030 0.892

Panel B: absolute Wikipedia page views
EN 1,119,722 309.602 1,296.732 0.000 348,188.000
ALL 1,119,722 503.293 2,012.304 0.000 408,077.000

Panel C: relative changes in Wikipedia page views
EN 1,119,722 0.048 2.058 -784.802 783.300
ALL 1,119,722 0.052 2.123 -784.778 783.203

7Detailed descriptive statistics for each company’s time series are available upon request.
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4.4 Empirical results

Two time periods are considered for the estimation of the Shannon transfer entropy measure for each of

the 447 stocks: Firstly, the time period from 2008 to 2017, comprising the whole data set, and, secondly,

the time period from 2010 to 2017, excluding the financial crisis.8 While we vary the quantiles used to

discretize the time series of relative changes in Wikipedia page views and stock returns as a robustness

check, the discussion of the results is limited to the cases where observed time series are discretized

based on the 5%- and 95%-quantiles and where the Markov order is given by l = h = 1.9 Note that the

Markov order is the same for all 447 stocks since the interpretation of results is facilitated by setting l

and h to the same number of lags (Schreiber, 2000). The choice of setting l and h equal to one is guided

by the finding in the literature that return and other financial time series can be adequately modeled with

Markov chains of order one (e.g., Turner et al., 1989; McQueen and Thorley, 1991) and by the aim of

providing a simple but robust specification.

We use transfer entropy plots to illustrate results in Figures 4.2 and 4.3. Here, each dot corresponds

to one effective transfer entropy estimate. These plots depict values of the estimated effective transfer

entropies on the abscissa, and the ordinate axis has three “rows”. The first row, X → Y , corresponds

to the effective transfer entropy estimates measuring the information transfer from relative changes in

Wikipedia page views to individual-level stock returns, whereas the second row, Y → X , corresponds to

the estimated effective transfer entropies measuring the information transfer in the opposite direction.

The last row, Di f f , depicts the difference of the estimates from the first and second row for each stock,

positive values indicating a dominant information transfer from Wikipedia searches to stock returns.

The color of the dots signals statistical significance: Black dots represent estimates that are statistically

significant at the 10% significance level, grey dots represent statistically insignificant estimates. For sig-

nificance in the Di f f row, we require at least one of the estimates in X → Y or Y → X direction to be

statistically significant at the 10% level. Statistical inference is based on samples of 300 bootstrapped

transfer entropies for each of the 447 stocks and direction of information transfer. Figure 4.2 illustrates

Shannon transfer entropy estimates for the time series of relative changes in Wikipedia page views mea-

sured by grALL and the respective return time series, (a) for the time period from 2008 to 2017 and (b)

for the time period from 2010 to 2017. Figure 4.3 depicts similar results for the time series of relative

changes in Wikipedia page views measured by grEN .

As should be clear from Section 4.2, it is not possible to compare the magnitude of estimates across

stocks. However, both the time period considered and the measure of relative changes in Wikipedia page

views affect the estimates for each stock since the magnitude of the estimates varies for each stock across

time periods and measures of Wikipedia searches. This can easily be seen from the transfer entropy plots

by the changes in stock tickers for the largest estimates. The number of stocks with statistically significant

estimates also decreases for the period from 2010 to 2017, indicating that a lot of statistical information

transfer has happened during the crisis years. Moreover, we can group stocks into three categories: (i)

stocks for which the difference of effective transfer entropies is positive and statistically significant,

8Code to implement Shannon and Rényi transfer entropy (Rényi, 1970), including the approaches to calculate effective
transfer entropy measures and to conduct statistical inference, is made available through the R-package RTransferEntropy
(for further information, see Behrendt et al., 2019).

9See Appendix 4.7.1 for results where observed time series are discretized based on 10%- and 90%-quantiles. Results
for different Markov orders are available upon request. It is still possible to identify Wiki-stocks, and overall results remain
unchanged qualitatively.
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(ii) stocks with a statistically insignificant difference, and (iii) stocks with a negative and statistically

significant difference. We refer to the first group of stocks as Wiki-stocks since for this group of stocks

the dominant direction of the information transfer points from the respective Wikipedia time series to

the return time series, implying that excessive online searches tend to precede extreme changes in stock

prices. Most stocks are in group (ii), followed by group (iii), and the least amount of stocks classify as

Wiki-stocks. For example, in Figure 4.2 (a), 219 stocks belong to group (ii), 136 stocks to group (iii),

and 92 stocks to group (i). In Figure 4.2 (b), the numbers of stocks belonging to each group in the same

ordering are 340, 62, and 45.

While only the minority of stocks classify as Wiki-stocks, we can nevertheless identify stocks for

which an increase in company-specific Wikipedia searches is associated with subsequent changes in

returns. Thus, it seems that for some stocks, collective investor behavior can be inferred from Wikipedia

searches, similarly to the finding of Joseph et al. (2011) for company-specific Google searches. In light

of this finding, it would be interesting to know what characterizes these Wiki-stocks. As mentioned

above, it is likely that mostly retail investors use Wikipedia to obtain openly accessible information

about companies. Since retail investors have been shown to trade predominantly in stocks that grab their

attention through extreme one-day returns and high abnormal trading volume (Barber and Odean, 2008)

or stocks with a low market capitalization (e.g., Kumar and Lee, 2006), we use three measures to classify

stocks, namely extreme returns, abnormal trading volume, and market capitalization. Appendix 4.7.2

outlines the calculation of each of these measures in detail, and Tables 4.4 and 4.5 provide results for

the categorization of stocks based on the results illustrated in Figure 4.2. On average, Wiki-stocks do

not seem to be much different from stocks in the other categories when referring to extreme returns

and abnormal trading volume. Although it seems that Wiki-stocks are characterized by a lower market

capitalization than other stocks, this finding is more pronounced for the categorization of stocks based on

transfer entropy estimates for the entire time period from 2008 to 2017. Given that for stocks with a high

market capitalization the majority of shares are usually being held by institutional investors, they should

be priced more efficiently (Boehmer and Kelley, 2009). As a result, these stocks should be less affected

by retail trader activities, and fewer of them classify as Wiki-stocks. Nevertheless, these measures do

not seem to provide a holistic picture. Alternative channels are likely to link retail investor attention

and Wikipedia searches. News and other (social) media sources might lead retail investors to gain first

knowledge about potential companies to invest in, and they subsequently search for further information

online.10

10For example, on this note and regarding the earnings announcements of companies, Drake et al. (2012) show that investors’
online information demand prior to these announcements, as measured in terms of Google searches, is positively associated
with media attention and news.
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Figure 4.2: Shannon transfer entropies q(5,95), grALL series
This figure plots the estimated effective transfer entropies for the entire sample of stocks, (a) from 2008 to 2017
and (b) from 2010 to 2017. 100 shuffles are used in the calculation. X → Y corresponds to the information
transfer from Wikipedia to returns, Y → X to the information transfer from returns to Wikipedia. Di f f depicts
the difference of these estimates for each stock, positive values indicating a dominant information transfer from
Wikipedia to returns. Observations are discretized based on the 5%- and 95%-quantiles and the Markov order
is l = h = 1. Black dots represent estimates that are statistically significant at the 10%-level, grey dots represent
statistically insignificant estimates. Inference is based on 300 bootstrapped transfer entropies for each stock.
The three largest/smallest estimates are highlighted by their corresponding ticker symbols.
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Figure 4.3: Shannon transfer entropies q(5,95), grEN series
This figure plots the estimated effective transfer entropies for the entire sample of stocks, (a) from 2008 to 2017
and (b) from 2010 to 2017. 100 shuffles are used in the calculation. X → Y corresponds to the information
transfer from Wikipedia to returns, Y → X to the information transfer from returns to Wikipedia. Di f f depicts
the difference of these estimates for each stock, positive values indicating a dominant information transfer from
Wikipedia to returns. Observations are discretized based on the 5%- and 95%-quantiles and the Markov order
is l = h = 1. Black dots represent estimates that are statistically significant at the 10%-level, grey dots represent
statistically insignificant estimates. Inference is based on 300 bootstrapped transfer entropies for each stock.
The three largest/smallest estimates are highlighted by their corresponding ticker symbols.
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4.5 A simple application to stock trading

We design a hypothetical trading strategy that maps the above transfer entropy estimates to monetary

values and expresses the findings in terms of average cumulative portfolio returns. This approach follows

Preis et al. (2013) and Moat et al. (2013), who utilize investment strategies to infer collective investor

behavior from online search data. See also the portfolio sorting exercise of Joseph et al. (2011). The

steps are as follows: Firstly, Wiki-stocks are selected from the sample of 447 stocks. These are taken

at random from the results illustrated in Figures 4.2 and 4.3. As a robustness check, transfer entropy

estimates corresponding to a more conservative significance level of 5% are also considered. Secondly,

k unique Wiki-portfolios of size m are constructed. For the stocks in these k portfolios, it is recorded

whether or not the relative change in Wikipedia page views (grEN
it and grALL

it ) for company i, 1≤ i≤ m,

on trading day t is greater than or equal to zero. If this is the case, the stock is bought at the closing

price pt on trading day t, and the position is closed by selling the stock at the closing price pt+1 on

the following trading day. If the relative change in Wikipedia page views is less than zero, the stock

is sold at the closing price pt on trading day t and bought at the closing price pt+1 on the following

trading day. This simple strategy captures Wikipedia search momentum with the intuition that retail

investors considering a “buy” decision search online for company-specific information before placing

orders. Transaction costs are ignored for simplicity, and one opening and one closing transaction per

trading day are allowed. Moreover, the possibility to sell short is taken into account, i.e., the possibility

to sell a stock without owning it. Thus, one share of each stock can be bought and sold on a given

trading day. Thirdly, stock returns are calculated as ln(pt+1)− ln(pt) if a long position is taken and

as ln(pt)− ln(pt+1) if a short position is taken. Daily portfolio returns are then summed up over the

entire trading period to generate overall cumulative portfolio returns. Lastly, average cumulative portfolio

returns are obtained by averaging returns over all k portfolios that are traded.

These returns are compared with the returns that are realized by the same k portfolios of size m but for

which trading is conducted randomly. For stocks in these portfolios, the probability that the respective

stock is bought rather than sold is 50% for each trading day, and the decision is unaffected by past

transactions. Otherwise, computations are equivalent to the procedure outlined above. In the following,

these portfolios are referred to as random-portfolios.

Since the effect of Wikipedia search momentum likely takes time to manifest itself in the form of

average cumulative portfolio returns, i.e., it takes some time for retail investors to place orders after hav-

ing obtained company-specific information online, a variation of the above trading strategy is entertained

where a transaction occurs only on the first trading day of a given week. Thus, a weekly trading pattern

is introduced. Denote by τ the time grid of observations corresponding to the first trading day of a week

(assuming this to be a Monday in every week for notational convenience), i.e., τ = 1,6,11 . . ., then stock

returns are calculated as ln(pτ+5)− ln(pτ) if a long position is taken and as ln(pτ)− ln(pτ+5) if a short

position is taken. In order to use all available information, the type of transaction is now determined by

the average of the daily relative changes in Wikipedia page views during the previous trading week. If

the average relative change in Wikipedia page views is greater than or equal to zero, a long position is

taken and a short position otherwise. This trading strategy has been run several times for each variation

with different draws of stocks and outcomes of the random trading pattern for random-portfolios, and

our results remain robust.

Table 4.2 summarizes the results of this trading strategy. Average cumulative portfolio returns, given
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in basis points, are calculated for the time period from 2008 to 2017 over k = 100 portfolios across

different portfolio sizes m, where m∈ {10,20,30,40,50}, as specified in the first column. The Wikipedia

page views series used in the transfer entropy estimation are denoted by (ALL) and (EN), i.e., grALL and

grEN . Columns two to five refer to portfolios constructed according to the results illustrated in Figure 4.2

(a) and a daily as well as a weekly trading pattern. As stated above, not only the transfer entropy estimates

in Figure 4.2 (a) are considered to construct portfolios (Panel A) but also transfer entropy estimates that

correspond to a significance level of 5% (Panel B). Columns six to nine depict the equivalent results

for portfolios constructed from transfer entropy estimates taken from Figure 4.3 (a). The same exercise

is repeated for the post-crisis period from 2010 until 2017, and results can be found in Table 4.3. Due

to a lower number of Wiki-stocks for this time period, the portfolio size is restricted such that m ∈
{5,10,15,20,25}.

Results are consistent across all portfolio sizes and trading patterns: Average cumulative portfolio

returns of Wiki-portfolios are always higher than returns from random-portfolios. This finding is even

more pronounced if trading is conducted on a weekly basis. In the case of a weekly trading pattern, aver-

age cumulative portfolio returns are even higher for the post-crisis period. Overall, trading on Wikipedia

searches generates moderate economic gains on average and a more extended holding period increases

the returns from Wikipedia search momentum. The assumption that retail investors first obtain some

openly accessible information about the companies they are going to invest in and that they need more

time to place orders than institutional investors can be replicated in the trading strategy. Thus, results

linked to Wikipedia search momentum are in line with the trading patterns of retail investors. However,

we acknowledge that a more careful (i.e., non-random) collection of stocks is likely to improve perfor-

mance considerably. Tables 4.6 and 4.7 in the appendix provide results for the same application of the

above trading strategy to Wiki-stocks that are identified based on the statistically significant transfer en-

tropy estimates illustrated in Figures 4.4 and 4.5 in Appendix 4.7.1. Qualitatively, results do not change

and remain robust also for variations in the quantiles that are used to discretize the observed time series.
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Table 4.2: Average cumulative portfolio returns of Wiki- and random-portfolios in
hypothetical trading strategy (2008 - 2017)
This table summarizes average cumulative portfolio returns (in basis points) of k = 100 Wiki- and random-
portfolios with varying portfolio size m. Wiki- and random-portfolios are constructed based on the results
of the Shannon transfer entropy estimation in Figures 4.2 (a) and 4.3 (a), here denoted by (ALL) and (EN),
respectively. Both a daily and weekly trading pattern is considered. The entire time span from 2008 to 2017 is
used to calculate overall cumulative portfolio returns, which are then averaged across all k portfolios. Panel A
refers to results of portfolios constructed based on the transfer entropy estimates depicted in Figures 4.2 (a) and
4.3 (a). Panel B applies a more conservative significance level of 5% to the transfer entropy estimates on which
portfolio construction is subsequently based.

(ALL) daily (ALL) weekly (EN) daily (EN) weekly

Size Wiki Random Wiki Random Wiki Random Wiki Random

Panel A: transfer entropies at a significance level of 10%
10 2.107 0.165 8.695 0.898 2.152 0.161 8.471 −0.862
20 1.818 −0.010 8.588 0.776 2.040 −0.120 8.462 0.120
30 1.912 0.008 8.426 0.308 1.962 −0.115 8.206 0.314
40 1.897 −0.097 7.921 0.726 1.929 −0.029 8.778 0.248
50 1.888 −0.086 8.099 0.646 1.972 0.022 8.247 −0.122

Panel B: transfer entropies at a significance level of 5%
10 2.069 0.009 8.395 −1.484 2.247 0.320 8.278 1.339
20 2.066 0.030 8.419 0.861 2.265 0.200 9.666 −0.754
30 1.975 0.113 8.256 0.460 2.310 0.041 9.669 0.814
40 1.921 0.060 8.198 0.052 2.355 −0.031 9.839 0.350
50 2.015 −0.002 8.423 −0.369 2.300 0.019 9.641 −0.146
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Table 4.3: Average cumulative portfolio returns of Wiki- and random-portfolios in
hypothetical trading strategy (2010 - 2017)
This table summarizes average cumulative portfolio returns (in basis points) of k = 100 Wiki- and random-
portfolios with varying portfolio size m. Wiki- and random-portfolios are constructed based on the results of
the Shannon transfer entropy estimation in Figures 4.2 (b) and 4.3 (b), here denoted by (ALL) and (EN),
respectively. Both a daily and weekly trading pattern is considered. The time span from 2010 to 2017 is used
to calculate overall cumulative portfolio returns, which are then averaged across all k portfolios. Panel A refers
to results of portfolios constructed based on the transfer entropy estimates depicted in Figures 4.2 (b) and 4.3
(b). Panel B applies a more conservative significance level of 5% to the transfer entropy estimates on which
portfolio construction is subsequently based.

(ALL) daily (ALL) weekly (EN) daily (EN) weekly

Size Wiki Random Wiki Random Wiki Random Wiki Random

Panel A: transfer entropies at a significance level of 10%
5 1.931 0.044 16.187 0.413 1.400 0.051 15.244 −0.769

10 1.797 −0.034 16.412 0.268 1.451 −0.014 15.755 0.756
15 1.842 0.032 17.445 −0.045 1.377 0.055 15.769 0.054
20 1.775 −0.076 17.148 0.792 1.371 −0.083 15.136 −0.242
25 1.914 −0.046 17.686 −0.581 1.458 0.044 15.537 0.321

Panel B: transfer entropies at a significance level of 5%
5 1.873 −0.142 19.014 0.607 1.938 0.242 17.537 3.771

10 1.891 0.071 19.182 1.221 1.628 0.027 16.460 0.227
15 1.947 −0.054 19.408 −0.822 1.662 0.025 16.212 0.415
20 1.923 −0.087 19.502 0.137 1.717 −0.209 16.459 0.209
25 1.948 −0.024 19.409 −0.314 1.677 0.002 16.333 −0.294
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4.6 Conclusion

In this paper, we present empirical evidence that collective investor behavior can be inferred from large-

scale Wikipedia search data for individual-level stocks. Using Shannon transfer entropy, a model-free

measure that considers any kind of statistical dependence between the time series of relative changes

in Wikipedia page views and stock returns, we can infer on the dominant direction of the information

transfer for each company’s stock. It is possible to identify Wiki-stocks, i.e., stocks for which the domi-

nant direction of the information transfer points from Wikipedia searches to returns. While Wiki-stocks

have a lower market capitalization on average, comparing them to the remaining stocks in our sample

based on extreme returns and abnormal trading volume reveals that Wiki-stocks do not differ that much

from these remaining stocks. Thus, there have to be other channels through which Wiki-stocks attract

the attention of potential investors – these are likely to be related to (social) media and news. In order

to express our findings in terms of monetary values, we design a hypothetical trading strategy based on

Wikipedia search momentum that maps our findings to average portfolio returns, and we show that it

takes some time for the momentum effect of Wikipedia searches to manifest itself in the form of higher

returns. This is in line with the overall notion of retail investors’ trading patterns.

Given the increasing data availability, future research should further refine the link between online

search data and data from social media platforms on the one hand and retail investor behavior on the other

hand. This would broaden our understanding of the feedback loops between online sources and financial

market outcomes. Most importantly, this relates to the question of how to classify stocks for which the

statistical information transfer from online searches to stock returns dominates and, ultimately, to the

question what constitutes the driving force behind this online search momentum.
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4.7 Appendices

4.7.1 Transfer entropy plots

Figure 4.4: Shannon transfer entropies q(10,90), grALL series
This figure plots the estimated effective transfer entropies for the entire sample of stocks, (a) from 2008 to 2017
and (b) from 2010 to 2017. 100 shuffles are used in the calculation. X → Y corresponds to the information
transfer from Wikipedia to returns, Y → X to the information transfer from returns to Wikipedia. Di f f depicts
the difference of these estimates for each stock, positive values indicating a dominant information transfer from
Wikipedia to returns. Observations are discretized based on the 10%- and 90%-quantiles and the Markov order
is l = h = 1. Black dots represent estimates that are statistically significant at the 10%-level, grey dots represent
statistically insignificant estimates. Inference is based on 300 bootstrapped transfer entropies for each stock.
The three largest/smallest estimates are highlighted by their corresponding ticker symbols.
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Figure 4.5: Shannon transfer entropies q(10,90), grEN series
This figure plots the estimated effective transfer entropies for the entire sample of stocks, (a) from 2008 to 2017
and (b) from 2010 to 2017. 100 shuffles are used in the calculation. X → Y corresponds to the information
transfer from Wikipedia to returns, Y → X to the information transfer from returns to Wikipedia. Di f f depicts
the difference of these estimates for each stock, positive values indicating a dominant information transfer from
Wikipedia to returns. Observations are discretized based on the 10%- and 90%-quantiles and the Markov order
is l = h = 1. Black dots represent estimates that are statistically significant at the 10%-level, grey dots represent
statistically insignificant estimates. Inference is based on 300 bootstrapped transfer entropies for each stock.
The three largest/smallest estimates are highlighted by their corresponding ticker symbols.
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4.7.2 Stock characteristics

In order to describe the characteristics of the different stocks, they are divided into three groups according

to the transfer entropy estimation in Section 4.4. The first group is comprised of stocks for which the

difference of effective transfer entropies is positive and statistically significant (+), the second group

consists of stocks with a statistically insignificant difference (0), and the third group of stocks with a

negative and statistically significant difference (−). Three measures are used to characterize stocks (e.g.,

Kumar and Lee, 2006; Barber and Odean, 2008), namely extreme returns, abnormal trading volume, and

market capitalization. For each stock i and trading day t, the log-return is standardized by the respective

stock’s return standard deviation in a given year. Thus, by accounting for yearly changes in volatility,

standardized log-returns R∗it are obtained. Since extreme returns are of interest, only the 5%- and 95%-

quantile of each stock’s standardized return distribution are considered. Abnormal trading volume for

each stock i and trading day t, AVit , is calculated as in Barber and Odean (2008):

AVit =
Vit

Vit
, (4.9)

where Vit denotes the daily trading volume of stock i and Vit the average trading volume for stock i in a

given year. Again, only the 95%-quantile of each stock’s abnormal trading volume distribution is con-

sidered. Besides the standardization based on yearly standard deviations or average trading volume, a

standardization based on monthly values is also applied. Moreover, for each stock i, the average mar-

ket capitalization during the given time period, market capi, is calculated. Tables 4.4 and 4.5 provide

results where, for each of the three groups of stocks, the average is calculated across stocks. Thus, sub-

scripts are dropped, and R∗L and R∗U denote the average 5%- and 95%-quantile of the standardized return

distributions, respectively.
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Table 4.4: Stock characteristics, grALL series (2008 - 2017)
This table illustrates average values of R∗L, R∗U , AV , and market cap for three groups of stocks: (i) stocks for
which the difference of effective transfer entropies is positive and statistically significant (+), (ii) stocks with
a statistically insignificant difference (0), and (iii) stocks with a negative and statistically significant difference
(−). Additionally, standard deviations are given in parentheses for R∗L, R∗U , and AV . Panel A contains results
for a standardization on a yearly basis and Panel B for a standardization on a monthly basis as described in
Appendix 4.7.2. Panel C contains market cap, given in millions of USD, and the number N of stocks in each
group. Shannon transfer entropy estimates are taken from Figure 4.2 (a). Thus, relative changes in Wikipedia
page views are measured by grALL for the time period from 2008 to 2017.

+ 0 −

Mean St. Dev. Mean St. Dev. Mean St. Dev.

Panel A: standardization on a yearly basis
R∗L -1.5549 (0.0689) -1.5358 (0.0796) -1.5490 (0.0741)
R∗U 1.5833 (0.0606) 1.5627 (0.0699) 1.5759 (0.0650)
AV 1.8690 (0.1047) 1.8716 (0.1023) 1.8750 (0.0992)

Panel B: standardization on a monthly basis
R∗L -1.5914 (0.0482) -1.5937 (0.0491) -1.5887 (0.0509)
R∗U 1.6858 (0.0377) 1.6768 (0.0444) 1.6839 (0.0408)
AV 1.7022 (0.0932) 1.7025 (0.0849) 1.6999 (0.0819)

Panel C: market capitalization and number of estimates
market cap 23,850 34,711 25,637
N 92 219 136
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Table 4.5: Stock characteristics, grALL series (2010 - 2017)
This table illustrates average values of R∗L, R∗U , AV , and market cap for three groups of stocks: (i) stocks for
which the difference of effective transfer entropies is positive and statistically significant (+), (ii) stocks with
a statistically insignificant difference (0), and (iii) stocks with a negative and statistically significant difference
(−). Additionally, standard deviations are given in parentheses for R∗L, R∗U , and AV . Panel A contains results
for a standardization on a yearly basis and Panel B for a standardization on a monthly basis as described in
Appendix 4.7.2. Panel C contains market cap, given in millions of USD, and the number N of stocks in each
group. Shannon transfer entropy estimates are taken from Figure 4.2 (b). Thus, relative changes in Wikipedia
page views are measured by grALL for the time period from 2010 to 2017.

+ 0 −

Mean St. Dev. Mean St. Dev. Mean St. Dev.

Panel A: standardization on a yearly basis
R∗L -1.5486 (0.0637) -1.5308 (0.0842) -1.5071 (0.0891)
R∗U 1.5924 (0.0626) 1.5695 (0.0779) 1.5516 (0.0773)
AV 1.8232 (0.0973) 1.8643 (0.1053) 1.8863 (0.1112)

Panel B: standardization on a monthly basis
R∗L -1.5827 (0.0487) -1.5928 (0.0570) -1.5784 (0.0445)
R∗U 1.6926 (0.0501) 1.6814 (0.0496) 1.6882 (0.0408)
AV 1.6872 (0.0805) 1.7152 (0.0844) 1.7274 (0.0966)

Panel C: market capitalization and number of estimates
market cap 31,105 31,786 34,842
N 45 340 62
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4.7.3 Trading strategy

Table 4.6: Average cumulative portfolio returns of Wiki- and random-portfolios in
hypothetical trading strategy (2008 - 2017)
This table summarizes average cumulative portfolio returns (in basis points) of k = 100 Wiki- and random-
portfolios with varying portfolio size m. Wiki- and random-portfolios are constructed based on the results
of the Shannon transfer entropy estimation in Figures 4.4 (a) and 4.5 (a), here denoted by (ALL) and (EN),
respectively. Both a daily and weekly trading pattern is considered. The entire time span from 2008 to 2017 is
used to calculate overall cumulative portfolio returns, which are then averaged across all k portfolios. Panel A
refers to results of portfolios constructed based on the transfer entropy estimates depicted in Figures 4.4 (a) and
4.5 (a). Panel B applies a more conservative significance level of 5% to the transfer entropy estimates on which
portfolio construction is subsequently based.

(ALL) daily (ALL) weekly (EN) daily (EN) weekly

Size Wiki Random Wiki Random Wiki Random Wiki Random

Panel A: transfer entropies at a significance level of 10%
10 1.728 −0.042 10.184 −1.272 1.778 −0.143 9.671 −1.924
20 1.758 0.159 9.693 −1.198 1.867 −0.082 9.919 −0.109
30 1.767 0.205 10.519 −0.047 1.885 −0.009 10.054 0.275
40 1.885 0.037 10.183 −0.098 1.845 0.121 9.814 −0.525
50 1.770 −0.016 10.467 0.377 1.801 0.044 10.448 0.343

Panel B: transfer entropies at a significance level of 5%
10 1.856 −0.212 10.300 1.214 1.867 0.156 10.506 0.233
20 1.946 0.065 9.996 0.096 2.036 0.109 10.776 −0.650
30 1.834 0.141 9.773 0.402 1.974 −0.026 10.449 0.138
40 1.899 0.095 9.924 0.222 1.928 0.049 11.116 −0.874
50 1.813 0.047 9.909 −0.235 2.048 0.000 10.655 −0.144
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Table 4.7: Average cumulative portfolio returns of Wiki- and random-portfolios in
hypothetical trading strategy (2010 - 2017)
This table summarizes average cumulative portfolio returns (in basis points) of k = 100 Wiki- and random-
portfolios with varying portfolio size m. Wiki- and random-portfolios are constructed based on the results of
the Shannon transfer entropy estimation in Figures 4.4 (b) and 4.5 (b), here denoted by (ALL) and (EN),
respectively. Both a daily and weekly trading pattern is considered. The time span from 2010 to 2017 is used
to calculate overall cumulative portfolio returns, which are then averaged across all k portfolios. Panel A refers
to results of portfolios constructed based on the transfer entropy estimates depicted in Figures 4.4 (b) and 4.5
(b). Panel B applies a more conservative significance level of 5% to the transfer entropy estimates on which
portfolio construction is subsequently based.

(ALL) daily (ALL) weekly (EN) daily (EN) weekly

Size Wiki Random Wiki Random Wiki Random Wiki Random

Panel A: transfer entropies at a significance level of 10%
5 1.893 0.237 12.656 0.823 2.746 0.190 14.668 1.198

10 1.716 0.083 14.597 −0.513 2.872 −0.050 16.306 −1.009
15 1.967 −0.069 14.206 1.009 2.812 −0.094 16.075 0.863
20 1.763 −0.033 14.462 −0.210 2.656 0.009 14.926 −0.111
25 1.895 −0.023 14.507 −0.190 2.770 0.014 16.002 0.373

Panel B: transfer entropies at a significance level of 5%
5 1.981 0.119 16.293 2.147 3.328 0.148 16.521 1.392

10 2.376 0.074 16.972 −0.352 3.329 0.124 16.644 −0.458
15 2.289 −0.091 16.185 0.773 3.463 −0.014 17.595 0.654
20 2.228 −0.001 16.509 0.457 3.349 0.007 16.514 −0.026
25 2.278 −0.078 16.017 0.276 3.261 −0.050 16.298 −0.258
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Chapter 5

A note on adaptive group Lasso for
structural break time series

5.1 Introduction

The phenomenon of nonstationarity is a commonly encountered problem in time series analysis since

most endeavors of model building and prediction depend on some form of stationarity assumption. In

the case where nonstationarity in a time series is induced by structural breaks in the underlying data

generating process, one particularly appealing approach to account for the presence of structural breaks is

by relying on locally stationary models. Such models partition the nonstationary time series into adjacent

stationary segments and entertain a parsimonious model in each of those segments. However, the number

and timing of structural breaks, or change-points, are usually unknown to the researcher. As a result, the

effective detection of change-points has drawn a considerable amount of attention in the literature (for

comprehensive surveys on change-point detection in time series models, see Perron, 2006; Aue and

Horváth, 2013; Niu et al., 2015).

More recently, the problem of estimating the unknown number of change-points in a given time

series has increasingly been formulated in a variable selection context. For example, Harchaoui and

Lévy-Leduc (2010) consistently estimate the timing of change-points for piecewise constant processes

superimposed with white noise. Ciuperca (2014) adopts the Lasso and adaptive Lasso for linear regres-

sion models with change-points and Shen et al. (2014) additionally post-select active change-points after

estimating adaptive Lasso for linear models including a time trend. In a similar manner, Jin et al. (2016)

design a two-step procedure based on Lasso to detect multiple change-points in linear models, also aug-

menting the procedure with a refinement to obtain a sharper distinction between active and non-active

change-points.

Based on the fact that AR processes are, in many cases, adequate representations of univariate sta-

tionary time series, SBAR processes are of particular interest in a variety of applications. To this end,

Davis et al. (2006) apply the minimum description length (MDL) principle to find the best segmentation

for SBAR processes. The authors optimize their objective function via a genetic algorithm and prove

almost sure convergence of their estimators for the change-points’ timing. Angelosante and Giannakis

(2012) introduce a convex regularization approach to estimate SBAR models, which is solved using

group Lasso. Turning to different penalties, Jin et al. (2013) show that the smoothly clipped absolute

deviation penalty and the minimax concave penalty yield consistent estimators of the number, location,
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and lag length of the different segments of SBAR processes. Relying on somewhat restrictive assump-

tions, Qian and Su (2016) find that group fused Lasso estimators can correctly determine the unknown

number of change-points and consistently estimate their timing. Considering the above approaches, the

procedure of Chan et al. (2014) may be regarded as the state-of-the-art solution to the change-point es-

timation problem in the context of SBAR processes. They prove that the number of change-points and

their unknown timing can be efficiently estimated using a two-step procedure: Firstly, group Lasso is em-

ployed to reduce the dimensionality of the model selection problem. This yields a selection of estimated

change-points that includes all true change-points. Secondly, an backward elimination algorithm (BEA)

is applied to eliminate non-active change-points. In simulation experiments, Chan et al. (2014) show that

their proposed two-step procedure outperforms the one by Davis et al. (2006).

In this paper, we add to the existing literature by using adaptive group Lasso to estimate the un-

known number and timing of change-points in SBAR processes. For this estimator, we prove parameter

estimation consistency, model selection consistency, and asymptotic normality (also referred to as ora-

cle properties). Entertaining adaptive group Lasso in the same simulation experiments as in Chan et al.

(2014) reveals that the two-step procedure of these authors selects the true number of change-points

slightly more efficiently than adaptive group Lasso. However, adaptive group Lasso achieves consistent

change-point selection for multiple change-points, which is in line with our theoretical results. More-

over, in some aspects, its performance is comparable to the one of the two-step procedure of Chan et al.

(2014) and generally on par with the approach of Davis et al. (2006). Given that adaptive group Lasso is

straightforward to implement in practice, it provides a convenient way to achieve consistent change-point

selection in related applications.

The remainder of the paper is organized as follows: Section 5.2 outlines the (adaptive) group Lasso

estimation procedure and presents our main theoretical results. Section 5.3 describes the simulation stud-

ies, their results, and provides some notes on the practical implementation of the adaptive group Lasso

procedure for change-point estimation. In Section 5.4, we compare the forecasting performance of both

procedures in an empirical application to realized variance dynamics. We conclude in Section 5.5. Proofs

are relegated to Appendix 5.7.

5.2 Change-point estimation

5.2.1 First step group Lasso estimate

Given that many stationary time series can be adequately modeled as realizations from an AR process,

we consider the case of a locally stationary AR process with (multiple) structural breaks. To be more

precise, the (m+1)-regime SBAR model is given by:

Yt =
m+1

∑
j=1

[
β′jYt−1 +σ(Yt−1, . . . ,Yt−q)εt

]
1{t j−1 ≤ t < t j}, t = 1,2, . . . ,n, (5.1)

where Yt−1 = (1,Yt−1, . . . ,Yt−p)
′, β j = (β j0,β j1, . . . ,β jp)

′ ∈ Rp+1, for j = 1, . . . ,m+ 1, 1 = t0 < t1 <

· · ·< tm+1 = n+1, and σ(·) denotes a measurable function on Rq. Let the change-points be indicated by

{t1, . . . , tm}, i.e., at time t j the parameter β j changes to β j+1. In any case, the number of change-points m

and the order of the AR process p are positive integers. Moreover, the errors {εt} are assumed to be white

noise with zero mean and unit variance. Note that our specification of σ(·) allows for the possibility of
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conditionally heteroscedastic errors along the lines of models initially proposed by Engle (1982).

We can now rewrite the SBAR model in Equation (5.1) as a high dimensional regression model. To

this end, we introduce the following notation: Let Y 0
n = (Y1,Y2, . . . ,Yn)

′, η(n) = (σ1ε1,σ2ε2, . . . ,σnεn)
′,

σt = σ(Yt−1, . . . ,Yt−q), andXn is an (n×np) matrix given by:

Xn =



Y ′0 0 0 . . . 0

Y ′1 Y ′1 0 . . . 0

Y ′2 Y ′2 Y ′2 . . . 0
...

Y ′n−1 Y ′n−1 Y ′n−1 . . . Y ′n−1


, (5.2)

where Y ′k = (Yk,Yk−1, . . . ,Yk−p+1). θ(n) = (θ1,θ2, . . . ,θn)
′ denotes the vector of parameter changes at

each point in time. We set θ1 = β1 for the first parameter and subsequently define

θi =

β j+1−β j, when i = t j and t j is a change-point,

0, otherwise,
(5.3)

for i = 2, . . . ,n. Throughout this paper, we adopt the convention that θ = 0 indicates all elements of θ

equal zero and, on the other hand, θ 6= 0 means that θ has at least one nonzero entry. The SBAR model

in Equation (5.1) can then be expressed as:

Y 0
n =Xnθ(n)+η(n). (5.4)

Looking for a sparse solution to this high dimensional regression model, Chan et al. (2014) propose to

estimate θ(n) using a group Lasso estimation following Yuan and Lin (2006). They employ the following

estimator:

θ̂(n) = argmin
θ(n)

1
n
‖Y 0

n −Xnθ(n)‖2 +λn

n

∑
i=1
‖θi‖, (5.5)

where λn is a tuning parameter and ‖ · ‖ denotes the Euclidean norm. If θ̂i 6= 0 for an i ≥ 2, there

is a change in the underlying AR parameter group β̂i, and the m change-points can be estimated by

identifying the nonzero groups of coefficient changes θ̂i. We denote the set of estimated change-points

by:

An =
{

i≥ 2 : θ̂i 6= 0
}
. (5.6)

Let |An| be the cardinality of the set and, accordingly, m̂ = |An| is the estimated number of change-points

with t̂ j being the jth estimated change-point in the set. Given the preceding setup, the AR parameters in

the (m+1) segments can then be estimated by:

β̂1 = θ̂1 and β̂j =
t̂ j

∑
i=1
θ̂i, j = 1, . . . , m̂. (5.7)

Chan et al. (2014) proceed to show that (i) the group Lasso estimates of these AR parameters are con-

sistent in terms of prediction error and (ii) the estimates of the change-points in An, obtained from their

two-step procedure, are consistent with a nearly optimal convergence rate when ε1 has moments of all

orders. Their two-step procedure, which includes an exhaustive search over the set An to eliminate su-
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perfluous change-point candidates, is an efficient way to select change-points when m is unknown and

potentially large. Our second step differs from the approach of Chan et al. (2014) in that we draw upon

the adaptive group Lasso in the spirit of Zou (2006) to eliminate inactive change-point candidates.

In order to motivate our theoretical results for the adaptive group Lasso approach to change-point

estimation, we first briefly summarize the relevant results from Chan et al. (2014). In the following, we

denote true values with a “0” superscript. Moreover, we let
{

t0
j , j = 1, . . . ,m0

}
denote the true change-

points,
{

τ0
j , j = 1, . . . ,m0

}
the true break fractions, and β0

j the true AR parameter vector in segment

j ∈ {1, . . . ,m0 +1}. To simplify our exposition, we assume that all β0
i have dimension p with p being

fixed. The asymptotic results for the (adaptive) group Lasso procedure rest on three assumptions that

have to be imposed:

H1: {εt} is a white-noise sequence with unit variance and E|ε1|4+δ < ∞ for some δ > 0.

H2: The process Yt = β
0′
j Yt−1 +σ(Yt−1, ...,Yt−q)εt , t = t j−1 +1, ..., t j, is a β -mixing stationary process

with a geometric rate and E|Yt |4+δ < ∞. Moreover, it has to hold that min1≤ j≤m0+1 ||β0
j −β0

j−1||>
ν for some ν > 0 and m0 is the true number of break points.

H3: min1≤ j≤m0+1 |t0
j − t0

j−1|/(nγn)→ ∞ for some γn → 0 with m2
0n(log2 n)1+ δ

2

(nγn)
2+ δ

2
→ 0 and γn/λn → ∞ as

n→ ∞, where {λn} is the regularization parameter sequence in Equation (5.5).

While H1 entails weak regularity assumptions needed for standard asymptotic theory, H2 is generally

satisfied if for each j ≥ 1 it holds that σ(x1, . . . ,xq)≤ α j0 +∑
q
i=1 α ji|xi| for some nonnegative constants{

α j0, . . . ,α jq
}

and ∑
p
i=1 |β ji|+E(ε4

1 )
1/4

∑
q
i=1 α ji < 1 (see, for example, Bardet and Wintenberger, 2009).

The inequality min1≤ j≤m0+1 ||β0
j −β0

j−1||> ν , stated in H2, is a straightforward condition ensuring that

a break occurs at t0
j . The last assumption, H3, imposes a condition on the growth rate of the segment

size in relation to the tuning parameter λn, allowing the segment size for each regime to grow at a rate

of nγn, which is slower than n. Thus, the true number of change-points m0 is allowed to tend to infinity.

It is important to note that γn is not a tuning parameter used in the optimization of Equation (5.5), but is

corresponding to the assumption about the distances between adjacent change-points.

Denoting by the tuple (θ0(n),θ0
j ) the true value of (θ(n),θ j), Chan et al. (2014) derive the consis-

tency of the AR parameters in terms of prediction error (Theorem 2.1. in their original paper).

Theorem 1. If Assumptions H1 and H2 hold and if λn = 2pc0
√

logn/n for some c0 > 0 and m0 ≤ mn

for some mn = o(λn
−1), then with some C > 0 and probability greater than 1−C/(c2

0 logn)1+δ/2,

1
n
‖Xn(θ̂(n)−θ0(n))‖2 ≤ 4pc0mnMβ

√
logn/n,

where Mβ = max j ‖β 0
j −β 0

j−1‖.

In the case that the number of change-points is unknown, it can be shown that group Lasso gener-

ally overestimates the true number of change-points, albeit identifying each true change-point within an

nγn-neighborhood. Denote by A =
{

t0
1 , . . . , t

0
m0

}
the set of true change-points and define the Hausdorff

distance between two sets A and B as in Boysen et al. (2009) by:

dH(A,B) = max
b∈B

min
a∈A
|b−a|, (5.8)
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where dH(A, /0) = dH(B, /0) = 1, and /0 is the empty set. We obtain the result of Chan et al. (2014) con-

cerning the overestimation of true change-points (Theorem 2.3. in their original paper).

Theorem 2. If Assumptions H1, H2, and H3 hold, then as n→ ∞,

P{|An| ≥ m0}→ 1,

and

P{dH(An,A )≤ nγn}→ 1,

where γn is given in H3.

For proofs of Theorem 1 and Theorem 2, the interested reader is referred to the supplementary mate-

rial of Chan et al. (2014). Given that the number of change-points estimated by group Lasso is generally

larger than the true number of change-points, the set An needs to be purged of superfluous change-point

candidates.

5.2.2 Second step adaptive group Lasso estimate

Building on the adaptive Lasso idea proposed by Zou (2006), the adaptive group Lasso of Wang and Leng

(2008) assigns weights to penalize grouped coefficients differently. The weights are data-dependent and

help to distinguish between truly zero and truly nonzero coefficients, aiming to achieve simultaneous

parameter estimation and model selection consistency. While Zou (2006) and Wang and Leng (2008)

describe settings where least squares estimators are available, we follow Wei and Huang (2010) and

Horowitz and Huang (2013) by determining our weights based on the group Lasso estimation above.

Note that least squares estimation is not a feasible alternative for the application we are considering here

since the number of regressors (i.e., change-point candidates) equals the number of observations and

thus the least squares solution is not unique.1 Consequently, we first eliminate all columns of the design

matrix corresponding to coefficients set to zero in the first step group Lasso estimation. The immediate

advantage of this approach is that we substantially reduce the complexity of the change-point problem

for the second step. Another important requirement for this approach is that consistent group-specific

weights are chosen. This means that the first step estimator must be parameter estimation consistent. In

our case, Theorem 1 only shows that group Lasso is consistent in terms of prediction error. However, if

we re-estimate the model using (post-Lasso) least squares for the reduced number of breakpoint candi-

dates, we can benefit from improved convergence rates and unbiasedness of the least squares estimator

(Belloni and Chernozhukov, 2013). We denote the post-Lasso estimator with a P superscript. The post-

lasso estimates are used to construct weights for active change-points, i.e., groups in which at least one

coefficient is determined to be nonzero, by taking the inverse Euclidean distance as the group weight to

distinguish between substantial change-points and superfluous ones.

Properties of the adaptive group Lasso estimator crucially hinge on the first step group Lasso es-

timates. Only if the dimensionality of the estimation problem is sufficiently reduced in the first step,

1A further alternative to be considered is ridge regression. However, in this case, we obtain a solution for which all coefficient
changes remain non-zero, independent of the value taken by the tuning parameter. Thus, ridge regression does not eliminate
inactive change-point candidates to construct a second step design matrix with reduced column rank.
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can we obtain a simultaneously parameter estimation and model selection consistent estimator. Chan

et al. (2014) suggest using the group-LARS algorithm in the spirit of Yuan and Lin (2006) and Bleak-

ley and Vert (2011) for the first step group Lasso estimation. This algorithm requires a user-specified

maximum number of change-points K from n change-point candidates and determines exactly |An|= K

nonzero groups in the first step estimation.2 Setting a maximum number of change-points, in a strict

sense, violates Assumption H3 in which the true number of change-points m0 is allowed to tend to infin-

ity. However, K is a function of n and should be adjusted by the user when the time series are very long.

Still, the growth rate of m0 is slow and guarantees conventional infill asymptotics for our truly nonzero

parameter changes. Considering these aspects, we analyze the properties of our proposed adaptive group

Lasso estimator for a diverging number of true change-points. Hence, we allow for the double asymptotic

scenario where the model complexity changes with the sample size (Nardi and Rinaldo, 2008; Zou and

Zhang, 2009; Zhang and Xiang, 2016). This means that the following convergence statements are always

given with respect to a parameter vector with infinite dimension, but where many of the entries are zero.

Consequently, the dimensions of vectors and matrices in this section are functions of n. However, in the

following exposition, we suppress this dependence on n to simplify our notation.

Eliminating the columns from the design matrix, which correspond to the indices of nonzero groups

obtained from the initial group Lasso estimation, results in the (n×K p) reduced design matrix XS.

Chan et al. (2014) prove that the set of estimated change-points in the first step includes the true change-

points with probability tending to one, and H3 ensures that the segments between breaks are sufficiently

large. According to Theorem 2, we might still obtain superfluous change-points in the nγn-neighborhood

of each true change-point. We employ a group-LARS algorithm in the first step, imposing a minimum

distance between change-points, which should be determined as a function of the sample size. This

allows us to re-estimate the model with least squares and allows us to assume that all eigenvalues ofCS =

X ′SXS/n are contained in the interval [c∗,c∗], where c∗ and c∗ are two positive constants. Consequently,

we can rely on a restricted eigenvalue assumption similar to Bickel et al. (2009) for the second step

estimation. Taking these considerations into account, we minimize the following objective function with

respect to the (K p×1) vector θS:

Q(θS) =
1
n
‖Y 0

n −XSθS‖2 +λS,n

K

∑
i=1
‖θ̂P

S,i‖−γ‖θS,i‖, (5.9)

where γ > 0. Moreover, λS,n and θ̂P
S,i, i = 1, . . . ,K, denote the second step tuning parameter and the post-

Lasso first step estimators, respectively. We denote the estimator minimizing Q(θS) with θ̃S and the true

parameter vector with θ0
S . Eliminating columns from the initial design matrix requires a mapping of our

second step indices to recover the original indices. We use the mapping g : N→ N, i 7→ g(i) = ti for

this purpose and define A ∗ to be the index set which contains elements corresponding to truly nonzero

parameter changes. In the following, we state estimation consistency, model selection consistency, and

asymptotic normality of the adaptive group Lasso estimator.

Theorem 3. If Assumptions H1, H2, and H3 hold, λS,n

(
n3

logn

) 1
4 → 0, λ 2

S,nnγ → ∞ and γ > 0, then we

have

(a) Consistency: ‖θ̃S−θ0
S‖= Op(n−1/2),

2See also the supplementary material of Chan et al. (2014), Section 2 “Computational algorithms”, for a detailed description
of the algorithm.
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(b) Model Selection: P
(
g({ j : ‖θ̃ j‖ 6= 0}) = A

)
→ 1,

(c) Distribution:
√

nVnS−1
n φ ′(θ̃S,A ∗ − θ 0

S,A ∗)⇒N (0,1), where the quantities Vn and Sn are defined in

the proof and φ is any (m0×1) vector satisfying ‖φ‖= 1.

The proof of Theorem 3 is relegated to the appendix.

Remark 1. Part (a) of Theorem 3 gives the estimator’s convergence rate for truly nonzero coefficients.

It is the same rate that the least squares estimator would have in fixed change-point settings. Part (b)

tells us that the exact number of change-points can be estimated from the data as the number of nonzero

coefficients in θ̃S. Part (c) shows that all components of our estimator corresponding to truly nonzero

parameter changes are asymptotically normally distributed. Selecting, for example, any unit vector for φ

shows the asymptotic normality for individual components. Together, these results imply that the adaptive

group Lasso has oracle properties (as defined in Fan and Li, 2001) in change-point settings under the

assumptions imposed by Chan et al. (2014).

Remark 2. The tuning parameter λS,n is chosen independently from the first step tuning parameter λn.

Since the number of coefficients in the second step model is is greatly reduced (imposing a maximum

number of change-points), we suggest using an information criterion such as the Bayesian information

criterion (BIC) or the MDL-based IC employed by Chan et al. (2014) to determine the optimal value

of λS,n. To satisfy both conditions on λS,n, it is necessary to choose γ such that nγ−3/2→ ∞ for n→ ∞,

which holds if γ > 1.5.
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5.3 Simulation results

This section presents the results of Monte Carlo experiments that demonstrate the performance of the

adaptive group Lasso estimator relative to the two-step backward elimination algorithm outlined in Chan

et al. (2014). The designs of our experiments are identical to those described in Section 3 of Chan et al.

(2014), which in turn are motivated by simulation results reported in Davis et al. (2006).

Firstly, we consider a data-generating process (DGP I) with two change-points located at break frac-

tions 0.5 and 0.75. The parameterization is given by:

Yt =


0.9Yt−1 + εt , if t ≤ t1,

1.69Yt−1−0.81Yt−2 + εt , if t1 < t ≤ t2,

1.32Yt−1−0.81Yt−2 + εt , if t > t2,

(5.10)

where εt ∼ N (0,1). For our simulations, we draw 1,000 replications from the DGP and report our

results in Table 5.1. We consider different sample sizes ranging from n = 1,024 to n = 8,192. The

group-LARS algorithm is employed for the first step, where the maximum number of change-points is

limited to K = 10. Using the adaptive group Lasso to simultaneously determine the number of change-

points and the magnitude of parameter changes requires a careful selection of the second step tuning

parameter. Consequently, our results are sensitive to the chosen tuning rule. We report results for both

BIC and MDL-based IC (for a detailed discussion of MDL and MDL-based ICs, see Davis et al., 2006;

Chan et al., 2014), and it is apparent that the latter provides slightly better results in our context. We

observe that the two-step procedure of Chan et al. (2014) selects the number of change-points slightly

more efficiently than adaptive group Lasso. However, adaptive group Lasso performs comparably to the

MDL-approach of Davis et al. (2006) when we use an MDL-based IC in the selection of the second step

tuning parameter. In those cases where the exact number of change-points is not correctly determined,

we exclusively find that change-points are over-selected. This means that the adaptive group Lasso does

not falsely eliminate active change-point candidates. Nevertheless, by successively increasing the sample

size, we obtain simulation evidence supporting our theoretical result that adaptive group Lasso achieves

consistent model selection for multiple change-points. Under the condition that the number of change-

points is correctly determined, we consistently estimate the timing of all change-points. The average

Hausdorff distance expressed as a percentage of sample size decreases with n and is slightly smaller than

the distance reported for the backward elimination algorithm. It seems that the backward elimination

algorithm picks up the true number of change-points but at the cost of selecting wrong change-point

candidates in some extreme cases. Notably, the first break fraction does not seem to converge to its true

value of 0.5. The properties of estimated parameter changes largely depend on the correct timing of

change-points. If the correct number of change-points and their timing are found, the backward elimina-

tion algorithm essentially determines the estimated parameters by OLS. As expected, the adaptive group

Lasso, having oracle properties, conforms to the convergence rate of
√

n.

Secondly, we draw from a piecewise stationary autoregressive process where the first segment is

short. Its only change-point is located at break fraction 0.0498. DGP II is given by:
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Yt =

0.75Yt−1 + εt , if t ≤ t1,

−0.5Yt−1 + εt , if t > t1,
(5.11)

where εt ∼N (0,1). Again, we draw 1,000 replications from model (5.11) for the same sample sizes as

before. The results are reported in Table 5.2 and reveal that the adaptive group Lasso maintains excellent

properties if the structural break is near the boundary. The performance of the adaptive group Lasso

estimator is almost identical to the benchmark backward elimination algorithm.

Finally, we consider long time series with a large number of change-points. For this matter, we

specify the following piecewise stationary process (DGP III) with eight change-points:

Yt =



0.9Yt−1 + εt , if t ≤ t1,

1.69Yt−1−0.81Yt−2 + εt , if t1 < t ≤ t2,

1.32Yt−1−0.81Yt−2 + εt , if t2 < t ≤ t3,

0.7Yt−1−0.2Yt−2 + εt , if t3 < t ≤ t4,

0.1Yt−1−0.3Yt−2 + εt , if t4 < t ≤ t5,

0.9Yt−1 + εt , if t5 < t ≤ t6,

1.32Yt−1−0.81Yt−2 + εt , if t6 < t ≤ t7,

0.25Yt−1 + εt , if t7 < t ≤ t8,

−0.5Yt−1 +0.1Yt−2εt , if t > t8,

(5.12)

where εt ∼ N (0,1). We consider three sample sizes (n = 10,000, n = 20,000 and n = 50,000) and

consecutive break fractions at 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.75, and 0.8. Since we are confronted with

long time series, which are more likely to be affected by multiple breaks during the sampling period, we

adjust the maximum number of change-points to K = 40. In these situations, we benefit from the low

computational cost induced by penalized regression compared to other approaches for structural break

detection (for example, grid search procedures). Again, since we use the group-LARS algorithm in the

first step, we have the same computational complexity as in Chan et al. (2014). The second step adaptive

group Lasso estimation only adds a small computational cost.

Our results for DGP III are reported in Table 5.3. Whereas the backward elimination algorithm im-

mediately determines the correct number of change-points at n = 10,000, the adaptive group Lasso pro-

cedure only identifies the correct number in 95.5% of the generated time series if we use an MDL-based

IC to select the second step tuning parameter. Again, we find that it tends to over-select change-points.

However, the true timing of those breaks is accurately captured by our procedure, and the variances of

parameter changes decrease with the expected rate. These results are in line with Ciuperca (2014), provid-

ing further evidence that adaptive Lasso techniques can accurately determine the timing of change-points

if information about the true number of change-points is available. Going beyond that, we also show that

adaptive group Lasso can consistently estimate the true number of change-points. However, quite large

sample sizes are needed if the DGP features multiple change-points.
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Table 5.1: Estimated change-points and parameter changes from two-step exhaustive search and adaptive group Lasso (DGP I)
We use 1,000 replications of the data-generating process given in Equation (5.10). The variance of the error terms is σ2 = 1. The percentages of correct estimations of the number
of change-points are denoted by pce. The average Hausdorff distances expressed as a percentage of sample size are denoted by hd/n. Standard deviations are given in parentheses.
The first panel (Backward Elimination) refers to the approach of Chan et al. (2014). The second and third panels depict the results for the approach based on adaptive group Lasso
where the BIC or the MDL is used in the second step, respectively.

Exhaustive Search:
SB2: µk = 0, k = {1,2,3}, β1 = (0.9,0), β2 = (1.69,−0.81), β3 = (1.32,−0.81) (τ0

1 = 0.5, τ0
2 = 0.75)

n pce hd/n τ1 τ2 β1,1 β2,1 β3,1 β1,2 β2,2 β3,2

1,024 100 1.31 0.499 (0.018) 0.748 (0.009) 0.897 (0.031) 1.679 (0.039) 1.318 (0.038) −0.002 (0.023) −0.801 (0.040) −0.802 (0.039)
2,048 99.7 0.74 0.498 (0.020) 0.749 (0.004) 0.898 (0.019) 1.685 (0.030) 1.317 (0.027) 0.000 (0.012) −0.806 (0.031) −0.805 (0.027)
4,096 99.8 0.42 0.499 (0.019) 0.749 (0.002) 0.900 (0.018) 1.687 (0.023) 1.319 (0.018) −0.001 (0.013) −0.807 (0.024) −0.807 (0.019)
8,192 99.9 0.31 0.498 (0.028) 0.750 (0.001) 0.899 (0.010) 1.688 (0.023) 1.319 (0.013) 0.000 (0.002) −0.808 (0.023) −0.809 (0.013)

Adaptive Group Lasso (BIC):
SB2: µk = 0, k = {1,2,3}, β1 = (0.9,0), β2 = (1.69,−0.81), β3 = (1.32,−0.81) (τ0

1 = 0.5, τ0
2 = 0.75)

n pce hd/n τ1 τ2 β1,1 β2,1 β3,1 β1,2 β2,2 β3,2

1,024 94.3 1.31 0.498 (0.019) 0.746 (0.011) 0.902 (0.047) 1.658 (0.047) 1.343 (0.043) −0.008 (0.047) −0.781 (0.045) −0.816 (0.036)
2,048 95.0 0.71 0.499 (0.013) 0.748 (0.005) 0.901 (0.034) 1.665 (0.033) 1.340 (0.032) −0.003 (0.033) −0.788 (0.031) −0.818 (0.026)
4,096 97.7 0.33 0.500 (0.008) 0.749 (0.003) 0.901 (0.023) 1.668 (0.024) 1.339 (0.024) −0.003 (0.022) −0.790 (0.023) −0.820 (0.018)
8,192 98.4 0.21 0.499 (0.004) 0.749 (0.001) 0.901 (0.016) 1.670 (0.021) 1.338 (0.020) −0.002 (0.016) −0.791 (0.020) −0.820 (0.014)

Adaptive Group Lasso (MDL):
SB2: µk = 0, k = {1,2,3}, β1 = (0.9,0), β2 = (1.69,−0.81), β3 = (1.32,−0.81) (τ0

1 = 0.5, τ0
2 = 0.75)

n pce hd/n τ1 τ2 β1,1 β2,1 β3,1 β1,2 β2,2 β3,2

1,024 97.2 1.36 0.498 (0.020) 0.746 (0.010) 0.903 (0.048) 1.670 (0.046) 1.329 (0.039) −0.009 (0.047) −0.791 (0.045) −0.808 (0.037)
2,048 97.7 0.74 0.499 (0.014) 0.748 (0.005) 0.902 (0.037) 1.665 (0.032) 1.341 (0.032) −0.004 (0.036) −0.787 (0.031) −0.818 (0.026)
4,096 98.1 0.33 0.500 (0.008) 0.749 (0.003) 0.902 (0.023) 1.681 (0.021) 1.325 (0.019) −0.003 (0.022) −0.801 (0.021) −0.812 (0.018)
8,192 98.5 0.16 0.500 (0.002) 0.749 (0.001) 0.901 (0.016) 1.684 (0.014) 1.325 (0.013) −0.002 (0.016) −0.804 (0.014) −0.812 (0.013)
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Table 5.2: Estimated change-points and parameter changes from two-step exhaustive search and adaptive group Lasso (DGP II)
We use 1,000 replications of the data-generating process given in Equation (5.11). The variance of the error terms is σ2 = 1. The percentages of correct estimations of the number
of change-points are denoted by pce. The average Hausdorff distances expressed as a percentage of sample size are denoted by hd/n. Standard deviations are given in parentheses.
The first panel (Backward Elimination) refers to the approach of Chan et al. (2014). The second and third panels depict the results for the approach based on adaptive group Lasso
where the BIC or the MDL is used in the second step, respectively.

Exhaustive Search:
SB1: µk = 0, k = {1,2}, β1 = 0.75, β2 =−0.5, τ0 = 0.0498

n pce hd/n τ β1 β2

1,024 99.7 0.25 0.0506 (0.0047) 0.712 (0.103) −0.499 (0.028)
2,048 100 0.13 0.0502 (0.0023) 0.730 (0.071) −0.500 (0.020)
4,096 100 0.06 0.0500 (0.0011) 0.742 (0.048) −0.500 (0.014)
8,192 100 0.03 0.0499 (0.0001) 0.745 (0.034) −0.500 (0.010)

Adaptive Group Lasso (BIC):
SB1: µk = 0, k = {1,2}, β1 = 0.75, β2 =−0.5, τ0 = 0.0498

n pce hd/n τ β1 β2

1,024 95.7 0.22 0.0507 (0.0039) 0.722 (0.100) −0.501 (0.028)
2,048 97.6 0.13 0.0503 (0.0022) 0.734 (0.069) −0.500 (0.020)
4,096 98.7 0.06 0.0500 (0.0010) 0.743 (0.048) −0.500 (0.014)
8,192 99.1 0.03 0.0499 (0.0001) 0.746 (0.034) −0.500 (0.009)

Adaptive Group Lasso (MDL):
SB1: µk = 0, k = {1,2}, β1 = 0.75, β2 =−0.5, τ0 = 0.0498

n pce hd/n τ β1 β2

1,024 98.8 0.22 0.0506 (0.0040) 0.704 (0.103) −0.499 (0.028)
2,048 99.8 0.13 0.0502 (0.0023) 0.726 (0.072) −0.499 (0.020)
4,096 99.9 0.06 0.0499 (0.0011) 0.739 (0.049) −0.500 (0.014)
8,192 99.9 0.03 0.0499 (0.0001) 0.745 (0.034) −0.500 (0.009)
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Table 5.3: Estimated change-points and parameter changes from two-step exhaustive search and adaptive group Lasso (DGP III)
We use 1,000 replications of the data-generating process given in Equation (5.12). The variance of the error terms is σ2 = 1. The percentages of correct estimations of the number
of change-points are denoted by pce. The average Hausdorff distances expressed as a percentage of sample size are denoted by hd/n. Standard deviations are given in parentheses.
The first panel (Backward Elimination) refers to the approach of Chan et al. (2014). The second and third panels depict the results for the approach based on adaptive group Lasso
where the BIC or the MDL is used in the second step, respectively.

Exhaustive Search:
SB8: τ0

1 = 0.1, τ0
2 = 0.2, τ0

3 = 0.3, τ0
4 = 0.4, τ0

5 = 0.5, τ0
6 = 0.6, τ0

7 = 0.75, τ0
8 = 0.8

n pce hd/n τ1 τ2 τ3 τ4 τ5 τ6 τ7 τ8

10,000 99.9 0.30 0.100 (0.002) 0.200 (0.001) 0.300 (0.001) 0.400 (0.002) 0.500 (0.001) 0.600 (0.001) 0.750 (0.001) 0.800 (0.001)
20,000 99.8 0.15 0.100 (0.001) 0.200 (0.000) 0.300 (0.001) 0.400 (0.001) 0.500 (0.000) 0.600 (0.001) 0.750 (0.000) 0.800 (0.001)
50,000 99.9 0.06 0.100 (0.001) 0.200 (0.000) 0.300 (0.000) 0.400 (0.000) 0.500 (0.000) 0.600 (0.000) 0.750 (0.000) 0.800 (0.000)

n β1,1 β2,1 β3,1 β4,1 β5,1 β6,1 β7,1 β8,1 β9,1

10,000 0.897 (0.018) 1.687 (0.019) 1.320 (0.018) 0.700 (0.032) 0.086 (0.052) 0.898 (0.016) 1.318 (0.015) 0.251 (0.043) −0.500 (0.025)
20,000 0.899 (0.012) 1.690 (0.013) 1.319 (0.013) 0.699 (0.022) 0.100 (0.024) 0.900 (0.011) 1.319 (0.011) 0.251 (0.032) −0.499 (0.016)
50,000 0.899 (0.007) 1.690 (0.009) 1.320 (0.008) 0.700 (0.014) 0.100 (0.014) 0.900 (0.007) 1.320 (0.007) 0.251 (0.020) −0.500 (0.010)

n β1,2 β2,2 β3,2 β4,2 β5,2 β6,2 β7,2 β8,2 β9,2

10,000 0.000 (0.012) −0.807 (0.019) −0.809 (0.019) −0.204 (0.031) −0.299 (0.032) 0.000 (0.009) −0.808 (0.015) −0.001 (0.010) 0.096 (0.031)
20,000 0.000 (0.006) −0.809 (0.013) −0.808 (0.013) −0.201 (0.022) −0.299 (0.022) 0.000 (0.004) −0.809 (0.011) 0.000 (0.007) 0.100 (0.016)
50,000 0.000 (0.004) −0.809 (0.009) −0.810 (0.008) −0.201 (0.013) −0.299 (0.013) 0.000 (0.002) −0.809 (0.007) 0.000 (0.004) 0.100 (0.010)

Adaptive Group Lasso (BIC):
SB8: τ0

1 = 0.1, τ0
2 = 0.2, τ0

3 = 0.3, τ0
4 = 0.4, τ0

5 = 0.5, τ0
6 = 0.6, τ0

7 = 0.75, τ0
8 = 0.8

n pce hd/n τ1 τ2 τ3 τ4 τ5 τ6 τ7 τ8

10,000 91.1 0.37 0.100 (0.002) 0.199 (0.003) 0.300 (0.004) 0.400 (0.004) 0.500 (0.001) 0.600 (0.001) 0.750 (0.005) 0.800 (0.002)
20,000 95.3 0.17 0.100 (0.001) 0.200 (0.001) 0.300 (0.001) 0.400 (0.001) 0.500 (0.000) 0.600 (0.001) 0.750 (0.000) 0.800 (0.001)
50,000 98.0 0.08 0.100 (0.001) 0.200 (0.000) 0.300 (0.000) 0.400 (0.000) 0.500 (0.000) 0.600 (0.000) 0.750 (0.000) 0.800 (0.000)

n β1,1 β2,1 β3,1 β4,1 β5,1 β6,1 β7,1 β8,1 β9,1

10,000 0.920 (0.037) 1.607 (0.034) 1.400 (0.041) 0.649 (0.065) 0.213 (0.068) 0.911 (0.048) 1.310 (0.017) 0.164 (0.110) −0.476 (0.029)
20,000 0.918 (0.025) 1.612 (0.024) 1.395 (0.037) 0.657 (0.046) 0.196 (0.049) 0.910 (0.032) 1.313 (0.012) 0.178 (0.081) −0.481 (0.023)
50,000 0.916 (0.017) 1.617 (0.019) 1.390 (0.031) 0.665 (0.030) 0.181 (0.036) 0.908 (0.020) 1.313 (0.007) 0.181 (0.064) −0.482 (0.017)

n β1,2 β2,2 β3,2 β4,2 β5,2 β6,2 β7,2 β8,2 β9,2

10,000 −0.022 (0.037) −0.743 (0.028) −0.827 (0.022) −0.198 (0.042) −0.277 (0.033) −0.019 (0.047) −0.799 (0.018) 0.022 (0.056) 0.111 (0.024)
20,000 −0.019 (0.025) −0.746 (0.017) −0.829 (0.019) −0.196 (0.028) −0.281 (0.024) −0.016 (0.031) −0.802 (0.012) 0.020 (0.037) 0.109 (0.017)
50,000 −0.017 (0.017) −0.749 (0.012) −0.832 (0.014) −0.197 (0.016) −0.285 (0.017) −0.012 (0.019) −0.803 (0.007) 0.020 (0.027) 0.108 (0.012)

Adaptive Group Lasso (MDL):
SB8: τ0

1 = 0.1, τ0
2 = 0.2, τ0

3 = 0.3, τ0
4 = 0.4, τ0

5 = 0.5, τ0
6 = 0.6, τ0

7 = 0.75, τ0
8 = 0.8

n pce hd/n τ1 τ2 τ3 τ4 τ5 τ6 τ7 τ8

10,000 95.5 0.34 0.100 (0.002) 0.200 (0.001) 0.300 (0.001) 0.400 (0.002) 0.500 (0.001) 0.600 (0.001) 0.750 (0.001) 0.800 (0.002)
20,000 96.6 0.17 0.100 (0.001) 0.200 (0.001) 0.300 (0.001) 0.400 (0.001) 0.500 (0.000) 0.600 (0.001) 0.750 (0.000) 0.800 (0.001)
50,000 98.9 0.08 0.100 (0.001) 0.200 (0.000) 0.300 (0.000) 0.400 (0.000) 0.500 (0.000) 0.600 (0.000) 0.750 (0.000) 0.800 (0.000)

n β1,1 β2,1 β3,1 β4,1 β5,1 β6,1 β7,1 β8,1 β9,1

10,000 0.917 (0.035) 1.652 (0.024) 1.346 (0.024) 0.678 (0.042) 0.153 (0.041) 0.907 (0.036) 1.313 (0.015) 0.211 (0.067) −0.488 (0.024)
20,000 0.915 (0.024) 1.656 (0.018) 1.343 (0.018) 0.685 (0.026) 0.145 (0.028) 0.907 (0.024) 1.315 (0.011) 0.220 (0.042) −0.490 (0.016)
50,000 0.913 (0.015) 1.660 (0.013) 1.342 (0.013) 0.689 (0.017) 0.138 (0.017) 0.906 (0.016) 1.315 (0.007) 0.221 (0.028) −0.491 (0.011)

n β1,2 β2,2 β3,2 β4,2 β5,2 β6,2 β7,2 β8,2 β9,2

10,000 −0.019 (0.035) −0.776 (0.022) −0.822 (0.018) −0.203 (0.033) −0.290 (0.029) −0.012 (0.035) −0.803 (0.016) 0.006 (0.044) 0.106 (0.022)
20,000 −0.016 (0.024) −0.779 (0.017) −0.821 (0.014) −0.201 (0.022) −0.292 (0.020) −0.010 (0.024) −0.804 (0.011) 0.006 (0.031) 0.104 (0.016)
50,000 −0.014 (0.015) −0.782 (0.012) −0.822 (0.009) −0.203 (0.014) −0.292 (0.013) −0.009 (0.015) −0.805 (0.007) 0.006 (0.020) 0.104 (0.010)
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5.4 Application to realized variance

After having compared the performance of adaptive group Lasso to the approach of Chan et al. (2014)

in several simulation experiments in the previous section, we now turn to an application to financial

time series. One particularly important measure in finance is volatility, which denotes the variation of the

price path of an exchange-traded asset. Financial volatility constitutes, among other things, a critical input

factor to risk management applications and is used to concert the optimal scheduling of trades. As a result,

an extensive literature is concerned with accurately estimating this latent variable from asset returns.

Especially important are realized measures, i.e., realized variance and volatility, which are nonparametric

estimators based on high-frequency asset returns (for a rigorous formalization, see Andersen et al., 2001,

2003; Barndorff-Nielsen and Shephard, 2002). While several different noise-robust estimators have been

proposed in the literature, we focus on the realized kernel estimator of Barndorff-Nielsen et al. (2008)

in our application below. To this end, let pi,t denote the log-price of an asset at (intraday) time i on

trading day t, which has a total of I intraday observations. The log-return ri,t is then calculated as ri,t =

pi,t − pi−1,t , and the realized kernel variance estimate for trading day t is given by:

RVt =
H

∑
h=−H

k
(

h
H +1

)
ηh, (5.13)

where k(·) is the Parzen kernel function and ηh = ∑
I
i=|h|+1 ri,t · ri−|h|,t . The optimal choice of the band-

width H is discussed in Barndorff-Nielsen et al. (2009).

Given the persistent nature of realized variance (e.g., Andersen et al., 2003), autoregressive mod-

els such as the HAR model of Corsi (2009) are usually employed to model the dynamics of realized

variance time series. Importantly, note that the HAR model itself is a constrained AR model. Moreover,

since financial markets have exhibited both tranquil and highly volatile periods in the past, assuming the

existence of structural breaks in the variance process seems reasonable, and realized variance falls into

the general setup outlined in Section 5.2. Thus, in the following, we apply adaptive group Lasso and the

approach of Chan et al. (2014) to the realized variance time series of three major stock market indices for

the United States, Germany, and Japan, respectively. Data for the Dow Jones Industrial Average (DJIA),

the German Stock Index (DAX), and the Nikkei 225 (N225) cover the period from January 3, 2000, to

December 31, 2018. Figure 5.1 illustrates these three realized variance time series. Data are obtained

from Heber et al. (2009) and further remarks on the data can be found in Shephard and Sheppard (2010).
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Figure 5.1: Realized variance for three stock market indices (2000–2018)
This figure shows plots of realized variance for the three stock market indices DJIA, DAX, and N225 from January 3, 2000, to December 31, 2018.

105



5.4. APPLICATION TO REALIZED VARIANCE

For the empirical application, we set the maximum number of structural breaks to K = 5 and allow

up to three lags for the AR model in each segment. In the case of the adaptive group Lasso, we use

either the BIC or MDL-based IC to select the appropriate tuning parameters for the second step, but the

results do not differ qualitatively. The estimated change-point dates for all three stock market indices and

both approaches can be found in Table 5.4. While both approaches determine the same number of change-

points for the DJIA, the corresponding dates of the first change-points differ among adaptive group Lasso

(upper panel) and the backward elimination algorithm of Chan et al. (2014) (lower panel). Moreover,

for DAX and N225, adaptive group Lasso finds one change-point less than the backward elimination

algorithm. In these cases, the approach of Chan et al. (2014) detects one additional change-point that is

active before the first change-point detected by adaptive group Lasso. Otherwise, the estimated change-

point dates are identical for both approaches.

Table 5.4: Estimated change-point dates
This table lists the estimated change-point dates for the realized variance time series of the stock market indices
DJIA, DAX, and N225. Results are given both for adaptive group Lasso (upper panel) and the approach of Chan
et al. (2014) (lower panel).

Change-Point 1 Change-Point 2 Change-Point 3

Adaptive Group Lasso
DJIA 2007-07-19 2009-06-30 2011-11-28
DAX - 2003-11-18 2011-11-28
N225 - 2011-03-11 -

Exhaustive Search
DJIA 2007-10-26 2009-06-30 2011-11-28
DAX 2003-07-31 2003-11-18 2011-11-28
N225 2007-11-05 2011-03-11 -

Given that both approaches deliver different results for the timing of one change-point for each of

the realized variance time series, we evaluate the effect of these change-point differences by means of

out-of-sample forecasts. To this end, we consider three different time periods to evaluate forecast ac-

curacy in terms of RMSE. Denote by t̂1,1 the first change-point estimated by adaptive group Lasso for

the case in which both approaches determine the same number of change-points (i.e., for the DJIA) and

by t̂1,2 the first change-point estimated by the approach of Chan et al. (2014). For the first evaluation

(Evaluation 1), the models chosen by each approach for the first segment are used to forecast 20 periods

ahead in terms of a rolling forecast (one-step-ahead forecasts for each consecutive time step), starting

from t̂1,1. Analogously, for the second evaluation (Evaluation 2), the models chosen by each approach for

the first segment are used to forecast 20 periods ahead, starting from t̂1,2. Lastly, for the third evaluation

(Evaluation 3), the last 20 observation of each time series are forecasted based on the models chosen

by each approach for the last segment. This last evaluation serves as a pragmatic way to gauge a poten-

tially cumulative effect of the differently determined first change-points. The results are summarized in

Table 3.4.
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Table 5.5: Out-of-sample forecast accuracy
This table provides an overview of the RMSE (×104) for the out-of-sample forecasts of the realized variance
time series corresponding to the stock market indices DJIA, DAX, and N225 based on the results of both the
adaptive group Lasso (first panel) and the approach of Chan et al. (2014) (second panel). For out-of-sample
forecasts, a rolling forecast of 20 time steps is used. The third panel provides additional p-values of the two-
sided Diebold-Mariano test where the null hypothesis states that the forecasts based on both models have the
same accuracy.

Evaluation 1 Evaluation 2 Evaluation 3

Adaptive Group Lasso- RMSE
DJIA 0.9643 0.8460 1.5558
DAX - 1.1115 0.4271
N225 - 2.0950 1.3509

Exhaustive Search - RMSE
DJIA 0.9906 0.8126 1.5331
DAX - 0.9923 0.4516
N225 - 2.0876 1.3339

Diebold-Mariano test
DJIA 0.7148 0.2447 0.1711
DAX - 0.0608 0.0617
N225 - 0.7155 0.0315

As can be seen, out-of-sample forecast accuracy does not differ much when change-points are deter-

mined by both the adaptive group Lasso approach and the backward elimination algorithm of Chan et al.

(2014). This finding is emphasized by modified Diebold-Mariano tests of Harvey et al. (1997), for which

p-values are reported in the third panel of Table 3.4. Here, the null hypothesis is that the out-of-sample

forecasts based on both models have the same accuracy. While statistically significant differences in ac-

curacy are detected for the DAX and N225, they are not unambiguously in favor of either one of the two

approaches. Thus, in terms of out-of-sample forecasts, adaptive group Lasso dates change-points with

equal accuracy as the approach of Chan et al. (2014).
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5.5 Conclusion

In this paper, we have applied adaptive group Lasso to select the unknown number of change-points in

SBAR models. While simulation experiments show that adaptive group Lasso achieves consistent model

selection, a finding in line with the theoretical results we prove for the adaptive group Lasso in the

given framework of change-point detection, the state-of-the-art procedure of Chan et al. (2014) selects

the unknown number of change-points slightly more efficiently than adaptive group Lasso. However, not

only is the performance of adaptive group Lasso comparable to that of the procedure of Chan et al. (2014)

under certain circumstances, but it also performs comparably to other leading-edge approaches such as

the one of Davis et al. (2006). Moreover, in an empirical application to realized variance, adaptive group

Lasso dates change-points with equal accuracy as the backward elimination algorithm of Chan et al.

(2014).

Overall, we see three avenues for future research that could potentially increase the performance

of adaptive group Lasso in the given context and thus are worth mentioning: Firstly, in our current

specification of the penalty term in Equation (5.5), we are not able to shrink coefficients to zero that

are within a nonzero group. Other estimators such as the bi-level estimators proposed in Tibshirani and

Wang (2008), Huang et al. (2009), and Breheny and Huang (2009) can shrink these coefficients to zero

and may improve efficiency when estimating partial structural breaks. Besides, these estimators could

be used to simultaneously determine the lag length if one element of the coefficient vector is set to

zero throughout the sample period. Secondly, while Lasso-type estimators provide a convenient way to

tackle the problem of identifying the unknown number of change-points in SBAR models, they require

the researcher to specify the tuning parameter correctly. Our simulation results show that selecting the

optimal tuning parameter via BIC and MDL-based ICs leads to a consistent estimation of the number of

change-points. However, it might be possible to improve the finite sample performance of the adaptive

group Lasso by using better selection rules for the tuning parameter since adaptive group Lasso still

seems to over-estimate the number of active change-points in small to moderate sample sizes. Lastly,

given that adaptive group Lasso correctly estimates the timing of the change-points, post-selecting the

number of active breaks as in Shen et al. (2014) or pre-specifying the number of active breaks as in

Ciuperca (2014), both considering linear regression models, could significantly improve finite sample

performance.
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5.7 Appendix

Proof of Theorem 3. The adaptive group Lasso objective function Q(θS) is a strictly convex function.

Following Wang and Leng (2008) and Zhang and Xiang (2016), we show that there is a local minimizer

that has the right convergence rate. Then, by the global convexity of Q(θS), it follows that such a local

minimizer must be θ̃S. Similar as in Fan and Li (2001), the existence of an above-described local min-

imizer is implied by the fact that for any ε∗ > 0, there exists a sufficiently large constant C > 0 such

that

liminf
n

P
(

inf
u∈RK p:‖u‖=C

Q
(
θ0

S +n−1/2u
)
> Q(θ0

S)

)
> 1− ε

∗. (5.14)

It holds that

Q
(
θ0

S +n−1/2u
)
−Q(θ0

S) =
1
n
‖Y 0

n −XS(θ
0
S +n−1/2u)‖2

+λS,n

K

∑
i=1
‖θ̂P

S,i‖−γ‖(θ0
S,i +n−1/2ui)‖

− 1
n
‖Y 0

n −XSθ
0
S‖2−λS,n

K

∑
i=1
‖θ̂P

S,i‖−γ‖θ0
S,i‖

=
1
n
u′
(

1
n
X ′SXS

)
u−n−3/2u′X ′Sη(n)

+λS,n

K

∑
i=1
‖θ̂P

S,i‖−γ‖(θ0
S,i +n−1/2ui)‖

−λS,n

K

∑
i=1
‖θ̂P

S,i‖−γ‖θ0
S,i‖

≥ 1
n
u′
(

1
n
X ′SXS

)
u−n−3/2u′X ′Sη(n)

+λS,n ∑
g(i)∈An∩A

‖θ̂P
S,i‖−γ

(
‖(θ0

S,i +n−1/2ui)‖−‖θ0
S,i‖
)

≥ 1
n
u′
(

1
n
X ′SXS

)
u−n−3/2u′X ′Sη(n)

−n−1/2
λS,n ∑

g(i)∈An∩A
‖θ̂P

S,i‖−γ‖ui‖

= I1− I2− I3.

(5.15)

For the following results, it is important to note that H3 and the properties of the first step group Lasso

estimator ensure that all eigenvalues ofCS =X
′
SXS/n are contained in the interval [c∗,c∗], where c∗ and

c∗ are two positive constants. Then, we can determine a lower bound for the first term, given by

I1 ≥
1
n

c∗‖u‖2 = O
(

1
n

)
‖u‖2. (5.16)

Using Theorem 4 of Kim (1993), we have the result

E
(

max
j∈{1,...,K}

|X ′S, jη(n)|2
)
≤ κn, (5.17)

109



5.7. APPENDIX

for some constant κ . Note that the process Yt is β -mixing according to Assumption H2, which directly

implies that the process is α-mixing as required in Theorem 4 of Kim (1993). Further, it holds that

E|I2|2 =
1
n3 E

(
u′X ′Sη(n)

)2

≤ 1
n2 ‖u‖

2E
1
n
‖X ′Sη(n)‖2.

(5.18)

Hence, it holds for the second term that

I2 = Op

(
1
n

)
‖u‖, (5.19)

as E 1
n‖X

′
Sη(n)‖2 = Op(1). Finally, we arrive at the following inequality for the third term:

I3 ≤ n−1/2
λS,n

(
∑

g(i)∈An∩A
‖θ̂P

S,i‖−2γ

)1/2

‖u‖

≤ n−1/2
λS,nm1/2

0 min
g(i)∈An∩A

‖θ̂P
S,i‖−γ‖u‖.

(5.20)

It holds that ming(i)∈An∩A ‖θ̂P
S,i‖−γ =Op(1), since θ̂P

S,i is the consistent (post-Lasso) least squares estima-

tor for nonzero parameter changes selected by the first step group Lasso estimation. Note that m0 ≤ mn,

where mn = o(λ−1
n ) and λn = 2pc0

√
logn/n. Hence, for λS,n(logn/n3)1/4→ 0, we obtain an upper bound

for the third term such that

I3 = Op

(
1
n

)
‖u‖. (5.21)

Using these results and allowing ‖u‖2 to be large enough, both I2 and I3 are dominated by I1. This

completes the proof of part (a).

Turning to part (b), we use the KKT conditions derived in Lemma A.3 in Chan et al. (2014) to show

P
(
∀g( j) ∈An∩A c,‖1

n
X ′g( j)(Y

0
n −XS,A ∗ θ̃S,A ∗)‖ ≤ 1

2
λS,n‖θ̂P

S, j‖−γ

)
→ 1 (5.22)

forX ′g( j) = (0, . . . ,0,Y ′g( j), . . . ,Y
′

n−1) or, equivalently,

P
(
∃g( j) ∈An∩A c,‖1

n
X ′g( j)(Y

0
n −XS,A ∗ θ̃S,A ∗)‖> 1

2
λS,n‖θ̂P

S, j‖−γ

)
→ 0. (5.23)

We note that

P
(
∃g( j) ∈An∩A c,‖1

n
X ′g( j)(Y

0
n −XS,A ∗ θ̃S,A ∗)‖> 1

2
λS,n‖θ̂P

S, j‖−γ

)
≤ P

(
∃g( j) ∈An∩A c,‖1

n
X ′g( j)η(n)‖>

1
2

λS,n‖θ̂P
S, j‖−γ −‖1

n
X ′g( j)XS,A ∗

(
θ̃S,A ∗−θ0

S,A ∗
)
‖
)
.

(5.24)
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Further, we have

‖1
n
X ′g( j)XS,A ∗

(
θ̃S,A ∗−θ0

S,A ∗
)
‖

≤
[(
θ̃S,A ∗−θ0

S,A ∗
)′
X ′S,A ∗

(
1
n
Xg( j)X

′
g( j)

)
XS,A ∗

(
θ̃S,A ∗−θ0

S,A ∗
)]1/2

≤ c∗‖θ̃S,A ∗−θ0
S,A ∗‖,

(5.25)

which implies that

P
(
∃g( j) ∈An∩A c,‖1

n
X ′g( j)(Y

0
n −XS,A ∗ θ̃S,A ∗)‖> 1

2
λS,n‖θ̂P

S, j‖−γ

)

≤ P

∃g( j) ∈An∩A c,‖1
n
X ′g( j)η(n)‖>

λS,n

2
(

max
g( j)∈An∩A c

‖θ̂P
S, j‖
)γ − c∗‖θ̃S,A ∗−θ0

S,A ∗‖

 .

(5.26)

From part (a), we know that ‖θ̃S,A ∗ −θ0
S,A ∗‖ = Op(1/

√
n) and by the fact that we use post-Lasso least

squares estimation, we have maxg( j)∈An∩A c ‖θ̂P
S, j‖ = Op(1/

√
n). For a large constant C > 0, we thus

have

P

∃g( j) ∈An∩A c,‖1
n
X ′g( j)η(n)‖>

λS,n

2
(

max
g( j)∈An∩A c

‖θ̂P
S, j‖
)γ − c∗‖θ̃S,A ∗−θ0

S,A ∗‖


≤ P

(
∃g( j) ∈An∩A c,‖1

n
X ′g( j)η(n)‖>

λS,n

2

(
C√

n

)−γ

−Cc∗
1√
n

)
+op(1)

≤ P

(
∃g( j) ∈An∩A c,‖1

n
X ′g( j)η(n)‖>

λS,n

4

(
C√

n

)−γ
)
+op(1).

(5.27)

It has to hold for the last inequality that

λS,n

2

(
C√

n

)−γ

−Cc∗
1√
n
≥ λS,n

4

(
C√

n

)−γ

, (5.28)

which, after rearranging, yields

1≥ 4C1+γc∗

λS,nn
γ+1

2

. (5.29)

Hence, for large n, it has to hold that λS,n ≥ n
−(γ+1)

2 . This follows from the condition λ 2
S,nnγ → ∞ since

it implies λ 2
S,n > n−γ and due to the non-negativity of the tuning parameter, it follows that λS,n > n

−γ

2 >

n
−(γ+1)

2 . Using the Markov inequality and Theorem 4 of Kim (1993), there exists a constant κ > 0 such
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that

P

(
∃g( j) ∈An∩A c,‖1

n
X ′g( j)η(n)‖>

λS,n

4

(
C√

n

)−γ
)

≤ ∑
g( j)∈An∩A c

P

(
‖1

n
X ′g( j)η(n)‖>

λS,n

4

(
C√

n

)−γ
)

≤ ∑
g( j)∈An∩A c

E
(
‖1

nX
′
g( j)η(n)‖

)2

1
16 λ 2

S,n

(
C√

n

)−2γ

≤ ∑
g( j)∈An∩A c

κ

1
16 λ 2

S,n

(
C√

n

)−2γ
.

(5.30)

This implies

P

(
∃g( j) ∈An∩A c,‖1

n
X ′g( j)η(n)‖>

λS,n

4

(
C√

n

)−γ
)
→ 0, (5.31)

if the condition λ 2
S,nnγ →∞ holds. We still need to show that no truly nonzero parameters are set to zero.

It holds that

min
g( j)∈A

‖θ̃ j‖ ≥ min
g( j)∈A

‖θ0
j‖− max

g( j)∈A
‖θ̃ j−θ0

j‖. (5.32)

Since ‖θ̃ j−θ0
j‖

p→ 0, as shown in part (a), and by considering Assumption H2, we have

P
(

min
g( j)∈A

‖θ̃ j‖ ≥ ν

)
→ 1. (5.33)

This completes the proof of part (b).

Finally, in part (c), we prove asymptotic normality of adaptive group Lasso estimators for truly

nonzero coefficients using the Cramér-Wold device. It follows from the KKT conditions in Lemma A.3

in Chan et al. (2014) that

P
(
−1

n
X ′S,A ∗

(
Y 0

n −XS,A ∗ θ̃S,A ∗
)
+

1
2

λS,nξ = 0
)
→ 1, (5.34)

where

ξ =

(
θ̃′1

‖θ̂P
1 ‖γ‖θ̃1‖

,
θ̃′2

‖θ̂P
2 ‖γ‖θ̃2‖

, . . . ,
θ̃′m0

‖θ̂P
m0
‖γ‖θ̃m0‖

)′
. (5.35)

Inserting Y 0
n =XS,A ∗θ0

S,A ∗+η(n) yields

P
(

1
n
X ′S,A ∗XS,A ∗

(
θ̃S,A ∗−θ0

S,A ∗
)
=

1
n
X ′S,A ∗η(n)−

1
2

λS,nξ

)
→ 1. (5.36)
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We standardize the distributions using the definition Vn =
1
nX

′
S,A ∗XS,A ∗ ,

Ωn =
1
n
X ′S,A ∗η(n)η(n)′XS,A ∗ , (5.37)

and the Cholesky factorization Ωn = SnS′n. This implies

n1/2VnS−1
n φ

′(θ̃S,A ∗−θ0
S,A ∗) = n−1/2VnS−1

n φ
′
(

1
n
X ′S,A ∗XS,A ∗

)−1

X ′S,A ∗η(n)

−n1/2 1
2

λS,nVnS−1
n φ

′
(

1
n
X ′S,A ∗XS,A ∗

)−1

ξ +op(1).

(5.38)

Due to the fact that λS,n
√

n→ 0 as n→∞, |θ̃ jk|/‖θ̃ j‖< 1 for any 1≤ k≤ p, and
(

min
i∈A
‖θ̂P

i ‖
)−γ

=Op(1),

we know that |n1/2 1
2 λS,nVnS−1

n φ ′
(

1
nX

′
S,A ∗XS,A ∗

)−1
ξ |= op(1). This implies

n1/2VnS−1
n φ

′(θ̃S,A ∗−θ0
S,A ∗) = n−1/2VnS−1

n φ
′
(

1
n
X ′S,A ∗XS,A ∗

)−1

X ′S,A ∗η(n)+op(1). (5.39)

Using the definition of Vn and noting that the errors are independent but heteroskedastic, it follows that

n1/2VnS−1
n φ

′(θ̃S,A ∗−θ0
S,A ∗)⇒N (0,1). (5.40)

This completes the proof.

�
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Chapter 6

Structural breaks in realized volatility:
A cautionary tale

6.1 Introduction

One particularly important measure in finance is the volatility of exchange-traded assets. Denoting the

variation of the price path over time, estimates and forecasts of volatility are, among other things, essen-

tial input factors for risk management and trading applications. Since financial markets change over time,

an extensive literature has tested for and studied the implications of structural breaks in the latent volatil-

ity process (e.g., Starica and Granger, 2005; Hillebrand, 2005; Rapach and Strauss, 2008; Smith, 2008).

Given the availability of high-frequency data, realized measures have become essential, which consti-

tute ex-post measures of daily volatility that render this latent variable “observable” through asymptotic

arguments (e.g., Andersen et al., 2001; Barndorff-Nielsen and Shephard, 2002).

Denoting by St the log-price of an asset and ignoring microstructure noise and volatility jumps,

it is assumed that St evolves as dSt = µtdt +σtdWt , where µt and σt are the instantaneous drift and

volatility, respectively, and Wt is Brownian motion. It holds that plimδ→0 ∑ti(Sti+1 − Sti)
2 =

∫ T
0 σ2

t dt,

where δ = sup{ti+1− ti}. Thus, given an appropriate sampling frequency, an estimator for the integrated

variance of trading day t, called realized variance, is given by RVt = ∑ti(Sti+1 −Sti)
2, and its square root

is the realized volatility.1 Empirical characteristics of RVt and its square root include near log-normal

unconditional distribution and long-memory behavior (e.g., Andersen et al., 2003). The latter is well-

captured by the HAR model of Corsi (2009). The HAR is a linear model incorporating weekly (w) and

monthly (m) averages of daily (d) logRVt (or, equivalently, of log-realized volatility):

logRV (d)
t = c+β

(d) logRV (d)
t−1 +β

(w) logRV (w)
t−1 +β

(m) logRV (m)
t−1 + εt , (6.1)

where log denotes the natural logarithm, logRV (w)
t−1 =

1
5 ∑

5
i=1 logRV (d)

t−i , and logRV (m)
t−1 = 1

22 ∑
22
i=1 logRV (d)

t−i .

The log-transformation is often applied to realized measures due to favorable finite sample properties

(e.g., Gonçalves and Meddahi, 2009, 2011). While the HAR model may not be the true data generating

process of RVt , it captures the linear footprint inherent in realized measures, which explains its superior

out-of-sample forecasting performance (Audrino and Knaus, 2016). Considering structural breaks in the

1Note that this naive estimator is generally biased in the presence of microstructure noise or if St evolves as a jump-diffusion
of the general form dSt = µtdt +σtdWt +dJt , where Jt denotes a finite activity jump process (e.g., Audrino and Knaus, 2016).
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HAR model, Fengler et al. (2015) find evidence for breaks in a linear and nonlinear specification of the

model and Liu and Maheu (2008) and Dufays and Rombouts (2019), making use of Bayesian approaches,

discover that breaks are present mostly in the variance of the logarithmic realized measure.

Note that the above model may also be written as a constrained AR process:

logRV (d)
t = β

∗
0 +

22

∑
i=1

β
∗
i RV (d)

t−i + εt , (6.2)

with the following restrictions being imposed:

β
∗
i =


β (d)+ 1

5 β (w)+ 1
22 β (m) for i = 1,

1
5 β (w)+ 1

22 β (m) for i = 2, . . . ,5,
1

22 β (m) for i = 6, . . . ,22.

(6.3)

Building on the adaptive Lasso of Zou (2006) and extending the finding of Audrino and Knaus (2016)

that a Lasso-determined AR model performs comparably to the HAR model, Audrino et al. (2015) find

that the linear dynamics of such an AR model also change across time. Following these arguments, we

apply the state-of-the-art procedure of Chan et al. (2014), which permits the consistent estimation of

an unknown number of breaks in the autoregressive dynamics of a series. In an application to realized

volatility series of eight major stock market indices, two Box-Cox transformations of realized volatility

are considered: The log-transformation often applied in the literature and realized precision, which is

given as the inverse of realized volatility. While not used in applied research, the latter has been found to

ensure favorable properties (Gonçalves and Meddahi, 2011). We discover that these transformations sig-

nificantly change the autoregressive dynamics of the series and with it the number of detected structural

breaks: For log-realized volatility, no breaks are found, while the number of break-points for realized

precision lies in between the number of breaks detected for (log-) realized volatility. Thus, before asking

if there are structural breaks in realized volatility, we may ask how the approach we choose to detect

them is affected by the transformation of the series and, ultimately, which breaks may then be deemed

true structural breaks.

The remainder of the paper is structured as follows: Section 6.2 briefly explains the two-step break-

point estimation procedure of Chan et al. (2014). The data set used in the empirical analysis and some

empirical characteristics of the volatility series are described in Section 6.3. Next, Section 6.4 discusses

the results of the break-point estimation. Lastly, Section 6.5 concludes.

6.2 Estimating structural breaks in the dynamics of a series

Locally stationary models are an easy to interpret means for structural break detection. Following Chan

et al. (2014), we consider an SBAR process with (m+1) regimes:

Yt =
m+1

∑
j=1

[
β′jYt−1 +σ(Yt−1, . . . ,Yt−q)εt

]
1{t j−1 ≤ t < t j}, t = 1,2, . . . ,n, (6.4)

where Yt−1 = (1,Yt−1, . . . ,Yt−p)
′, β j = (β j0,β j1, . . . ,β jp)

′ ∈ Rp+1, 1 = t0 < t1 < · · · < tm+1 = n + 1,

and σ(·) denoting a measurable function on Rq, allowing for possibly conditionally heteroscedastic
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errors. The {εt} are zero mean and unit variance white noise. Break-points are collected in the index set

{t1, . . . , tm}, i.e., the parameter β j changes to β j+1 at time t j. We can rewrite the model in Equation (6.4)

as a high dimensional regression model by introducing the following notation: Y 0
n = (Y1,Y2, . . . ,Yn)

′,

η(n) = (σ1ε1,σ2ε2, . . . ,σnεn)
′, with σt = σ(Yt−1, . . . ,Yt−q), θ(n) = (θ1,θ2, . . . ,θn)

′, andXn denoting an

(n×np)-matrix:

Xn =



Y ′0 0 0 . . . 0

Y ′1 Y ′1 0 . . . 0

Y ′2 Y ′2 Y ′2 . . . 0
...

Y ′n−1 Y ′n−1 Y ′n−1 . . . Y ′n−1


, (6.5)

where Y ′k = (Yk,Yk−1, . . . ,Yk−p+1). Letting θ(n) denote the vector of all potential parameter changes, we

set θ1 = β1 for the first parameter and

θi =

β j+1−β j when i = t j and t j is a break-point,

0 otherwise,
(6.6)

for i = 2, . . . ,n. The model in Equation (6.4) can now be expressed as:

Y 0
n =Xnθ(n)+η(n). (6.7)

A sparse solution for θ(n) is given by the group Lasso estimator of Yuan and Lin (2006):

θ̂(n) = argmin
θ(n)

1
n
‖Y 0

n −Xnθ(n)‖2 +λn

n

∑
i=1
‖θi‖, (6.8)

where λn denotes a tuning parameter and ‖ · ‖ the Euclidean norm. The m break-points can be estimated

by identifying the nonzero θ̂i since θ̂i 6= 0 for an i ≥ 2 implies a change in the AR parameter β̂i.

Estimation is carried out with the group-LARS algorithm of Yuan and Lin (2006) where the upper bound

for the number of breaks K has to be specified beforehand. Note also that, given the above notation,

the AR order p is assumed to be constant across regimes, which may be relaxed in practice by first

determining the breaks with a large enough value for p and then the appropriate lag order in each segment

(see Remark 2.6 in Chan et al., 2014).

Chan et al. (2014) prove consistency of the AR parameter estimates (in terms of prediction error)

and the break-points when m is unknown. However, in such a setting, group Lasso overestimates the true

number of break-points, which is why active breaks are selected in a second step. We follow Chan et al.

(2014) by defining an IC based on the MDL principle of Davis et al. (2006). Active breaks are selected

from the set of break-point candidates, as estimated in the first step, via minimization of the IC. This

minimization is repeated in a backward elimination algorithm that purges the set of superfluous breaks.

116



CHAPTER 6. STRUCTURAL BREAKS IN REALIZED VOLATILITY: A CAUTIONARY TALE

6.3 Data

6.3.1 Realized kernel

In the empirical application below, we focus on the realized kernel estimator of Barndorff-Nielsen et al.

(2008), which is robust to microstructure noise induced by, for example, lack of liquidity, price discrete-

ness, and the bid-ask bounce. To this end, the log-return ri,t of an asset at time i on trading day t, having a

total of T intraday observations, is calculated as ri,t = pi,t− pi−1,t , where pi,t is the log-price. The realized

kernel variance estimate for trading day t is then given by:

RVt =
H

∑
h=−H

k
(

h
H +1

)
ηh, (6.9)

where k(·) is the Parzen kernel function and ηh = ∑
T
i=|h|+1 ri,t ·ri−|h|,t . See Barndorff-Nielsen et al. (2009)

for a discussion of the optimal choice for the bandwidth H. Realized kernel variance time series of eight

major stock market indices are obtained from Heber et al. (2009). The stock market indices consid-

ered here are: DJIA, Cotation Assistée en Continu (CAC 40), Financial Times Stock Exchange Index

(FTSE 100), DAX, Hang Seng Index (Hang Seng), Nikkei 225, S&P 500, and Shanghai Stock Exchange

Composite Index (Shanghai Composite). Overall, the data cover the period from January 3, 2000, to

December 31, 2018.

6.3.2 Empirical characteristics of (transformed) realized volatility

Three volatility series are investigated for the presence of structural breaks: Realized volatility, given as

the square root of Equation (6.9), the logarithm of realized volatility, a measure predominantly used in

the literature, and realized precision, denoting the reciprocal of realized volatility. While the latter is not

a measure regularly used in applied research, Gonçalves and Meddahi (2011) derive it from a Box-Cox

transformation of realized volatility and find it favorable if one aims to control the coverage probability of

integrated variance by 95% confidence intervals. Here, it serves as another (nonlinear) transformation of

realized volatility that is used in our comparison of structural breaks and linear dynamics given its good

approximation to the true integrated variance. Table 6.2 in Appendix 6.7 provides descriptive statistics

for all three series across the eight stock market indices. The log-transformation significantly reduces the

skewness and kurtosis of the original realized volatility data. This is further illustrated for three stock

market indices in Figure 6.1, which depicts kernel densities for the log-realized volatility series together

with superimposed normal densities. The picture is the same across all indices: The empirical closeness

to the normal distribution is evident. The ACFs for the three series, not shown here, differ slightly, but all

feature the well-known long-memory behavior. Of course, without taking structural breaks into account,

these may not mirror the true dynamics of the series. Moreover, the log-transformation considerably

reduces the number of extreme values in the dependence on past values. As an example, Figure 6.2

depicts scatter plots of the original and the lagged series for the S&P 500. While the correlation is

similar to the original series, the data are more concentrated. On the other hand, extreme values are still

present in the case of realized precision.
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6.3.
D

A
TA

Figure 6.1: Density of log-realized volatility for three stock market indices (2000–2018)
This figure shows density plots of log-realized volatility for the three stock market indices S&P 500 (first panel), DAX (second panel), and Hang Seng (third panel) from January 3,
2000, to December 31, 2018. Daily volatility estimates are based on the realized kernel in Equation (6.9). Solid lines indicate the respective density, while dashed lines correspond
to superimposed normal densities for which the mean and standard deviation are estimated from the respective log-realized volatility series.
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Figure 6.2: Scatter plots of volatility series and their first lags for the S&P 500 (2000–2018)
The plots depict scatter plots for realized volatility (left), log-realized volatility (middle), and realized precision (right) with the first lag of the respective series for the S&P 500 from
January 3, 2000, to December 31, 2018. Dashed lines indicate the case of perfect correlation and solid lines are a linear fit to the data. Gray shaded areas around the regression lines
depict 95% confidence intervals. The respective correlation is given below each scatter plot.
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6.4 Structural breaks in realized volatility dynamics

We follow Chan et al. (2014) and set the upper bound for the number of breaks in our application

to K = 10. However, results do not change significantly for different choices of K. Table 6.1 depicts

the results of the two-step estimation approach for all stock market indices and the three time series

considered across a variety of reasonable choices for the lag structure, ranging from p = 10 to p = 18,

which are active in each detected regime.2 As a comparison, in an application to squared returns of the

S&P 500, Chan et al. (2014) use a lag length of p = 12. We find that the results are reasonably robust

for different choices of the lag structure and most of the indices. It is striking that while the dynamics

of realized volatility exhibit structural breaks for all indices, no breaks at all are found for log-realized

volatility. The results for realized precision are not as robust across lag structures as is the case for the

former two series. However, in many instances, the estimated breaks are dated relatively close to the

breaks detected for realized volatility. Figures 6.3 and 6.5 offer a visual comparison of this empirical

finding for three indices, while Figure 6.4 shows the log-realized volatility series for the same indices

without detected breaks.

This empirical finding is puzzling since the log-transformation, providing favorable finite sample

properties and avoiding the problem of imposing parameter restrictions to ensure positive values in esti-

mation and forecasting, seems to change the linear dynamics of the realized volatility series fundamen-

tally. While the reciprocal of realized volatility also exhibits different autoregressive dynamics, compared

to the original series, the differences are not as extreme. In the case of the log-transformation, the reduc-

tion of extreme values in the dependence on past values, as depicted exemplary in Figure 6.2, seems to

have a significant impact on the detection of breaks. Such extreme values can change the persistence

of a series and may thus be detected as structural breaks in the autoregressive dynamics. As a result, an

approach to structural break detection in the autoregressive dynamics of a series, such as the one by Chan

et al. (2014), is prone to react differently across the (non-) transformed series. Note that a change in the

persistence of the series due to stale intraday prices in the calculation of the realized volatility measure

is not likely to pose a problem in this application since only highly liquid indices are considered.

There is some evidence that in the HAR-framework, considering log-realized measures, break-point

models can be well-specified when accounting for breaks in the variance. However, even these studies

find breaks in the parameters of the HAR model (see, for example, the sparse Bayesian change-point

model of Dufays and Rombouts, 2019). Thus, the effects that Box-Cox transformations of realized

volatility have on the detection of structural breaks in the underlying volatility process do not seem

clear-cut, even in a locally linear setting as considered here and in Liu and Maheu (2008) and Dufays and

Rombouts (2019). While the existence of structural breaks in the volatility process is reasonable from an

economic point of view and our understanding of these breaks is essential for financial applications, the

question which breaks may be deemed true breaks and how to detect them best remains unanswered.

2Choosing a value of p < 10 or p > 18 does not change the overall empirical findings. For some p, we find breaks in the
dynamics of log-realized volatility for some indices but always less than for the original series. Moreover, results for smaller
values of p are not robust but vary significantly.
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Table 6.1: Number of estimated structural breaks
This table lists the estimated number of break-points for all eight stock market indices and the realized volatility
(Panel A), log-realized volatility (Panel B), and realized precision (Panel C) time series across different AR
specifications that are active in the detected regimes. The upper bound for the number of breaks is set to K = 10.

Index AR(10) AR(12) AR(14) AR(16) AR(18)

Panel A: realized volatility
DJIA 5 3 3 3 3
CAC 40 4 4 4 3 3
FTSE 100 4 4 4 4 4
DAX 2 4 5 5 4
Hang Seng 3 3 3 3 3
Nikkei 225 3 3 3 3 3
S&P 500 4 4 4 3 3
Shanghai Composite 3 3 3 3 3

Panel B: log-realized volatility
DJIA 0 0 0 0 0
CAC 40 0 0 0 0 0
FTSE 100 0 0 0 0 0
DAX 0 0 0 0 0
Hang Seng 0 0 0 0 0
Nikkei 225 0 0 0 0 0
S&P 500 0 0 0 0 0
Shanghai Composite 0 0 0 0 0

Panel C: realized precision
DJIA 2 2 2 2 2
CAC 40 1 3 1 3 1
FTSE 100 0 3 2 2 0
DAX 1 1 1 2 1
Hang Seng 1 1 1 1 1
Nikkei 225 1 2 1 1 1
S&P 500 2 2 2 1 1
Shanghai Composite 1 1 1 1 1
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Figure 6.3: Realized volatility and corresponding break-points for three stock market indices (2000–2018)
This figure shows plots of realized volatility for the three stock market indices S&P 500 (first panel), DAX (second panel), and Hang Seng (third panel) from January 3, 2000, to
December 31, 2018. Daily volatility estimates are based on the realized kernel in Equation (6.9). Break-points are estimated using the two-step estimation procedure of Chan et al.
(2014) with K = 10 and p = 12 and are highlighted by vertical dashed lines.
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Figure 6.4: Log-realized volatility without detected break-points for three stock market indices (2000–2018)
This figure shows plots of log-realized volatility for the three stock market indices S&P 500 (first panel), DAX (second panel), and Hang Seng (third panel) from January 3, 2000, to
December 31, 2018. Daily volatility estimates are based on the realized kernel in Equation (6.9). Break-points are estimated using the two-step estimation procedure of Chan et al.
(2014) with K = 10 and p = 12. In this case, no break-points are detected.
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Figure 6.5: Realized precision and corresponding break-points for three stock market indices (2000–2018)
This figure shows plots of realized precision for the three stock market indices S&P 500 (first panel), DAX (second panel), and Hang Seng (third panel) from January 3, 2000, to
December 31, 2018. Daily volatility estimates are based on the realized kernel in Equation (6.9). Break-points are estimated using the two-step estimation procedure of Chan et al.
(2014) with K = 10 and p = 12 and are highlighted by vertical dashed lines.
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6.5 Conclusion

Given that financial markets change over time, structural breaks should be accounted for in our ap-

proaches to the modeling and forecasting of realized volatility. By considering two Box-Cox transforma-

tions of realized volatility and drawing upon a state-of-the-art procedure to consistently estimate struc-

tural breaks in the autoregressive dynamics of a series, we show that transformations of realized volatility

significantly alter the dynamics of the volatility series and with it the number of breaks that are detected

in such a locally linear setting. The results are especially stinking for log-realized volatility. It thus seems

to be highly relevant to factor in the effects of this often-used (nonlinear) transformation when applying

(linear) break-point detection procedures. Doing so is likely to help answering the question if there are

structural breaks in the underlying volatility process and, ultimately, which of these may be deemed true

structural breaks.
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6.7. APPENDIX

6.7 Appendix

Table 6.2: Descriptive statistics of realized volatility series
This table provides summary statistics for the (transformed) realized volatility time series used in the empirical
analysis. In total, realized volatility time series of eight major stock market indices are considered for the
time period from January 3, 2000, to December 31, 2018. Shown are the number of observations and sample
statistics such as mean, standard deviation, minimum, maximum, skewness, and kurtosis. Panel A depicts the
descriptive statistics for realized volatility, calculated according to Equation (6.9), Panel B for the corresponding
log-realized volatility, and Panel C for realized precision, denoting the inverse of realized volatility.

Index Obs. Mean St. Dev. Min Max Skew. Kurt.

Panel A: realized volatility
DJIA 4,763 0.0084 0.0060 0.0010 0.0823 3.1166 20.1614
CAC 40 4,843 0.0098 0.0062 0.0014 0.0694 2.5217 14.5798
FTSE 100 4,790 0.0092 0.0062 0.0014 0.0941 3.5809 28.7503
DAX 4,820 0.0106 0.0069 0.0013 0.0872 2.7502 17.0270
Hang Seng 4,658 0.0086 0.0052 0.0013 0.0824 3.4280 26.7428
Nikkei 225 4,627 0.0088 0.0061 0.0010 0.0906 4.3075 39.5018
S&P 500 4,768 0.0082 0.0061 0.0009 0.0715 3.0993 19.4520
Shanghai Composite 4,587 0.0114 0.0070 0.0021 0.0692 2.1923 10.4258

Panel B: log-realized volatility
DJIA 4,763 -4.9604 0.5862 -6.8781 -2.4969 0.2228 3.3286
CAC 40 4,843 -4.7872 0.5544 -6.5636 -2.6673 0.1517 3.1127
FTSE 100 4,790 -4.8387 0.5311 -6.5676 -2.3630 0.4252 3.4373
DAX 4,820 -4.7050 0.5488 -6.6086 -2.4395 0.2543 3.2219
Hang Seng 4,658 -4.8927 0.4927 -6.6106 -2.4958 0.4046 3.6597
Nikkei 225 4,627 -4.8911 0.5457 -6.8654 -2.4016 0.2536 3.6052
S&P 500 4,768 -4.9959 0.6085 -6.9605 -2.6385 0.2298 3.1788
Shanghai Composite 4,587 -4.6239 0.5288 -6.1747 -2.6713 0.3038 3.0528

Panel C: realized precision
DJIA 4,763 168.3524 102.3284 12.1448 970.8106 1.8149 8.6749
CAC 40 4,843 139.3282 80.0135 14.4006 708.8050 1.6347 7.4121
FTSE 100 4,790 144.0881 74.2302 10.6229 711.6499 1.3165 6.5914
DAX 4,820 127.6665 71.0138 11.4675 741.4742 1.5799 7.6256
Hang Seng 4,658 149.5234 72.8319 12.1315 742.9144 1.4342 7.4308
Nikkei 225 4,627 153.6760 86.3685 11.0406 958.5651 1.6943 8.3037
S&P 500 4,768 176.4769 109.9547 13.9919 1054.1414 1.7150 7.9084
Shanghai Composite 4,587 116.3443 60.6098 14.4585 480.4282 1.2753 5.7101
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Chapter 7

Critical assessment and conclusion

As stated in Chapter 1, this thesis contributes to two separate but intertwined topics in the field of fi-

nancial econometrics: (i) the measurement and relevance of new sources of information on financial

markets in the form of online investor sentiment and attention and (ii) nonlinearities in financial time

series in the form of structural breaks. Specifically, Chapters 2 to 4 are devoted to innovative empirical

applications involving data obtained from online sources, which serve as proxies for investor sentiment

and attention. Chapter 2 centers around an empirical comparison of different investor sentiment measures

estimated by publicly available approaches, whereas Chapter 3 is concerned with intraday volatility fore-

cast augmentation based on commercially available investor sentiment and attention measures. Chapter 4

is solely focused on investor attention measured by online search queries and the testing for as well as the

quantification of bidirectional information transfer between company-specific online searches and stock

returns. On a different note, Chapters 5 and 6 are related to structural breaks in autoregressive time series

dynamics. While Chapter 5 provides a theoretical extension to the general statistical literature on struc-

tural break detection in the context of SBAR models, Chapter 6 draws upon the state-of-the-art approach

of Chan et al. (2014) to illustrate that the detection of structural breaks in realized volatility time series

is profoundly affected by nonlinear transformations applied to the series. This is especially true for the

log-transformation that is often used in applied research. The main findings of these five research pa-

pers are summarized in their respective chapters. In the following, the research papers are placed within

the context of related work, remaining (methodological) shortcomings or limitations are discussed, and

opportunities for future research are highlighted.

Given the increasing interest in and availability of methods to estimate latent investor sentiment from

short messages posted on social media platforms, Chapter 2 considers one question of importance to

both researchers and practitioners: Which online investor sentiment measure is best to gauge investor

behavior? Since a variety of different dictionaries and machine learning techniques are used in the em-

pirical literature, we compare the sentiment measures obtained by six publicly available dictionary and

neural network based methods in terms of their effects on the cross-section of 360 constituents of the

S&P 500. Investor sentiment is estimated from short messages posted on Twitter and StockTwits over a

seven years time period. Importantly, a thorough empirical comparison based on financial applications

directly linked to the theoretical behavioral finance literature is a novel addition to the literature.

Considering the relevance for research and practice, it is surprising that previous literature has ne-

glected such comparisons (Renault, 2017, constitutes a noteworthy exception, albeit with a narrow fo-

cus) and that researchers have usually opted for one specific estimation approach from the outset of the

127



conducted research. This is particularly striking since there exists no generally agreed-upon proxy for

investor sentiment. Besides the different measures obtained from online sources, other proxies, such as

market variables and sentiment estimated from traditional news channels, have also been used in previous

research, further obscuring the search for a preferred proxy. Thus, focusing on online investor sentiment

measures, our goal is to provide some guidance for researchers and practitioners.

The empirical applications in Chapter 2 allow a comparison of the investor sentiment measures both

within a model and a model-free framework and are well-known applications in the related literature.

Note, however, that regressions in the spirit of Fama and MacBeth (1973), as estimated in Chapter 2, are

likely to be biased (for a thorough discussion, see Stambaugh, 1999). This issue is not addressed further

in Chapter 2, and it is usually not addressed in the general finance literature either. However, if a bias is

indeed present, then all coefficients are biased, and this bias is likely to be in the same direction given

that all financial control variables are the same across the different sentiment specifications. Moreover,

differences in the estimated sentiment coefficients are substantial, and the effects are thus clearly dif-

ferentiable. One could also think of other financial applications and further methods to estimate latent

investor sentiment from short messages published on Twitter and StockTwits. For example, instead of

focusing mostly on stock returns, the effect of investor sentiment measures can also be evaluated with

respect to return volatility. We have chosen the two applications in Chapter 2 based on the theoretical

models in the behavioral finance literature, which are predominantly related to stock returns and cross-

sectional applications. Besides, the selection of the dictionaries and the neural network encompassed in

our analysis is guided by the aim of including the most widely used or newly developed dictionaries and

the most sophisticated machine learning technique, which are all publicly available and ready to use.

Our results suggest that field-specific dictionaries provide the best performance among all considered

online investor sentiment measures. Thus, further refining existing dictionaries or creating new finance-

specific dictionaries tailored to social media platforms seems to be a fruitful endeavor for future research.

Moreover, we are currently planning to develop a machine learning algorithm for the classification of

finance-specific short messages published on social media platforms with the goal to make the pre-

trained model available to other researchers. The lack of pre-trained models is a limiting factor not only

in Chapter 2 but also in the literature, even though sophisticated machine learning techniques hold great

potential for the classification of short messages posted on social media platforms. While it is likely

that some professional investors are utilizing sophisticated and well-trained models based on machine

learning techniques, it is highly unlikely that leading-edge pre-trained models will be made publicly

available by these investors given the proprietary nature of their usage. As a result, it seems of great

importance that researchers fill this gap by providing such pre-trained models on an open source basis.

Lastly, we advocate the necessity of establishing a consensus in the literature that any study refining old

or creating new approaches to the estimation of investor sentiment from online data should compare its

method with commonly used existing approaches – financial applications constitute a natural arena for

such horse races based upon the intended purpose of these investor sentiment measures.

Contrary to Chapter 2, commercially available online investor sentiment and activity measures are

at the core of Chapter 3. To be more precise, we augment intraday volatility forecasts for the DJIA con-

stituents with high-frequency Twitter sentiment and activity measures obtained from Bloomberg. Our

study is the first to investigate such an augmentation of high-frequency volatility forecasts, where in-

traday volatility is measured by absolute 5-minute returns. The majority of related studies considers
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CHAPTER 7. CRITICAL ASSESSMENT AND CONCLUSION

forecasts of realized volatility measures in a VAR or HAR framework, incorporating sentiment and at-

tention variables as system variables or as exogenous variables, as well as stochastic volatility models

augmented with such variables on a daily or even lower frequency. However, from a practical perspective,

highly active market participants rely on the accurate assessment and forecasting of intraday volatility.

Before we conduct any reasonable econometric analysis, we have to purge the absolute 5-minute

returns of their deterministic periodic component. Our approach is based on a two-step estimation proce-

dure initially proposed by Andersen and Bollerslev (1997) and works reasonably well in our application.

However, this approach assumes a constant time-of-day periodic component, which does permit us to

make use of the straightforward two-step procedure but is an unconvincing assumption at best. In fact,

the periodicity in intraday volatility has been found to vary across time (for a rigorous discussion and

development of a statistical test, see Andersen et al., 2019). Moreover, while the usage of commercially

available Twitter sentiment and activity variables increases the reproducibility of our general findings,

the computations behind the investor sentiment measure are inherently opaque since Bloomberg does

not publicly disclose its algorithms and computational methods. One may thus perceive our analysis as

being a double-edged sword, but we explicitly tailor our analysis to be conducted from the viewpoint of

a professional investor with access to such commercial data.

Although we discover statistically significant co-movements between intraday volatility and both

Twitter sentiment as well as Twitter activity for all stocks of the DJIA, the effects are negligible econom-

ically. Consequently, forecast performance is not improved by augmenting the intraday HAR model with

exogenous Twitter sentiment and activity variables. In this way, our results suggest that high-frequency

Twitter information is not particularly useful for intraday volatility assessment and forecasting when

considering the point of view of highly active investors. Since our analysis only considers liquid blue-

chip stocks, future research should address similar questions for stocks with a higher concentration of

shares being held by retail investors and possibly validate results with additional sentiment measures

estimated by publicly available approaches. Theoretical models along the lines of De Long et al. (1990)

predict higher volatility of returns in the presence of sentiment-prone noise traders, providing a testable

hypothesis for the latter types of stocks. Moreover, this would make them potentially more interesting

for professional investors who are aiming to bet against retail investors’ trading decisions.

Chapter 4 links collective investor behavior based on Wikipedia online search queries to retail in-

vestor trading patterns. We test for and quantify the bidirectional information transfer between company-

specific Wikipedia searches and the respective stock returns. Our analysis is based on an extensive data

set of hourly Wikipedia access logs, spanning all publicly available Wikipedia data. In terms of method-

ology, we draw upon Shannon transfer entropy, which is a model-free measure that detects any form

of statistical dependence between different time series. As a result and in contrast to other studies, our

analysis also detects potentially nonlinear dependencies that would not be detected by typical linear ap-

proaches, such as bivariate VAR models. Since behavioral models inspired by De Long et al. (1990)

notably accommodate nonlinearities into their theoretical formulations and provided that linear models

more often are a convenient assumption than a correct representation of reality, our chosen approach

allows for a more flexible analysis compared to other studies in the related literature. We can empirically

identify Wiki-stocks, i.e., stocks for which the dominant direction of the information transfer points from

Wikipedia searches to returns, indicating that for these stocks excessive online searches tend to precede

extreme changes in stock prices.
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Nonetheless, we have to mention that the most significant limitation in this study is the data set it-

self. While it does include all publicly available Wikipedia search data for the considered companies,

the logging-behavior changes within the sample period, which is why we have to combine two search

count series with different mechanisms behind the respective search counts. Furthermore, data cleaning

and management are comparably extensive given the amount and structure of the raw data. On the other

hand, data quality is certainly always an issue when utilizing large amounts of data obtained from online

sources (commercially available data sold by data vendors being the sole exception). Another potential

shortcoming is related to our computation of Shannon transfer entropy based on a discretization into

three bins. As mentioned in Chapter 4, a discretization into more than three bins is theoretically possible

but not feasible in our application since the time series we use in the computation of the transfer entropy

estimates do not contain enough observations. In general, methods derived from nonlinear time series

analysis and information theory depend on large amounts of data. Nevertheless, we are particularly inter-

ested in tail events of the empirical distributions underlying the respective stock returns and Wikipedia

searches, which is why a discretization into three bins still seems convincing in our application. On the

last note directed at the methodology applied in Chapter 4, a standardization of the transfer entropy es-

timates would make estimates comparable across stocks, significantly improving the interpretability of

our results. This approach is pursued further within current research projects.

Our transfer entropy estimates are mapped to portfolio returns through a simple trading strategy based

on Wikipedia search momentum on a daily and weekly basis. Such a trading strategy relates to the trading

decisions of less sophisticated retail investors who search online for company-specific information before

placing orders. Our results support the hypothesis of Joseph et al. (2011) that increases in company-

specific online searches are in line with trading patterns of retail investors. Lastly, we should note that

while transfer entropy may detect potentially nonlinear dependencies between Wikipedia searches and

stock returns, it does not explicitly model these nonlinearities. It would be interesting for future research

to consider such nonlinearities further and also to explicitly model them.

Chapter 5 turns to the second topic that is of interest in this thesis, namely nonlinearities induced by

structural breaks in the autoregressive dynamics of a given univariate time series. We propose an easy-to-

implement two-step procedure involving the adaptive group Lasso to consistently estimate the unknown

number of structural breaks in SBAR models. In this context, we prove parameter estimation consistency,

model selection consistency, and asymptotic normality of the adaptive group Lasso estimator. Since

SBAR models are often reasonable representations of locally stationary time series and easy to interpret,

an increasing number of studies is investigating the properties and estimation of SBAR models. However,

the estimation of SBAR models still proves to be a complex problem if the number of structural breaks

is unknown ex-ante (which is the case in most applications) and potentially large. Thus, our proposed

procedure provides a convenient approach in related applications.

Although we prove that adaptive group Lasso consistently estimates the number and timing of struc-

tural breaks, the procedure of Chan et al. (2014) selects the number of structural breaks slightly more

efficiently than adaptive group Lasso. This result is not surprising since the second step of the procedure

proposed by Chan et al. (2014) involves an exhaustive search over the set of potential structural break

locations, which are estimated in the first step, purging this set of any superfluous structural breaks by re-

peated minimization of a specific IC in a backward elimination algorithm. Our approach, being an actual

“two-step” estimation procedure that does not involve an exhaustive search, is unlikely to be as efficient
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as the state-of-the-art procedure of Chan et al. (2014). Even so, the simulation results are in line with our

theoretical results, and adaptive group Lasso performs similar to other leading-edge approaches, such as

the one of Davis et al. (2006). Other shortcomings, for example the inability to shrink coefficients in a

nonzero group to zero (i.e., efficiently estimating partial structural breaks) or the fact that the finite sam-

ple performance is tied to the selection of the tuning parameter, are general shortcomings of the simple

adaptive group Lasso and could potentially be addressed in future research.

Overall, we show not only that adaptive group Lasso consistently estimates the number and timing of

structural breaks in several simulations but also that it dates structural breaks with equal accuracy as the

procedure of Chan et al. (2014) in an application to realized variance dynamics. If the dimensionality of

the design matrix is sufficiently reduced in the first step, the second step adaptive group lasso estimation is

straightforward in practical applications, considering that many statistical software environments provide

algorithms to estimate the adaptive group Lasso.

Finally, the last research paper comprising Chapter 6 makes use of the state-of-the-art procedure of

Chan et al. (2014) to investigate structural breaks in realized volatility time series. Even though realized

volatility is widely used in empirical applications, only a few studies are concerned with structural breaks

in the corresponding time series. Of these studies, most test for structural breaks within the HAR model

of Corsi (2009) or its extensions. We take a different route by referring to the fact that the HAR model

is a constrained AR model and thus can be investigated in the SBAR framework. Interestingly, we find

that the number of detected structural breaks is profoundly affected by Box-Cox transformations applied

to the realized volatility series. Most notably, the logarithm of realized volatility, due to its empirical

properties a typical transformation in applied research, does not contain structural breaks, whereas we

detect several structural breaks in the untransformed series. We show empirically that the logarithmic

transformation reduces the number of outliers in the autoregressive dynamics of the series, which might

otherwise be detected as structural breaks.

In light of the importance attributed to realized volatility in the literature, it seems highly necessary

to further investigate this issue. Thus far, the implications of nonlinear transformations in the context

of changes in the autoregressive realized volatility dynamics do not seem to be fully understood. The

literature related to structural breaks in HAR models has mostly relied on computationally demanding

Bayesian approaches. Considering computationally fast and reliable procedures such as the one of Chan

et al. (2014) might be a starting point since (adaptive) group Lasso procedures can also be tailored to the

HAR model. The applications of such procedures for the detection of structural breaks are not limited

to realized volatility dynamics (for example, see Ballinari and Behrendt, 2020, for an application to

investor sentiment time series) – but structural breaks as sources of nonlinearity and nonstationarity are

still overlooked in most empirical applications in finance and econometrics.

To sum up, the original research in this thesis makes several contributions, either through empir-

ical applications or through theoretical extensions. Albeit remaining methodological shortcomings or

other limitations may exist, the five research papers presented here lay the foundation for promising and

exciting future research projects. Some of them already taken up by the author of this thesis, whereas

others may be pursued by someone else in time. Right now, new disciplines devoted to natural language

processing with applications to economics and finance, sometimes called “Sentonomics”, emerge, and

the literature is responsive to methodological approaches from different fields of study, making it truly

worthwhile to investigate new sources of information and nonlinearities on financial markets.
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